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1 Introduction

Congestion control in the Internet was introduced in the late 1980s by Van Ja-
cobson [0]. Jacobson’s algorithm which is implemented in the transport layer
protocol called TCP (Transmission Control Protocol) has served the Inter-
net well during a time of unprecedented growth. However, the algorithm was
designed during a time when the Internet was a relatively small network com-
pared to its size today. Therefore, there has been much interest in reexamining
the role of congestion control in the Internet with the goal of enhancing TCP
to make it scalable to large networks.

We begin this survey with a simple model of a particular version of Jacob-
son’s algorithm called TCP-Reno. We show that the algorithm may not be
stable when the network size becomes large, i.e., if the feedback delays are large
or the capacity of the network is large. We then present Kelly’s model where
congestion control is viewed as a distributed control algorithm for achieving
fair resource allocation in a network with many users. The remarkable fea-
ture of the algorithm is that the complex interactions between the users in
the network can be captured using quantities that can be measured easily by
each individual user. Next, we study the stability of this congestion control
mechanism in the presence of feedback delay. We primarily concentrate on
a new technique using Razumikhin’s theorem that proves global stability of
the congestion controllers under some assumptions on the control parameters.
The interested reader may refer to the results in [0, 0, 0, 0, 0, 0] where local
stability results are obtained without restrictions on the network parameters.
However, the region of attraction for these local stability results is yet to be
established for a general topology network. Finally, we turn our attention to
connection-level models of congestion control. In traditional congestion control
models, the number of users on the various routes in the network is assumed
to be fixed. In the connection-level model, the number of files in the network
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is time-varying and is described by a Markov chain. Between the time instants
when there is a file arrival or departure, it is assumed that congestion con-
trol occurs instantaneously. Thus, the connection-level model operates at a
slower time-scale compared to the time required for congestion controllers to
converge. Under this assumption of time-scale separation, we show that the
Kelly model of resource allocation is efficient, i.e., if the total load on each
link in the network is less than its capacity, then the network is stable.

The rest of this paper is organized in follows. In Section , we present a
simple model for Jacobson’s algorithm that was introduced in [0] and analyze
its local stability in the presence of feedback delay. We summarize the results
in [0, 0] which show that TCP-Reno is not stable when the capacity per user
is large or if the feedback delay is large. In Section , we introduce the Kelly
resource allocation model [0] and the associated congestion control algorithms
[0, 0]. A stability analysis of the congestion control algorithm in the presence
of feedback delays is presented in Section . This stability result was obtained
in [0] using Razumikhin theorem. A related result has also been obtained
in [0] using different techniques. In Section , we present the connection-level
model introduced in [0] and present a stability result using a drift analysis.
This result which was first established in [0] using fluid limits and a special
case of this result was presented earlier in [0]. Finally, concluding remarks are
presented in Section . The survey presented here covers only a small portion
of the considerable research on Internet Congestion Control that has taken
place over the last few years. For a more comprehensive survey, we refer the
reader to [0].

2 A Simple Model for TCP-Reno

Congestion control is implemented in the Internet using a window flow con-
trol algorithm. A source’s window is the maximum number of unacknowledged
packets that the source can inject into the network at any time. For exam-
ple, if the window size is 1, then the source maintains a counter which has
a maximum value of 1. The counter indicates the number of packets that it
can send into the network. The counter’s value is initially equal to the win-
dow size. When the source sends one packet into the network, the counter
is reduced by 1. Thus, the counter in this example would become zero after
each packet transmission and the source cannot send any more packets into
the network till the counter hits 1 again. To increment the counter, the source
waits for the destination to acknowledge that it has received the packet. This
is accomplished by sending a small packet called the ack packet, from the
destination back to the source. Upon receiving the ack, the counter is incre-
mented by 1 and thus, the source can again send one more packet. We use
the term round-trip time (RTT) to refer to the amount of time that elapses
between the instant that the source transmits a packet and the instant at
which it receives the acknowledgment for the packet. The RTT consists of
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three components: the propagation delay of the packet through the transmis-
sion medium (which is determined by the distance between the source and
destination), the queueing delay at the routers in the network and the time
taken to process a packet at the routers in the network. Typically, the process-
ing time is negligible compared to the other two components. With a window
size of 1, since one packet is transmitted during every RTT, the source’s data
transmission rate is 1/RTT packets/sec.

If the window is 2, the counter’s value is initially set to 2. Thus, the source
can send two back-to-back packets into the network. For each transmitted
packet, the counter is decremented by 1. Thus, after the first two packet
transmissions, the counter is decremented to zero. When one of the packets is
acknowledged and the ack reaches the source, then the source increments the
counter by 1 and can send one more packet into the network. Once the new
packet is transmitted, the counter is again decremented back to zero. Thus,
after each ack, one packet is sent, and then, the source has to wait for the
next ack before it can send another packet. If one assumes that the processing
speed of the link is very fast and that the processing times at the source and
destination are negligible, then the source can transmit two packets during
every RTT. Thus, the source’s transmission rate is 2/RTT packets/sec. From
the above argument, it should be clear that, if the window size is W, then the
transmission rate can be approximated by W/RTT packets/sec.

If the link capacity is c and the source’s window size W is such that
W/RTT < c, then the system will be stable. In other words, all transmitted
packets will be eventually processed by the link and reach the intended desti-
nation. However, in a general network, the available capacity cannot be easily
determined by a source. The network is shared by many sources which share
the capacities at the various links in the network. Thus, each source has to
adaptively estimate the value of the window size that can be supported by
the network. The most widely-used algorithm for this purpose in the Internet
today is called TCP-Reno.

The TCP-Reno algorithm is quite complicated and therefore, for our mod-
elling purposes, we consider the following simplified version of the algorithm.
Assume that there is a mechanism for the receiver to indicate to the source
that a packet has been lost in the network. Then, the essential features of the
TCP-Reno algorithm can be summarized as below:

• Upon receipt of a ack, the source increases its current window size, denoted
by cwnd, as follows:

cwnd← cwnd + 1/cwnd.

• Upon being informed of a loss, the source decreases its window size by a
factor of two:

cwnd← cwnd/2.

The key feature of TCP-Reno is that it increases its window size when it does
not detect congestion which is indicated by the reception of an ack, and it
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decreases its window size upon detecting congestion, which is indicated by the
detection of a lost packet.

We now present a differential equation model that describes the TCP-
Reno congestion control algorithm. Consider N TCP-Reno sources, all with
the same RTT, accessing a single link. Let Wr(t) denote the window size of
flow r, T be its RTT, and q(t) be the fraction of packets lost at the link at
time t. Then, the congestion avoidance phase of TCP-Reno can be modelled
as

Ẇr =
xr(t− T )(1− q(t− T ))

Wr
− βxr(t− T )q(t− T )Wr(t), (1)

where xr(t) = Wr(t)/T is the transmission rate. The parameter β is the
decrease factor and is taken to be 1/2 although studies show that a more
precise value of β when making a continuous-time approximation of TCP’s
behavior is closer to 2/3. Substituting for Wr(t) in terms of xr(t) gives

ẋr =
xr(t− T )(1− q(t))

T 2xr
− βxr(t− T )q(t)xr(t). (2)

The loss probability q(t) is a function of the arrival rate at the link. Thus, let

q(t) = f(y(t− T )),

where f(·) is an increasing function and y(t) is the total arrival rate at the
link and is given by

y(t) =
N∑

r=1

xr(t).

The equilibrium value of xr is easily seen to be

x̂r =

√
1− q̂

βq̂

1
T

, (3)

where q̂ is the equilibrium loss probability. We note that throughout this
paper, we use ˆ to denote equilibrium values. The functional form of f(y)
could be quite complicated in general. Among other things, it will depends
on the assumptions on the stochastic behavior of the packet arrival process at
the router. To simplify the analysis, we will assume that f(y) is of the form
suggested in [0]:

f(y) =
(

y − c

y

)+

.

Thus, this form of f(y) can be interpreted as a fluid approximation to the loss
probability: it is equal to zero if the arrival rate is less than the capacity of the
link and is otherwise equal to the fraction by which the arrival rate exceeds
the link capacity. Recall that the RTT T consists of two components, namely
the propagation delay Tp and the queueing delay at the router. Just like the
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loss probability, it is difficult to precisely capture the queueing delay using a
simple analytical formula. To obtain a tractable expression for the queueing
delay, we recall that the TCP-Reno protocol attempts to fill up the buffer at
the router and uses the resulting packet loss to obtain congestion information.
Therefore, it seems reasonable to assume that the queue is full most of time.
Under this assumption, our approximation to the queueing delay takes the
form B/c, where B is the buffer size at the router. Thus, for all users, the
RTT is given by

T = Tq +
B

c
.

To study the stability of the congestion controller given in (2), we first
linearize the system around its equilibrium point. Defining δxr = xr− x̂r, and
δq = q− q̂, the linearized form of the congestion control algorithm is given by

˙δxr = −x̂r

(
1− q̂

T 2x̂2
r

δxr +
1

T 2x̂r
δq + βq̂δxr + βx̂rδq

)
,

and
δq =

c

ŷ2

∑
r

δxr(t− T ).

Defining δy = y − ŷ, and using the equilibrium relationship (3) yields

˙δxr + α1δxr + α2δxr(t− T ) = 0, (4)

where
α1 = 2βq̂x̂r, α2 = βx̂r.

From Hayes’ lemma [0], the linearized delay-differential equation describ-
ing TCP-Reno’s dynamics is stable if one of the following conditions is satis-
fied:

• α1 ≥ α2,
• α1 < α2 and

α2T

√
1− α2

1

α2
2

< arccos
(
−α1

α2

)
.

For the first condition to be satisfied, we require q̂ ≥ 1/2. This is not a
practical scenario since it requires at least half the packets to be dropped at
the router. The second condition can be written as

c

N
T <

1
β

(1− q̂) arccos(−2q̂r)√
1− 4q̂2

. (5)

Note that the equilibrium relationship (3) can be rewritten as

(1− q̂)3

q̂
=
( c

N
T
)2

.
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If we let c/N (which is simply the capacity per user) be a constant and
increase the RTT, then it is clear from the previous equation that q̂ must
decrease. Thus, for large T, the right-hand side of the stability condition can
be approximated by letting q̂ = 0 which gives the following condition for
stability

c

N
T <

π

2β
.

Clearly, this condition will be violated as T increases or c/N increases. From
the above analysis, we can conclude that TCP-Reno is not a scalable protocol,
i.e., its stability is compromised if either the RTT of the users is large or if
the available capacity per user at the router is large. Related linear analysis
of TCP dynamics can be found in [0, 0]. In the following sections, we will
examine alternatives to TCP-Reno as a congestion control mechanism.

3 Resource Allocation and Congestion Control

Consider a network consisting of a set of links denoted by L and a set of users
denoted by R. User r chooses a collection of links called a route to transmit
its packets from a source to a destination. We will associate a unique route
with a user and therefore, an index r can be used to represent both a user and
the route used by the user. The data transmission rate of user r is denoted
by xr. The capacity of each link l is denoted by cl. Since the total arrival rate
on each link should be less than or equal to the capacity of the link, we have
following constraints: ∑

r:l∈r

xr ≤ cl, ∀l, (6)

where l ∈ r is a notation for “link l belongs to route r.” The resource allocation
problem in the Internet is to find a set of rates {xr} which satisfy the con-
straints (6). However, without additional constraints, typically there would be
many solutions to this problem and it would be difficult to distinguish between
them. For example, consider a single link of unit capacity shared by two users.
Then, any set of non-negative values x1, x2 satisfying x1 + x2 ≤ 1 would be
feasible. Even if we impose the natural condition that the link should be fully
utilized, we still have an infinite number of solutions to x1 + x2 = 1. Among
the many solutions, the particular solutions x1 = 0, x2 = 1 or x1 = 1, x2 = 0
are especially unappealing since they are severely unfair to one of the users.
Thus, a reasonable goal to aim for in resource allocation is fairness.

To define a fair resource allocation problem, associate with each r a utility
function Ur(xr) which indicates the utility to user r when it is allowed to
transmit at rate r. Then, the fair resource allocation problem is to maximize

max
{xr}

∑
r

Ur(xr). (7)
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Thus, in this problem, a resource allocation is said to be fair if it maximizes
the sum of the utilities of all the users subject to the link capacity constraints
(6) and the obvious non-negativity constraints

xr ≥ 0, ∀r. (8)

In the rest of this section, we will interpret congestion control as a decentral-
ized solution to the resource allocation problem (7).

Instead of solving the resource allocation problem (7) exactly, let us con-
sider the following objective:

V (x) =
∑

r

Ur(xr)−
∑

l

∫ ∑
s:l∈s

xs

0

fl(y)dy, (9)

where we interpret fl(·) as the penalty function or the barrier function [0] as
the case may be, or simply as the price for sending traffic at rate

∑
s:l∈s xs on

link l. We assume that the price functions fl(·) are increasing functions. Under
this assumption, it is easy to see that V (x) is a strictly concave function. Now,
consider the following problem:

max
{xr≥0}

V (x). (10)

The optimal source rates satisfy

∂V

∂xr
= 0, ∀r.

This gives the following set of equations:

U ′
r(xr)−

∑
l:l∈r

fl

(∑
s:l∈s

xs

)
= 0, ∀r. (11)

Clearly, the above set of equations is difficult to solve in a centralized manner.
It requires knowledge of all the sources’ utility functions, their routes and
the link penalty functions fl’s. Next, we will see how congestion controllers
compute the solution to (10) in a decentralized manner.

Let us suppose that each router (node) in the network has the ability to
monitor the traffic on each of its links and compute yl for each link l connected
to it. Let pl(t) denote the price for using link l at time t. In other words,

pl(t) = fl(yl(t)).

Define the price of a route to be the sum of the prices of the links on the route.
Now, suppose that the sources and the network have a protocol that allows
each source to obtain the sum of the link prices along its route. One way to
convey the route prices would be to have a field in each packet’s header which
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can be changed by the routers to convey the price information. For instance,
the source may set the price field equal to zero when it transmits a packet.
Each router on the packet’s route could then add the link prices to this field
so that, when the packet reaches the destination, the field would contain the
route price. The destination could then simply transmit this information back
to the source in the acknowledgment (ack) packet.

Let qr denote the route price on route r, i.e.,

qr =
∑
l:l∈r

pl.

Using this notation, the condition (11) can be rewritten as

U ′
r(xr)− qr = 0, ∀r. (12)

Consider the following congestion control algorithm for solving the set of
equations (12) [0]: for each user r,

ẋr = kr(xr) (U ′
r(xr)− qr(t)) , (13)

where kr(x) is an appropriately chosen scaling function. Note that the right-
hand side of the differential equation (13) describing the congestion control
algorithm is simply the partial derivative of the objective function (9) with
respect to xr, multiplied by kr(xr). Thus, the congestion controller is the
well-known gradient algorithm that is widely used in optimization theory [0].

The following theorem shows that the congestion control algorithm is glob-
ally asymptotically stable, i.e., starting from any initial condition, in the limit
as t → ∞, the set of sources rates xr(t) will converge to the set of non-zero
rates x̂r that maximize the objective V (x) in (9).

Theorem 1. Assume that the utility functions Ur(xr), the price functions
fl(yl) and the scaling functions kr(xr) are such that

• the problem (10) has a unique solution x̂r such that x̂r 6= 0 ∀r,
• x̂r = 0 ∀r is not an equilibrium point of (13) and
• V (x)→ −∞ as ‖x‖ → ∞.

Then, starting from any initial condition {xr(0) ≥ 0}, the congestion control
algorithm (13) will converge to the unique solution of (10), i.e., x(t) → x̂ as
t→∞.

Proof. Note that

V̇ =
∑

r

∂V

∂xr
ẋr =

∑
r

kr(xr) (U ′
r(xr)− qr)

2 ≥ 0.

Further, note that V̇ > 0 for x 6= x̂ and is equal to zero for x = x̂. Thus,
V (x) is a Lyapunov function for the system and by the assumptions of the
theorem, the system of congestion controllers is globally, asymptotically stable
and converges to the unique solution of (10).

ut
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In the penalty function method, the link prices pl are computed based
on price functions fl(xl), and thus, while it solves the problem (10), it does
not solve the original resource allocation problem (7) formulated in the pre-
vious section exactly. At equilibrium, the algorithm (13) can be interpreted
as computing an approximation to the Lagrange multipliers of the original
resource allocation problem (7) and (6). Clearly, the congestion controller will
converge to the optimal solution of (7) if the equilibrium prices p̂l are indeed
the Lagrange multipliers. To this end, instead of computing pl via the static
relationship pl = fl(yl), consider the following dynamic equation to update pl

[0, 0, 0, 0]:
ṗl = gl(pl)(yl − cl)+, (14)

where it is assumed that h(pl) > 0. The congestion controller (13) can be
interpreted as computing the primal variables which are the source rates and
the dynamic price update (14) can be interpreted as computing the dual
variables or the Lagrange multipliers. Therefore, (13) and (14) together is
called the primal-dual algorithm. The widely-studied dual algorithm can be
viewed as a special case of the above algorithm where kr(xr)→∞ [0, 0]. The
exact penalty function approach (also known as the adaptive virtual queue or
AVQ algorithm [0, 0]) cannot be directly interpreted in terms of the primal-
dual algorithm presented here, but it is an alternative method to compute the
Lagrange multipliers precisely.

Define
Hr(xr) :=

∫ xr

x̂r

ur − x̂r

kr(ur)
du ,

Jl(pl) :=
∫ pL

p̂l

vl − p̂l

gl(vl)
dv ,

and let
V (x, p) =

∑
r

Hr(xr) +
∑

l

Jl(pl) .

Then, it can be verified that V (x, p) is a Lyapunov function for the primal-dual
algorithm defined by (13)-(14) and that the system is globally, asymptotically
stable [0].

4 Stability in the Presence of Delays

In this section, we study the global stability of the primal congestion controller
introduced in the previous section in the presence of delays. We first introduce
some notation to describe the network with delays. Let df (i, l) be the forward
delay from source i to link l, and db(i, l) be the backward delay from link l
to source i. Denote by Ti = df (i, l) + db(i, l) the round trip time (RTT) for
source i. We assume that the RTT is a constant and not time-varying. This
is a reasonable assumption if the price functions fl(yl) are designed such that
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the users get early feedback about congestion so that they react before queue
buildup occurs at the routers. In that case, the RTT is simply equal to the
propagation delay which is a constant.

We consider the following congestion control algorithm:

ẋi(t) = kixi (t− Ti)
(

a

xn
i (t)

− bxm
i (t)qi(t)

)
, (15)

where
qi(t) =

∑
l∈i

pl(t− db(i, l)),

pl(t) = fl(yl(t)),

fl(yl(t)) =
(

yl(t)
cl

)h

(16)

and
yl(t) =

∑
k:l∈k

xk(t− df (i, l)).

Here a, b, and h are positive real numbers, and m, n are real numbers that
satisfy m+n > 0. In the above set of equations, xi is the rate at which source
i transmits data, yl is the arrival rate at link l, pl is price of link l, qi is the
price of source i’s route and fl(y) is the function of the link arrival rate which
is used to compute pl. The price of a route is simply the sum of the prices
of the links along its path. Also define the quantity d := maxj Tj which will
be useful later. Note that when d = 0, the algorithm (15) is a special case of
(13). Specifically, here we have chosen

U ′
i(xi) =

a

bxm+n
i

and the scaling function to be kix
m+1
i for some constant ki > 0.

It has been shown in [0] that x(t) > 0 for all t whenever the initial condi-
tions are non-zero. So we can define the functions

Wj(t) =
1
2

(log xj(t)− log x̂j)
2 (17)

which are well-defined provided that the network model has a nonzero initial
condition. Also define the function

W (t) = max
j

Wj(t). (18)

In what follows, we will show that there exists an α > 1 such that W (t)
decreases whenever

α2W (t) > max
t−d≤r≤t

W (r). (19)
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It then follows from Razumikhin’s theorem that the set of delay-differential
equations describing the primal controller is globally asymptotically stable.
The next lemma shows that, if the Lyapunov function W defined by (17-
18) satisfies the condition in (19) at some time instant t, then this naturally
imposes upper and lower bounds on the functions xj over the interval ∈ [t−
d, t].

Lemma 1. Suppose the network model has a nonzero initial condition, that
at time t the Lyapunov function W satisfies the condition in (19), and that
index i is such that that

W (t) = Wi(t).

Then
B−β

i x̂j < xj(r) < Bβ
i x̂j , (20)

for all τ ∈ [t− d, t], where Bi = xi(t)
x̂i

and β = sgn(log Bi)α.

Proof. First note that since Wi(t) 6= 0, we have Bi 6= 1. By the definition on
Wi(t) we have for each index j and τ ∈ [t− d, t] that

α2 (log Bi)
2 = α2W (t) > Wj(t) =

(
log

xj(t)
x̂j

)2

.

Note that above inequality can be rewritten as

(log Bα
i )2 >

(
log

xj(t)
x̂j

)2

which implies that

−sgn(log Bi) log Bα
i < log

xj(t)
x̂j

< sgn(log Bi) log Bα
i .

From this, we get the inequalities

x̂jB
−β
i < xj(r) < x̂jB

β
i .

ut

The next lemma then shows that the route prices are also upper and lower
bounded as a consequence of the previous lemma.

Lemma 2. Under the conditions of Lemma , the price of each route i is
bounded as given by the following expression:

a

b
B−hβ

i x̂−m−n
i < qi(t) <

a

b
Bhβ

i x̂−m−n
i .
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Proof. The bounds on the source rates in the previous lemma immediately
give a bound on the link arrival rates yl, which in turn give bounds on the
link prices pl. It is then easy to see from the definition of the route price q(t)
that

q̂iB
−βh
i < qi(t) < q̂iB

βh
i .

Furthermore since q̂i = a
b x̂−m−n

i , we can conclude that

a

b
B−hβ

i x̂−m−n
i < qi(t) <

a

b
Bhβ

i x̂−m−n
i .

Corollary 1 If m + n > h, the supposition of Lemma holds and α = (m +
n + h)/2h, then Ẇi(t) < 0.

Proof. The derivative Ẇi(t) is given by

Ẇi(t) =
ẋi(t)
xi(t)

log
(

xi(t)
x̂i

)
=

ẋi(t)
xi(t)

log Bi,

and thus to prove the result we need to show that ẋi(t) log Bi < 0. From (15)
we see that

ẋi(t) = ki
xi(t− Ti)

xn
i (t)

(
a− bqi(t)xm+n(t)

)
.

Since xi(t− Ti) and xi(t) are both positive it is sufficient to show that(
a− bqi(t)xm+n(t)

)
log Bi < 0. (21)

We can show this using Lemma by considering the following two cases.
Suppose first that Bi > 1, then we have to show that

qi(t)xm+n
i (t) >

a

b
.

From the lower bound in Lemma , we have

qi(t)xm+n
i (t) >

a

b
B−hα

i x̂−m−n
i xm+n

i (t) =
a

b
B−hα+m+n

i

which is greater than a/b since αh < m+n. Next, suppose that Bi < 1. Then,
we have to show that

qi(t)xm+n
i (t) <

a

b
.

From the upper bound in Lemma ,

qi(t)xm+n
i (t) <

a

b
B−hα

i x̂−m−n
i xm+n

i (t) =
a

b
B−hα+m+n

i

which is now less than a/b since αh < m + n.

Now we state our result on the stability of congestion controllers with
delay.
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Theorem 1 If m + n > h > 0, then the network model in (15) is globally
asymptotically stable.

Proof. With W (t) and Wj(t) as defined above, it is easy to show that, for
every t ≥ 0,

limsupa→0+
1
a
{W (t + a)−W (t)} < 0 (22)

whenever α2W (t) > maxt−d≤r≤t W (r). Thus, the result follows from Razu-
mikhin’s theorem [0]. ut

5 Stability with File Arrivals and Departures

In this section, we study simple models of the dynamics of a network at the
connection level, i.e., at the level of file arrivals and departures. In all the
previous sections, we assumed that the number of controlled flows in the net-
work is a constant and studied the congestion control and resource allocation
problem for a fixed number of flows. In reality, connections or files or flows
arrive and depart from the network. We assume that the amount of time that
it takes for the congestion control algorithms to drive the source rates close
to their equilibrium is much smaller than the inter-arrival and inter-departure
times of files. In fact, we assume that compared to the time-scale of connection
dynamics, the congestion control algorithm operates instantaneously, provid-
ing a resource allocation dictated by the utility functions of the users of the
network.

Consider a network in which files are arriving to route r at rate λr files-
per-second according to a Poisson process. The file sizes are independent and
exponentially distributed, with the mean file size being 1/µr on route r. Let
nr(t) be the number of files on route r at time t. It is assumed that each file on
route r is allocated x̂r(t) bits-per-second at time t, where the rates {x̂r} are
chosen as the optimal solution to the following resource allocation problem:

max
{xr}

∑
r

wrnr
x1−α

r

1− α
(23)

subject to ∑
r:l∈r

nrxr ≤ cl, ∀l,

xr ≥ 0, ∀r.

In this optimization problem, it is assumed that all files using the same route
have the same utility function wrx

1−α
r /(1 − α) for some α > 0, α 6= 1.

When α = 1, we assume that the utility function is Ur(xr) = wr log xr. This
connection-level model assumes that, compared to the inter-arrival and depar-
ture times of files, congestion control operates at a very fast time scale so that,
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at the connection time-scale, it appears as though the congestion controller
converges instantaneously to solve the resource allocation problem instanta-
neously. Thus, a time-scale separation is assumed between congestion control
(the fast time-scale) and file arrivals and departures (the slow time-scale).

Note that x̂r is not uniquely determined when nr = 0. For this reason,
it is more convenient to describe the optimization problem in terms of new
variables {χ̂r}, where χ̂r is the total rate allocated to users on route r, i.e.,
χ̂r = nrxr. These rates are obtained as solutions to the following optimization
problem:

max
{χr}

∑
r

wrn
α
r

χ1−α
r

1− α
(24)

subject to ∑
r:l∈r

χr ≤ cl, ∀l,

χr ≥ 0, ∀r.

Again χ̂r is not uniquely determined when nr = 0. However, χ̂r is always less
than or equal to ζr := maxl:l∈r cl.

Consider the load on any link l due to the file arrival process. If a route
r uses link l, then on average, it requires λr/µr bits-per-second from link l.
Thus, it is rather obvious that the network can support the traffic load only
if ∑

r:l∈r

λr

µr
< cl, ∀l. (25)

What is less obvious is that this is also the sufficient condition for stability.
In the rest of this section, we will prove that the condition (25) is sufficient
for stochastic stability.

From our assumptions on the arrival process and file-size distribution, the
evolution of n(t) can be described by a continuous-time Markov chain. It is
more convenient to work with a discrete-time Markov chain and therefore,
using uniformization [0], we consider the system only at certain event times,
where the events correspond to arrival, departure and fictitious departures.
Suppose that there are nr files using route r immediately after an event. Then,

• with probability λr/
∑

s(λs + µsζs), the next event is an arrival to route
r;

• with probability µrnrxr/
∑

s(λs+µsζs), the next event is a departure from
route r; and

• with probability (µrζr − µrxrnr)/
∑

s(λs + µsζs), the next event is a fic-
titious departure from route r.

Let n(k) denote the state of the Markov chain after the kth event. Then
n(k) is a discrete-time Markov chain. We are interested in showing that this
Markov chain is positive chain. For this purpose, we will use the following
result known as the Foster-Lyapunov criterion [0].
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Theorem 2. Suppose that a Markov chain {n(k)} is irreducible and let E0

be a finite subset of the state space E. Then the chain is positive recurrent if,
for some V : E −→ < and some δ > 0, we have infn∈E V (n) > −∞ and

E(V (n(k + 1))|n(k) = n) <∞, n ∈ E0,
E(V (n(k + 1))|n(k) = n) ≤ V (n)− δ, n /∈ E0.

(26)

ut

It is easy to verify that the Markov chain under consideration is irreducible.
Given any state, with non-zero probability, it is possible to reach the zero state
where nr = 0 for all routes r. This will happen if there are no arrivals for all the
routes for a sufficiently long period of time. From the zero state, it is possible
to reach any state by considering a sequence of arrival events and no departure
events, which again can happen with non-zero probability. Thus, one can reach
any state from any other state in finite time with non-zero probability which,
by definition, means that the Markov chain is irreducible. Now, to verify the
key drift condition of the Foster-Lyapunov criterion, consider the candidate
Lyapunov function

V (k) =
∑

r

κrn
α+1
r (k),

where the κr’s are non-negative constants, to be chosen appropriately later.
For notational convenience, and without loss of generality, we assume that∑

s

(λs + µsζs) = 1.

We note that

E(V (k + 1)− V (k)|n(k)) =
∑

r

λrκr

(
(nr + 1)α+1 − nα+1

r

)
(27)

+
∑

r

Inr>0µrχ̂rκr

(
(nr − 1)α+1 − nα+1

r

)
(28)

=
∑

r

λrκr

(
(nr + 1)α+1 − nα+1

r

)
Inr>0 +

∑
r

λrκr

+
∑

r

Inr>0µrχ̂rκr

(
(nr − 1)α+1 − nα+1

r

)
Consider the expression

(nr + 1)α+1 − nα+1
r

and assume nr > 0. By Taylor’s theorem,

(nr + 1)α+1 − nα+1
r = (α + 1)nα

r +
α(α + 1)

2
ñα−1

r

for some ñr that satisfies
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nr ≤ ñr ≤ nr + 1.

Equivalently,

1 ≤ ñr

nr
≤ 1 +

1
nr
≤ 2.

Thus, for α ≥ 1, (
ñr

nr

)α−1

≤ 2α−1

and, for α < 1, (
ñr

nr

)α−1

≤ 1.

Letting

C1 =
α(α + 1)

2
max{2α−1, 1},

we have
(nr + 1)α+1 − nα+1

r ≤ (α + 1)nα
r + C1n

α−1
r (29)

if nr > 0.
Next, again by Taylor’s theorem, we have

(nr − 1)α+1 − nα+1
r ≤ −(α + 1)nα

r +
α(α + 1)

2
mα−1

r ,

where mr satisfies
nr − 1 ≤ mr ≤ nr.

Assuming, nr 6= 0, we have

1− 1
nr
≤ mr

nr
≤ 1.

If α > 1, then (
mr

nr

)α−1

≤ 1.

If α < 1 and nr > 1, then (
mr

nr

)α−1

≤ 2α−1

since 1− 1/nr ≥ 1/2. If nr = 1, denote the corresponding value of mr as m̃.

Defining C2 = α(α+1)
2 max{1, 2α−1, m̃α−1}, we have

(nr − 1)α+1 − nα+1
r ≤ −(α + 1)nα

r + C2n
α−1
r , (30)

when nr > 0. Substituting (29) and (30) in (29), we get
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E(V (k + 1)− V (k)|n(k)) ≤
∑

r

κr(α + 1)nα
r (λr − µrχ̂r)

+C
∑
nr

Inr>0n
α−1
r +

∑
r

λrκr,

where C = C1 + C2.
We now make use of the following well-known result from concave opti-

mization: suppose ŷ is the optimal solution to maxy f(y) subject to y ∈ S,
where f(·) is a concave function and S is a convex set. Then, for any y ∈ S,
the following is true: ∑

i

∂f

∂yi
(y)(yi − ŷi) ≤ 0.

To make use of this result, let us rewrite the drift as

E(V (k + 1)− V (k)|n(k)) ≤
∑

r

κr(α + 1)nα
r µ(

λr

µr
− χ̂r)

+C
∑
nr

Inr>0n
α−1
r +

∑
r

λrκr,

Recall that {χ̂r} is the optimal solution to (24). Further, if we choose χr =
λr

µr
, then this set of rates satisfy the link capacity constraints. In fact, from

condition (25), there exists an ε > 0 such that

(1 + ε)
∑
r:l∈r

λr

µr
≤ cl, ∀l.

Thus,

χr = (1 + ε)
λr

µr

is also a rate allocation that satisfies the link capacity constraints. Thus, from
the property of concave optimization discussed earlier, we have∑

r

nα
r wr

λr(1+ε)
µr

(
λr(1 + ε)

µr
− χ̂r

)
≤ 0. (31)

This can be equivalently written as

∑
r

wrn
α
r

(
µr

λr

)α(
λr

µr
− χ̂r

)
≤ −ε

∑
r

wrn
α
r

(
µr

λr

)α−1

.

Choosing
κr =

wr

(α + 1)µr

(µr

λ

)α

,

the drift can then be upper-bounded as
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E(V (k + 1)− V (k)|n(k)) ≤ −ε
∑

r

wrn
α
r

(
µr

λr

)α−1

+ C
∑
nr

Inr>0n
α−1
r

+
∑

r

λrκr.

Now it is easy to see that, given δ > 0, there exists a B > 0 such that, for all
n satisfying ‖n‖ > B,

E(V (k + 1)− V (k)|n(k)) ≤ −δ.

Thus, by the Foster-Lyapunov criterion, the Markov chain describing the num-
ber of files waiting on the various routes in the network is positive recurrent.

In addition to showing positive recurrence, it is also possible to obtain an
upper bound on the steady-state value of E(‖n‖α). To obtain such a bound,
first note that

nr ≤ ‖n‖, ∀r,

and there exists j such that

nj ≥
‖n‖
R

,

where R is the dimension of n, i.e., R is the total number of routes in the
network. Thus, for appropriately chosen positive constants K1 and K, the
drift can be bounded as

E(V (k + 1)− V (k)|n(k)) ≤ −εK1‖n(k)‖α + C‖n(k)‖α−1
∑

r

Inr(k)>0 + K.

Since
1

‖n(k)‖
∑

r

Inr(k)>0 ≤
R

‖n‖
,

we have

E(V (k + 1)− V (k)|n(k)) ≤ −εK1‖n(k)‖α + RC‖n(k)‖α−1I‖n‖≥B

+C‖n(k)‖α−1I{1≤‖n‖<B} + K

≤ −εK1‖n(k)‖α +
RC

B
‖n(k)‖α

+RC max{1, Bα−1}+ K,

where B is an arbitrary positive constant that is chosen, depending on ε, to
ensure that

RC

B
− εK1 < 0.

Thus,
(εK1 −K2)E (‖n(k)‖α) ≤ E(V (k)− V (k + 1)) + K3,

where
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K2 =
RC

B
, K3 = K + RC max{1, Bα−1}.

Summing over k, we get

M∑
k=1

(εK1 −K2)E (‖n(k)‖α) ≤ E(V (1))− E(V (M + 1)) + MK3

≤ E(V (1)) + MK3.

Finally,

lim sup
M→∞

1
M

M∑
k=1

E (‖n(k)‖α) ≤ K3

εK1 −K2
.

Since the Markov chain is ergodic, the bound also applies to the steady-state
αth moment. Note that, as the load on any link gets close to the link capacity,
ε decreases and the corresponding value of B required to ensure that εK1−K2

is positive increases. In fact, this means that εK1−K2 decreases and therefore,
the bound on the αth moment increases, which is reasonable when the system
load increases.

The above result has been obtained under the assumption that the file
arrival processes are Poisson and the file-size distributions are exponential.
There is experimental evidence which suggests that the file-arrival process in
the Internet is indeed Poisson. On the other hand, the file-size distribution is
not as easily characterized. It is well-known that the file-sizes in the Internet
have a large variance. However, the files that we consider here are only those
that are large enough so that it reasonable to assume that compared to the
file arrival and departure time scale, the congestion-control algorithms that
control the file transfers converge to the solution of (24). It is difficult to
characterize the file-size distribution of such files alone. Thus, it is of much
interest to extend the above stability result to general file-size distributions.

Extending the result to hyper-exponential file-size distributions is imme-
diate. Suppose that the file-size distribution on the rth route is exponential
with mean 1/µri with probability pri, for i = 1, , 2, . . . I(r) for some I(r) > 1.
Then, the arrival process to the rth route can be thought as I(r) independent
Poisson processes with mean rates λrpri, and the ith such process generating
files from an exponential distribution with mean 1/µri. This is no different
from the stability problem that we have already considered and therefore, the
Markov chain describing the number of files in the network is still positive
recurrent. A more complicated extension is for the case where the resource al-
location parameter α is chosen to be equal to 1 and the weights wr are all equal
to 1, i.e., Ur(xr) = log xr, ∀r. For this special case and for certain network
topologies, using a reversibility argument, it has been shown in [0, 0, 0] that
the connection-level system has a steady-state distribution which is indepen-
dent of the file-size distribution. Extensions to general file-size distributions,
general topologies and general resource allocation parameters is still an open
problem. For simple topologies and Coxian file-size distributions with a small



20 R. Srikant

number of phases, numerical construction of Lyapunov functions suggests that
the stability condition may be the same irrespective of the file-size distribution
[0].

6 Conclusions

In this paper, we have surveyed recent research on the topic of Internet con-
gestion control. We have emphasized the role of optimization, control theory
and stochastic models in developing algorithms that perform well even in the
presence of delays and stochastic disturbances such as arrivals and departures
of flows.

Fairness and stability are two important considerations in designing con-
gestion control mechanisms that allow resource-sharing in a network with
many competing users. By associating a utility function with each user and
defining fairness to mean the maximization of the sum utility of the network,
the fair resource sharing problem can be viewed as an optimization prob-
lem. In the language of convex optimization, the congestion controllers can
be thought as numerical techniques (such as gradient search) to solve an op-
timization problem whose objective is social welfare. The congestion feedback
from the network can be thought of as shadow prices or Lagrange multipliers
computed by the links in the network to ensure that each link in the network
is not over-utilized.

Designing the step sizes for the gradient procedure is difficult since the
controllers that implement these algorithms are distributed in the network.
Each controller’s congestion feedback from the network is subject to propa-
gation delay, and possibly queueing delay, and the challenge is to design the
control gains (which are the step sizes of the gradient search procedure) to
ensure stability in the presence of heterogeneous feedback delays. We used
Razumikhin’s theory to perform the controller design.

The randomness in the network due to file arrivals and departures was
captured using a Markov chain model at the connection level. We then used
stochastic Lyapunov analysis to show that the resource allocation formulation
leads to efficient network operation.
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20. S. Liu, T. Başar, and R. Srikant (2003) Exponential RED: A stabilizing AQM
scheme for low and high speed TCP, University of Illinois Tech Report. An
earlier version appeared in the Proceedings of IEEE Conference on Decision and
Control, December 2003, under the title “Controlling the Internet: A survey and
some new results”

21. S. H. Low and D. E. Lapsley (1999) Optimization flow control, I: Basic algorithm
and convergence, IEEE/ACM Transactions on Networking (1999), 861–875



22 R. Srikant

22. L. Massoulie (2002) Stability of distributed congestion control with heterogenous
feedback delays, IEEE Transactions on Automatic Control 47 (2002), 895–902

23. V. Misra, W. Gong, and D. Towsley (2000) A fluid-based analysis of a network
of AQM routers supporting TCP flows with an application to RED, Proceedings
of ACM Sigcomm (Stockholm, Sweden)

24. F. Paganini, J. Doyle, and S. Low (2000) Scalable laws for stable network con-
gestion control, Proceedings of the IEEE Conference on Decision and Control
(Orlando, FL), pp. 185–190.

25. G. Raina (2003) Personal communication
26. J. Roberts and L. Massoulie (1998) Bandwidth sharing and admission control

for elastic traffic, Proc. ITC specialists seminar (Yokohama, Japan)
27. R. Srikant (2004) The Mathematics of Internet Congestion Control, Birkhauser
28. G. Vinnicombe (2001) On the stability of end-to-end congestion control

for the Internet, University of Cambridge Technical Report CUED/F-
INFENG/TR.398. Available at http://www.eng.cam.ac.uk/˜gv

29. G. Vinnicombe (2002) On the stability of networks operating TCP-like conges-
tion control, Proceedings of the IFAC World Congress (Barcelona, Spain)

30. J.T. Wen and M. Arcak (2003) A unifying passivity framework for network flow
control, Proceedings of IEEE Infocom

31. H. Yaiche, R. R. Mazumdar, and C. Rosenberg (2000) A game-theoretic frame-
work for bandwidth allocation and pricing in broadband networks, IEEE/ACM
Transactions on Networking 8, no. 5, 667–678.

32. L. Ying, G. Dullerud, and R. Srikant (2004) Global stability of Internet conges-
tion controllers with heterogeneous delays, To appear in the Proceedings of the
American Control Conference (Boston, MA)


