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ABSTRACT | The abundance of multimedia data on the Web
presents both challenges (how to annotate, search, and mine)

contain much noisy, incomplete, or even conflicting information which could be detrimental to information extraction and

and opportunities (crawling the Web to create large structured

utilization. Then, the redundant link structure can be utilized to

multimedia data bases which can be used to do inference

distill MINets and improve quality of information (QoI).

effectively). Because of the huge data volume, considering all

Moreover, advanced inference theory and system can be built

semantic concepts as on the same (flat) level is not viable. In

upon the linked MINets, and then high-level ontological

this paper, we introduce a unified STRUCTURED representation

knowledge can be inferred and integrated in a logically

called multimedia information networks (MINets), which in-

harmonious network structure in MINets which is consistent

corporates ontology and cross-media links, covering both
content and context knowledge. Ontology and cross-media

with human cognition. Even more, as information channels, the
ontology and cross-media links in MINets connect informative

structures are constructed and expanded by automatically

knowledge resources together, which makes it possible to

constructing MINets from web-scale data by state-of-the-art

increase the portability of information between different

information extraction and knowledge-based population tech-

resources to increase information utilization levels.

niques. The resultant MINet will contain a wide range of
linkages, including logical, statistical, and semantic relations
among informative concept nodes, which connects proliferative ontology as well as cross-media web-scale resources
together. The raw data collected in construction phase often
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I . INTRODUCTION AND MOTIVATION
Recent progress in semantic web technology, e.g., textual
knowledge management and information access, encourages the use of information networks, which connect
ontological concepts. Multimedia information networks
(MINets) embody such idea of connecting multimedia
concepts in a structured way, where the concepts are
linked with each other by various types of relations such as
co-occurrence, subclass, and subpart. Information extraction and inference in these networks can be much more
effective and efficient than the methods which assume the
concepts are independent from each other with no conceptual links. This is because the constrained redundancy
information on these linkages can effectively reduce the
noisy information in multimedia contents, as well as resolve the ambiguous and even conflicting knowledge in
many real-world scenarios, especially in World Wide
Web (WWW) environment. Moreover, from the users’
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perspective, structured multimedia concepts can be more
readily accessed and queried than a collection of unorganized semantic knowledge. All the above motivates us to
develop the construction and utilization algorithms for
MINets to represent and extract the structured knowledge
from web-scale multimedia contents.
A conventional graphical ontology representation
consists of nodes and edges. Each node is a semantic
concept, and the edges or links represent relations. The
relations could be probabilistic, semantic, logical, or social.
A MINet, in addition, has a second kind of nodes, which
are the data items, each representing a piece of visual,
audio, sensor, or text data. Thus, the linkages in a MINet
are threefold: 1) interconcept relations (e.g., ontological,
social); 2) interdata relations, which are given by the
feature level similarities; and 3) data-concept relations,
which are mainly the focus of specific inference algorithms. Characterizing a dense graph of relationships
between all entities will provide a strong theoretical
framework to study information fusion strategies. In particular, we utilize an ontology to perform more meaningful
recognition based on MINets. The resulting work can be
immediately applied to tasks like multimedia search and
multimedia annotation with either specific or general
domains.
Furthermore, considering the multimodality nature of
multimedia contents, heterogeneous links are also established in MINets to reveal the intrinsic ontological relations between different modalities. In other words, the
concepts attached to data items of one modality should be
shared with the data items of the other modalities by
exploring their cross-media links. This can help bridge the
cross-media gap in different modalities of multimedia
contents, and maximize the utilization of rich media
contents on the Web. Therefore, the multimodal data on
the Web can be comprehended in a coherent and structured way instead of treated as merely abundant uncorrelated pieces of data.
In brief, we concentrate on both construction and
utilization algorithms of MINets [13].
On construction part, we attempt to construct highquality MINet with coherent structure that reflects the
ontology knowledge of multimedia contents and crossmedia relationship between different modalities. Various
strategies are investigated, such as manual construction of
ontological networks, semiautomatic construction with
external sources like WordNets, and fully automatic construction in a data-driven manner. The web-based multimedia data often contain much noisy, conflicting, and even
misleading information. In the construction process, special attentions ought to be paid to improve the quality of
information (QoI) so that the structure of MINets can
correctly and coherently reflect the ontology and crossmedia structure of multimedia contents.
On utilization part, we aim to utilize web resources in a
coherently networked way and then to apply structural

ontology knowledge on multimedia data with the resultant
cross-media information. The result is an inference system
trained with web-scale training data and domain knowledge; the system is then capable of inferring the presence
of concepts in the incoming visual data, both at the low and
high levels. Multimedia patterns are not only perceived in
their original form, but also analyzed by the extra ontological knowledge. Domain knowledge is taken into account and multimodal inferences on multiple objects
interact with each other according to the mined knowledge
derived from MINet.
The remaining of the paper is organized as follows.
Section II reviews the related state-of-the-art work on
construction and utilization of MINet-like structures. In
Section III, we briefly present a generic MINet structure
with ontological and cross-media linkages. Section IV
addresses the construction of MINets for both ontological
as well as cross-media networks, from web-scale multimedia data. Then, based on the obtained structure, several
utilization techniques for MINets are presented in
Section V. By exploring the ontological and cross-media
structure in MINets, inference and sharing of semantic
knowledge can be significantly improved. We also address
two related issues about construction, and inference with
MINets in Section VIII, where social media networks and
large-scale computing techniques with web-scale multimedia data are considered. Finally, we highlight some
future research directions for MINets in Section IX and
make conclusions in Section X.

II. REVI EW OF STATE OF T HE ART
A. Ontology Construction and Inference
Effectively modeling structured concepts has become a
critical ingredient for retrieving and searching multimedia
data on the Web. Many sophisticated models have been
proposed to recognize a wide range of multimedia concepts from our everyday lives to many specific domains,
which lead to a collection of multimedia model warehouses such as large-scale concept for multimedia
(LSCOM) [54] and 101 semantic concepts in multimedia
[68]. However, most existing modeling algorithms either
only learn a flat correlative concept structure [56], [63],
or a simple hierarchical structure without logical connections [25], [50], [80].
In [26], Farhadi et al. built attribute classifiers as an
intermediate step for object modeling. It is found that the
predicted attributes provide better features than raw visual
features for modeling objects. They also employed a novel
feature selection to avoid confusion between the target
attribute like Bwheel[ and highly correlated attribute like
Bmetal.[
The success in exploring the conceptual relations demonstrates ontology plays a pivotal role in MINet construction and utilization. An ontology would contain
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whatever human knowledge pertaining to the domain of
interest that could help better processing and analysis of
visual data and textual cues. In [15], an ontology facilitating personal photo album management was constructed by
hand.
As for the ontology for more general subjects,
Wikipedia and WordNet [27] are two important knowledge bases. Wikipedia holds knowledge of generic terms
and named entities in its countless articles, while WordNet
provides lots of relational information between generic
terms. The YAGO system developed in [70] bridges the
two and provides a comprehensive ontology covering many
generic subjects in daily life.
A slightly different approach to the creation of commonsense ontological knowledge has been pursued in the
Semantic MediaWiki project [42], an effort to develop a
Wikipedia way to the Semantic Web. Barker et al. [6] unify
the state-of-the-art approaches in natural language processing and knowledge representation in their prototype
system for understanding free text. Mintz et al. [51] traction. The KNext system [24] performed open knowledge
extraction via significant heuristics. Nakayama et al. [53]
parsed selected Wikipedia sentences and performed extraction over the phrase structure trees based on several
handcrafted patterns. Wu and Weld [79] applied heuristic matches between Wikipedia infobox attribute
values to perform relation extraction to construct training data.
On the other hand, there have been some works
focusing on hierarchical classification and retrieval for
ontology inference. In [50], the ontology used is more
general as it exploits Bis-a[ and Bpart-of[ relations and
therefore is a fully general graph. In the resulting graph,
each edge e is associated with a binary classifier which
computes conditional likelihood given the previous
concept is present. Because the graph may not be a tree,
there are in general multiple paths from the root concept
to any target concept. Each path p is pessimistically
associated with the minimum of the conditional likelihoods associated with all edges on the path. The marginal
likelihood of any target concept is then optimistically set as
the maximum of all path likelihoods from root to the target
concept.
For the ImageNet constructed in [22], a Btree-max
classifier[ was constructed to propagate maximum of all
descendant concept likelihoods one level up in the treestructured ontology. In [86], Zweig and Weinshall
investigated the effects of combining label estimates of
classifiers trained at various levels. Likewise, in their
generative model, for any visual blob b, Srikanth et al. [69]
proposed to replace, say, PðbjtigerÞ with linear combination of itself and PðbjcatÞ, PðbjanimalÞ, and PðbjROOTÞ
with the hierarchy obtained from WordNet. Another more
sophisticated hierarchical classification proposed in [10] is
to encode the path from root concept to target concept by a
fix-length binary vector and then treat it as a multilabel
2690

classification problem. In addition to the simple rule-based
relations investigated in [22], [70], [87], we aim at designing
a unified ontological framework which supports many more
others including co-occurrence and logical relations. The
supported concepts can be a low-level object as well as highly
semantic ones.

B. Cross-Media Information Extraction and Fusion
State-of-the-art cross-media information fusion
approaches can be divided into two groups: formal top–
down methods from the generic knowledge fusion community and quantitative bottom–up techniques from the
Semantic Web community [4]; [31]. Magalhaes et al. [48]
described a semantic similarity metric based on keyword
vectors for multimedia fusion. Iria and Magalhaes [34]
exploited information across different parts of a multimedia document to improve document classification. In this
paper, we combine both types of approaches so that the
fusion decision can be made depending on the type of
problem and the amount of domain information it
possesses.
Most previous work on cross-media information
extraction focused on one single domain (e.g., e-Government
[3]; soccer game [59]) and structured/semistructured texts
(e.g., product catalogs [43]). Saggion et al. [66] described a
multimedia extraction approach to create composite index
from multiple and multilingual sources. We expand the task
to the more general news domain, including unstructured
texts and use cross-media inference to enhance extraction
performance.
Various audiovisual fusion strategies have been proposed. In particular, Nakamura [52] classified them into
three categories. The first is early integration which extracts feature vectors from both audio and visual observations and concatenates them into one feature vector
sequence for use in one model. The second is late integration, or decision fusion, which extracts feature vector
sets separately and uses two sets of models generating
reliability weights to be combined. The third is intermediate integration that oftentimes outperform the previous
two methods.
Some recent work has exploited analysis of associated
texts to improve image annotation (e.g., [23] and [28]).
Others demonstrated that cross-modal integration can
provide significant gains in improving the richness of information. For example, Oviatt et al. [57] showed that
speech and pen-based gestures can provide complementary
capabilities. However, not much work demonstrated an
effective method of using video/image annotation to
improve text extraction.
Extensive research has been done on video clustering.
For example, Cheung and Zakhor [17] used metadata
extracted from textual and hyperlink information to detect
similar videos on the Web. Magalhaes et al. [48] described
a semantic similarity metric based on keyword vectors for
multimedia fusion.
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II I. MULTIM EDIA INFORMATION
NETWORKS: CONSTRUCTION
AND UTI LI ZAT ION

extracted from various resources of information such as
social media and webpages.

MINet is a heterogeneous network that involves crossmedia objects of images/videos, speech, and text as well as
their high-level knowledge of concepts and ontology. In a
typical MINet, these heterogeneous objects are connected
with each other so that the cross-media information can be
shared through network links. In addition, these objects
are naturally connected with an ontological structure
consisting of a pool of concepts, where the interconceptual
knowledge is shared through conceptual links. An example
is presented in Fig. 1. Our proposed MINet allows us to
take a graph theoretical approach to information fusion, so
that the cross-conceptual knowledge in ontology structure
and the cross-media semantics can be shared and explored
simultaneously to their greatest limits. More specifically,
we aim to achieve the following subgoals.

Utilization: The abstract representation of ontology and
cross-media data can help infer the multimedia knowledge
with supervised and/or unsupervised information, as well
as transfer the semantic information across different
concepts and media domains. To infer the multimedia
knowledge, both ontological and cross-media structures
provide complementary and redundant information between different concepts and domains. For example, the
correlated concepts in ontological structure can mutually
enhance the inference accuracy while the associated text
documents with a multimedia object usually contain useful
related sentences/words to model high-level complex
semantic concepts. For this purpose, we develop models
that can fuse and/or transfer the complementary heterogeneous knowledge across different concepts and domains,
in order to enhance the inference quality of MINet.

Construction: MINet can be constructed from different
resources and therefore can provide a unifying abstraction
to integrate knowledge across heterogeneous domains. For
example, in social media, various kinds of heterogeneous
objects, such as multimedia objects (videos and images),
and context objects [e.g., users and their tags, Global
Positioning System (GPS) data], are interacting between
each other, which forms heterogeneous cross-media
database. Text documents on webpages can be connected
with multimedia objects, in which videos and images are
embedded into webpages and surrounded by these text
documents. Therefore, cross-media data form a kind of
heterogeneous graph, the nodes of which contain the
videos and images and the edges are their interactions

Fig. 1. An illustrative example of MINet.

IV. STRUCTURE AND CONSTRUCTION
A. Assessment of Quality of Information in
Web Multimedia
We have observed that simple cross-media fusion
methods usually lead to unsatisfying results due to uncertainty. Uncertainty in multimedia is induced from noise in
the data acquisition procedure (e.g., noise in automatic
speech recognition results and low-quality camera surveillance videos) as well as human errors and subjectivity.
Unstructured multimedia contents, especially web blogs
and video/image sharing websites, are difficult to interpret. In addition, automatic MINet construction approaches for both multimedia contents and contexts tend
to produce errors.
To reduce the uncertainty and resolve conflictions in
MINets, we explore the low-rank structure between the
context links and enhance its quality by modeling the
content similarity between multimedia objects [62].
Specifically, low-rank structure reveals the underlying
redundancy among context objects in MINets, which is
used to reduce the noise associated with context links in
MINets. On the other hand, the content similarity can
make more visually coherent structure so that the visually
similar multimedia objects are linked to similar context
objects in MINets. The empirical results show our approach works well in reducing the noisy knowledge in the
Flickr data set.
B. Construction of MINets
This section presents details of constructing the initial
MINet, and the next section describes some methods to
enhance the quality of MINet structure. The following
parts in multimedia documents are explored to construct
the MINets: 1) captions of images/videos; 2) context texts;
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3) texts embedded in images/videos; 4) the transcribed
texts from the speech in video clips (via automatic speech
recognition); and 5) tags associated with images/videos.
There are two parts in MINets: one is the cross-media
networks that link different data modalities together; the
other is the multimedia ontology that exposes the inherent
concept relations. The cross-media linkages are easier to
mine by combining these heterogeneous data sources
together. At the same time, with the help of associated text
linked in the cross-media networks, the multimedia ontology can be readily established to explore the semantic knowledge underlying the textual information. In
Section IV-B1 and B2, we introduce technical details
which can be applied to reveal the ontology and crossmedia structure in MINets.
1) Construction of Ontological Networks: Basically, ontology is a set of concepts and their mutual relations. The set
of concepts defines what is of interest to the application,
while without their relations, ontology would be of no use
at all. Their relations are to be mined in the learning process and then to be exploited during inference.
We use existing ontology as our starting point. We utilize Wikipedia derived ontologies including DBpedia [5],
Freebase [39], YAGO [71], and ImageNet [22], which is an
image database organized according to the WordNet
hierarchy with each node depicted by hundreds and
thousands of images. These existing knowledge bases provide a large number of resources to bootstrap link discovery. However, most of these resources are manually created
from single data modalities and only cover well-known
entities.
In order to address the coverage limit of existing ontology, we apply our state-of-the-art text and video information extraction systems to construct the initial MINet.
Each system can produce reliable confidence values based
on statistical models.
We can also apply the LSCOM for building our ontology from videos and images since it contains complete
ground truth labels for evaluation purpose [55]. This
system extract 2617 concepts defined by TRECVID news
video data set, such as Bhospital,[ Bairplane,[ and Bfemale
person.[ It uses support vector machines (SVMs) to learn
the mapping between low-level features extracted from
visual modality as well as from transcripts and production
related meta-features. We also apply a correlative multilabel learner [63] for exploring label correlations, a multilayer multi-instance kernel [32], and label propagation
through linear neighborhoods [77] to extract all other
high-level features. For each classifier, different models
are trained on a set of different modalities (e.g., the color
moments, wavelet textures, and edge histograms), and the
predictions made by these classifiers are combined together with a hierarchical linearly weighted fusion strategy across different modalities and classifiers. Different
modal streams exist in the video sequences, such as visual
2692

stream, speeches, and text scripts. They are temporally
aligned to each other, which constructs a dynamic MINet
linking these cues together.
In addition, we apply the English cross-document
information–extraction (IE) system [36] and the slot filling
system [16] to extract ontology from texts. They were
developed for the NIST Automatic Content Extraction
Program (ACE2005)1 and NIST TAC Knowledge Base Population (KBP) Program, and achieved top performance in
NIST evaluations every year. ACE defined seven types of
entities [persons (PER), geopolitical entities (GPE), organization (ORG), facilities (FAC), weapons (WEA), and
vehicles (VEH)], 18 types of relations (e.g., Ba town some
50 miles south of Salzburg[ indicates a located relation),
and 33 distinct types of relatively Bdynamic[ events (e.g.,
BBarry Diller on Wednesday quit as chief of Vivendi Universal Entertainment[ indicates a Bpersonnel-start[ event).
KBP2010 defined 42 types of relatively Bstatic[ slots (e.g.,
BRuth D. Masters is the wife of Hyman G. Rickover[
indicates that the Bper:spouse[ slot for person BHyman G.
Rickover[ is BRuth D. Masters[). The IE pipeline includes
name tagging, nominal mention tagging, coreference
resolution, time expression extraction and normalization,
relation extraction, and event extraction. Most of these
components are learned based on maximum entropy models incorporating diverse features from lexical processing,
part-of-speech tagging, syntactic parsing, dependency
parsing, semantic role labeling, and domain knowledge.
Our KBP slot filling system includes a bottom–up pattern
matching pipeline and a top–down question answering
pipeline. We enhance the above two pipelines based on
Wikipedia redirect linkage-based query expansion, statistical answer reranking and Markov-logic-networks-based
[64] cross-slot reasoning.
Once the multimedia ontology is initialized by the
knowledge extracted from the associated text documents,
the other modalities such as visual and audio information
can be used to refine the ontological structure so that it is
consistent with multimedia contents. For example, we
apply a data-driven approach to reveal the cross-category
relation among concepts without any contextual knowledge. Visual contents of images are used to reveal how one
target concept can be modeled by a combination of related
source concepts in an ontological structure. The discovered relationships between the target concept and the
associated source concepts then form the link structure in
ontological networks.
2) Construction of Cross-Media Networks: In order to
create cross-media links in MINets, we can manually build
mappings between TRECVID (image/video) and ACE/KBP
(speech/video) as in Tables 1 and 2 to construct the links
among various types of nodes: persons (PER), geopolitical
entities (GPE), organization (ORG), facilities (FAC),
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Table 1 Examples of Ontology Node Types in MINet

weapons (WEA), and vehicles (VEH). We can view this
representation as a set of directed Binformation graphs[
G ¼ Gi ðVi ; Ei Þ, where Vi is the collection of concepts from
multimedia data, and Ei is the collection of edges linking
one concept to the other, labeled by relation or event
attributes. An example constructed from the multimedia
document is presented in Fig. 2, which is extracted from a
sports news page on the Web about BBrazil shut down the
U.S. soccer team.[ It is composed of facts from multiple
data modalities: the video (e.g., the line up of players), the
speech in the background of the video (e.g., the size of
audience, the employee history of the coaches), the image
(U.S. goalkeeper Tim Howard instructs his teammates),
and the texts about the detailed game procedure and
comments (e.g., Neymar is 18 years old).

V. UTILIZATI ON
In this section, we present several concept inference,
knowledge mining, and sharing algorithms that are developed based on the constructed MINets. They make use
of the linkage structures and capture their semantic
relations across different concepts and modalities. Better

accuracy has been achieved in these algorithms, which
shows the benefit of organizing structured multimedia
knowledge in MINets.

A. Inference
1) Ontological Inference: Ontology is a structured domain
knowledge representation that is believed to have potential
for bridging the semantic gap. To show the potential of
ontologies, many researchers started with hierarchies, the
simplest ontology where nodes are linked by directed
edges representing subClassof relation in a tree, into classification tasks [9], [14]. The hope is that the hierarchical
structure may be used to alleviate computational complexity and improve accuracy performance.
Conventional hierarchical classification methods use
the same set of features at each node with the hope that the
feature selection would be handled implicitly during the
classification, while more discriminate features could be
obtained in the scenario that the ontological structure is
given. To find the most discriminate feature representation for structural inference, we developed nodedependent feature extraction [74] that adapts different

Table 2 Examples of Ontology Link Types in MINet
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Fig. 3. Vehicle hierarchy.
Fig. 2. An ontology example in MINet extracted from related
multimedia document.

We carried out this hierarchical classification on two
data sets in the task of image classification.
1)

feature extraction methods as well as different discriminative projections at different nodes.
On the other hand, conventional hierarchical classification focuses only on local subClassof relations and uses
only local structure of the hierarchy. To find balance
between exploration and exploitation, we make use of both
global and local concept structures to develop a novel
cross-level hierarchical classification method. The experimental result on two data sets demonstrated that the
proposed hierarchical feature extraction [74] combined
with our novel hierarchical classification outperforms conventional nonhierarchical classification methods in terms
of accuracy performance, and hence conventional hierarchical methods as well.
The traditional divide-and-conquer method uses information of current node to find the best edge. The
information is only one-level deep and therefore the
decision-making process is greedy since all training
images under the current node are propagated up to its
one-level children of current node, and discard their
original labels.
To avoid greedy decisions we use cross-level information to find the best edge instead of using only the
information at current node. The proposed Cross-Level
Hierarchical Classification (CLHC) algorithm is illustrated
in Algorithm 1.

Algorithm 1: Cross-Level Hierarchical Classification
(CLHC)
input H0 : Ontological hierarchy, Z: Test sample
output p: Path from root concept to leaf concept
1. Initialize curNode
root, p {root}
repeat
2. bestLeafNode
most likely leaf concept under
curNode
3. curNode
the unique child node of curNode which is
ancestor of bestLeafNode
4. p
p[ {curNode}
until Children(curNode) ¼¼ null
2694

Vehicle data set. We test our hierarchical image
classification with hierarchical feature extraction
and selection on a small data set in the vehicle
domain. The data set has 13 leaf concepts and 13 540
images obtained from the Web. The four-level
vehicle hierarchy is shown in Fig. 3. We compare
performances of the single discriminative attribute
projection (DAP), a feature selection scheme
proposed in [84], and hierarchical DAP (HDAP).
Followed by conventional nonhierarchical classification, single DAP projects image feature to the
subspace to reduce the within-class variation of the
13 classes in the data set, while HDAP projects
features to various subspaces according to the node
in the hierarchy. We use the nearest centroid (NC)
classifier to classify images. We show the accuracy
performances in Table 3, where numbers of the
reduced dimension by DAP are listed in the first
column. With no feature selection, the two
classifiers perform the same, but with feature
selection the hierarchical classifier works better
than the conventional one. This means that there are
times when the conventional classifier picks the
wrong leaf class which is under the same subclass as
the correct one, and then the feature selection of the
correct subclass Bguides[ the CLHC back to the
correct path toward the right leaf class. For instance,
suppose the true label is Bairliner[ and the
hierarchical classifier picks Bhelicopter[ at the
root node Bvehicle[ and descends only to Baerial.

Table 3 Accuracies of Conventional Nonhierarchical Classification and
CLHC With Various Degree of Dimension Reduction Induced by Single DAP
and HDAP
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Table 4 Average Accuracy Comparison on Caltech101 Data Set

2)

Then, the selected features at node Baerial[ direct
the classifier to pick Bplane[ and Bairliner[ in the
two following levels.
Caltech101 data set. The typical task on this
popular data set consisting of 101 classes is image
classification. A two-cluster clustering is applied
for each training set to build a three-level hierarchy, that is, a single root node at the top level, two
nodes in the middle, and 101 nodes at the bottom.
We use HG feature [84] with hierarchical UBM
(HUBM) followed by HDAP as features for CLHC
and HG feature with one single UBM/DAP for
conventional classification. As shown in Table 4,
our algorithm improves the accuracy of HG
feature by 1.17% in 30 training images.

B. Large-Scale Processing via Distributed Computing
The popularity of social media websites (including
Facebook, Flickr, Twitter, YouTube, etc.) leads to an
explosive number of online images, videos, and users. For
example, Flickr and Facebook host 5 billion and 20 billion
images, respectively. Such a large-scale data poses two
challenges to our MINet research: 1) how to interpret
large-scale network information; and 2) how to effectively
process a million scale image or video data.
When we want to process large-scale data, very little
can be accomplished on a single machine. Google’s
MapReduce [21] is a popular paradigm for large-scale
computations. In today’s world, many search engines and
social media services are built on distributed architectures
of MapReduce. Compared with other parallel programming paradigms such as messaging passing interface (MPI)
(for clusters or supercomputers) or compute unified device
architecture (CUDA) [for graphics processing unit (GPU)],
MapReduce is more friendly to average users for processing massive data and has better scalability. To demonstrate the power and capability of MapReduce in MINet
framework, we develop a large scalable algorithm to
efficiently compute the similarity between multimedia
objects, which explores the link structure in MINet.
Similarity between two multimedia objects has played a
key role in many applications, e.g., multimedia retrieval,
classification, and clustering. The classical ways to define the
similarity measure are usually based on the object content,
thus named content-based similarity. With the proposed
MINet, we have access not only to the data content
associated with each node but also to the data relations

between nodes, e.g., the links between content nodes and
context nodes such as the caption and user tags. Therefore, in
addition to the content-based similarity, the network
structure underlying MINet allows a new definition of
similarity: linked-based similarity. The philosophy behind
the linked-based similarity is quite straightforward: two
objects are similar if they are related to similar objects.
SimRank [35] was among the first to measure the similarity
based on the link structure between the nodes. SimRank is
applicable to a wide range of areas such as social networks,
citation networks, and link prediction, however, it suffers
from heavy computational complexity and space requirements. Although some studies are carried out to speed up the
computation [47], it is desirable to apply SimRank to a largescale network in a distributed computing fashion. This
motivates the Delta-SimRank [11] method which enables the
efficiently computation of SimRank in a distributed system.
With the key observation that the SimRank score of one
node does not change frequently, the proposed DeltaSimRank Algorithm 2 propagates the SimRank scores by
their nonnegligible changes ð  Þ, thus greatly reducing
the overhead on intermediate data transmission. This makes
the Delta-SimRank fit the nature of distributed computing
and can be efficiently implemented using Googles MapReduce paradigm. Our experimental results on four real-world
networks show that Delta-SimRank is much more efficient
than the distributed SimRank algorithm, and leads to up to
30 times speedup in the best case, and as compared with
SimRank algorithm the amount of intermediate data
transferred for the proposed Delta-SimRank algorithm
dramatically decreases over iterations since only the
difference of SimRank scores will be transferred.

Algorithm 2: An efficient approach to compute SimRank
input: Graph G, init SimRank s0 , precision requirement 
1: Compute SimRank for one iteration and obtain s1 .
2: Init Delta-SimRank by 1 ¼ s1  s0
3: for t ¼ 1: T-1
4: update Delta-SimRank tþ1 with t  
5: stþ1 ¼ st þ tþ1
output updated SimRank score sT
Computing link-based similarity is one of the efforts in
designing MapReduce-based algorithms, which has great
application potential in utilizing large-scale MINet to efficiently learn, index, and search multimedia content and
information. For example, Chu et al. [18] showed that many
popular machine learning algorithms, including weighted
linear regression, naive Bayes, principal component analysis
(PCA), K-means, expectation–maximization (EM), neural
network, logistic regression, and SVM can be implemented
in the framework of MapReduce. However, Gillick et al. [29]
shows that for some algorithms, the distributed algorithm
might suffer from the overhead in distributed computing.
Many algorithms have been implemented in Apache Mahout
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library [1], including K-nearest neighbor (KNN), naive
Bayes, EM, FP-growth, K-means, mean-shift, latent Dirichlet
allocation, etc. We can straitly adopt these distributed
learning and retrieval algorithms to MINets as the proposed
Delta-SimRank algorithm. This will make the MINets readily
scalable to the huge amount of web multimedia data which is
still growing at a tremendous rate every second.
The success of MapReduce system is also verified by our
winning system in the 2010 Imagenet Large Scale Visual
Recognition Challenge. The UIUC-NEC team developed a
Hadoop scheme [2] that performs feature extraction in
parallel using hundreds of mappers. Because there is no
interdependence in feature extraction tasks, MapReduce
computation framework is very suitable for feature
extraction. The Hadoop distributed file system (HDFS)
distributes images over all machines and performs computation on the images located at local disks, which is called
colocation. Colocation can speed up the computation by
reducing overall network input/output (I/O) cost. The most
important advantage of Hadoop is that it provides a reliable
infrastructure for large-scale computation. For example, a
task can be automatically restarted if it encounters some
unexpected errors, such as network issues or memory
shortage. In our Hadoop cluster, we only use six workers
on each machine because of some limitations of the
machines. Thus, we have 120 workers in total. This allows
us to extract fairly sophisticated features (with dimensions being hundreds of thousands) on 1.2 million images
within one day. Our UIUC-NEC team obtained the 71.8%
top-five hitting rate for 1000 categories and ranked first in
the 2010 Imagenet Challenge. This work suggests that it is
beneficial to integrate computational power and largescale visual recognition methods.

transfer learning process (CCTL) is that once we have a
large number of source categories, the modeling of the
target category can become much easier with the extra
information from other categories [61].
The key ingredient in this approach is a classifier capable of transferring the cross-category labeling information.
For this purpose, as illustrated in Fig. 4, we define a realvalued transfer function TS ðx; xn Þ to connect the samples
xn 2 A in the source category and x in the target category.
With this transfer function, the classifier propagates the
labels from the instances in A to the target category to
form a discriminant function hðxÞ, whose sign indicates
the label of the sample x in the target category. The
relationship of the discriminant function with the transfer
function is as follows:

hl ðxÞ ¼

1 X
yl;n TS ðx; xl;n Þ:
jAj x 2A

Here, jAj is the cardinality of Al .
We develop such a CCLP approach, where the crosscategory classifier is learned to share cross-category knowledge
by this transfer function. Specifically, this classifier propagates
the labels from the source categories to the target category to
share cross-category knowledge in the target classifier.
We also notice that the cross-category transfer process
may have some risk associated with detrimental effects
[65], when the propagated knowledge is noisy. In the
cross-category transfer problem, this occurs when some

VI . COMBINING CROSS MEDI A AND
ONTOLOGY: A KNOWLEDGE
PROPAGATION PERSPECTIVE
Propagation and sharing semantic knowledge can maximize
the utilization of information in MINets as well as improve
the accuracy of concept inference and detection. For this
purpose, we design an information transfer approach to
propagate the semantic knowledge along both the cross-media
and cross-category links underlying the ontological structure.
In Section VI-A and B, we present these two knowledge
propagation paradigms for MINets, respectively, and the
decision functions obtained by them can be unified directly to
make the final decision for visual concept detection.

A. Cross-Category Knowledge Propagation
The small number of training examples is one of the
most challenging problems in learning visual concepts,
especially in the context of complex semantic concepts.
One possible solution is to extract additional knowledge
from other sources which describe the different set of
categories. The basic assumption for such a cross-category
2696

(1)

l;n

Fig. 4. Illustration of cross-category label propagation as (1).
The labels in the source category ‘‘cougar’’ are propagated to
target the category ‘‘tiger.’’
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Table 5 Comparison of Different Categorization Algorithms Over
Ten Target Categories in the Flickr Image Data Set in Terms of AUC.
The Best Performance for Each Category Is Highlighted in Bold

source categories do not contain helpful transfer knowledge, which can harm the modeling of the target category
if used inappropriately. To avoid such negative transfer, we
follow the principle of never launching the cross-category
transfer process unless it is necessary [61]. A data-driven
method is proposed to automatically select the best
category for transfer which minimizes the learning error.

When no source categories have relevant information, the
transfer process is intelligently closed, and a nontransfer
model is launched to avoid the negative transfer.
We perform empirical evaluation to compare the
proposed CCLP algorithms with other information transfer
algorithms on a Flickr data set in Table 5. The data sets
contain 17 463 training images and another 17 463 testing
images with 33 scene categories. The results show the
competitive advantage of CCLP over the other algorithms.
We also illustrate the cross-category transfer process
from the top-ten source categories on the Flickr data set in
Fig. 5. In each figure, the target concept is represented by
the top-ten related source categories. The vertical axis
represents the strength of relatedness between source and
target categories. The algorithm automatically reveals the
interconceptual relations, which can be utilized for an
automated ontology construction process in MINets.

B. Cross-Media Knowledge Propagation
Transferring the discriminative knowledge between
the different media domains in a MINet is one task of

Fig. 5. Illustration of the cross-category transfer process on a Flickr scene image data set. In each figure, the target concept is represented by the
top-ten related source categories. The vertical axis represents the strength of relatedness between source and target categories.
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The transfer function can be learned in a data-driven
manner by mapping the features in different spaces of
modality into a common latent space, and minimizing the
classification error on a training set. More technical details
of learning the translator function can be found in [60].
We compare the proposed cross-media label propagation
(CMLP) algorithm with other transfer learning algorithms in
Table 6. We can find competitive performance by CMLP as
compared with the other state-of-the-art algorithms. This
confirms that by exploring the cross-media links in
MINets, we can effectively improve the detection accuracy.

VII. A LATENT REPRE SENTATION
F O R MI NE T S

Fig. 6. Illustration of the semantic label propagation from text to
images by the learned translator. The output is the discriminant
function fðx ðtÞ Þ.

enhancing the cross-media information portability in
MINets. While labeled text is widely available, labeled
images are often expensive to obtain, and are thus generally scarce. For example, millions of categorized text
documents are freely available in online text collections
such as Wikipedia. This motivates an approach for utilizing
the abundant data in the text part of MINets in order to
improve the information portability and the detection
effectiveness of visual ontology in the MINets.
One of the key intermediate steps during this process is
also a translator function between text and images. This
transfer function T serves as a proxy agency to measure the
linking strength between text and images. As illustrated in
Fig. 6, similarly as in CCLP, such a transfer function can be
used indirectly in order to propagate the class labels between the two heterogeneous domains. Given a new image
xðtÞ , its label is determined by a discriminant function as a
linear combination of the class labels in AðsÞ weighted by
the corresponding translator functions

nðsÞ
  X


ðsÞ
ðsÞ
fT xðtÞ ¼
yi T xi ; xðtÞ :
i¼1

(2)

In this section, we present a concrete example of MINet
which is built upon the image sharing social network
Flickr. We will show how we combine the cross-media
information and the contextual ontology based on shared
tags to build a MINet with a unifying multimedia
representation.
Many image and video sharing websites have emerged
and become popular with burgeoning social membership.
These websites are built upon information and social
network infrastructures such as Flickr, YouTube, and
Facebook that connect millions of users with one another.
Users are able to share the multimedia objects (MOs) such
as images and videos with each other, and tag each other’s
objects. They represent a kind of rich MINet based on
social media networks, in which various types of multiple
objects are linked to one another with content links for the
visual similarities in a feature space. On the other hand,
the user sharing process naturally creates the links to a set
of concept objects (COs)—the crowd contributed user tags
which provide semantic description about the images. This
helps create a richer MINet representation with hybrid
network structure, which connects the multimedia objects
with their related concept objects.
Specifically, we develop a compact latent space representation to summarize the semantic structure in MINets,
which can be seamlessly applied in the state-of-the-art
multimedia information retrieval systems. This algorithm

Table 6 Comparison of Error Rate of Different Algorithms With (a) Two Training Images, and (b) Ten Training Images. The Smallest Error Rate for Each
Category Is in Bold
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maps each multimedia object into a latent feature vector
that encodes both content and concept linking information. Based on these latent feature vectors, multimedia
objects in such a heterogeneous MINet can be effectively
classified, indexed, and retrieved with a unifying representation by many mature off-the-shelf information retrieval
methods, such as reranking [78] and SVM [67]. Moreover,
the ontological inference and cross-category/cross-media
knowledge sharing algorithms in Section VI can also be
combined directly with this MINet representation. Thus,
our approach is a Bgeneral purpose technique,[ which can
be leveraged to improve the effectiveness of a wide variety
of techniques in crowd-driven multimedia analysis.
Specifically, we map MOs to latent feature vectors.
Suppose we have n MOs fd1 ; d2 ; . . . ; dn g and m COs fc1 ; c2 ;
. . . ; cm g such as user tags. The concept links between these
n MOs and m COs are denoted by an n  m matrix A. The
elements Ai;j 2 Rnm of this matrix represent the weights
of context links, e.g., Ai;j ¼ 1 if jth CO is assigned to ith
MO, or Ai;j ¼ 0 otherwise. We aim to embed the MOs into
a set of feature vectors fX1 ; X2 ; . . . ; Xn g in a latent space
Rk based on both content and concept links in MINet.
Due to the noises in the concept links in social media
networks, a noise term " exists on the matrix A such that

A ¼ H þ ":

assumption makes a smooth regularization on the underlying geometric structure between MOs in the latent
space. Based on this assumption, we introduce the quantity
 to measure the smoothness of MOs in the underlying
latent space

ðXÞ ¼
¼

n
1X
Qi;j ðXi  Xj ÞðXi  Xj ÞT
2 i;j¼1

¼ traceðX T LXÞ

(4)

where L ¼ D  Q is the positive–semidefinite Laplacian
matrix, k  k2 is the l2 -norm, and Xi and Xj are the ith and
jth rows of X. Here D is a diagonal matrix with its elements
as the sum of each row of Q. By using the factorization
H ¼ XV T and V T V ¼ I, we have

traceðHT LHÞ ¼ traceðVX T LXV T Þ
¼ traceðX T LXV T VÞ
¼ traceðX T LXÞ:

(3)

Here H represents the matrix of noise-free concept links,
after the noise " has been removed. The MOs are often
linked to a large pool of COs, which spans a large enough
concept space to describe the visual semantic information
in MINet. As long as we can obtain a noise-free H, we can
use it to represent the MOs in MINet for information
retrieval task in Flickr.
To separate H from the noisy A, some prior must be
imposed. Inspired by many latent space methods such as
latent semantic indexing (LSI) [44], probabilistic latent
semantic indexing (PLSI) [33], and latent Dirichlet allocation (LDA) [8], we propose to recover H with a low-rank
approximation to A while minimizing the noisy term.
Specifically, we use the nuclear norm as a convex surrogate
for the matrix rank, which makes the algorithm practical
with the tractable computational load.
Suppose the resulting H is of rank k, then the singular
value decomposition (SVD) of H has the form as H ¼ Uk V T
where k is a k  k diagonal matrix. Similar with LSI, the
row vectors of X ¼ Uk can be used as the latent vector
representations of MOs in latent space. Therefore, we have
the identity H ¼ XV T .
Meanwhile, we are given a matrix Q of content links,
where Qi;j can represent the similarity measurement
between the ith MO and the jth MO. We assume that
the multimedia objects with stronger links ought to be closer to
each other in the latent semantic space [19], [7]. This

n
1X
Qi;j kXi  Xj k22
2 i;j¼1

(5)

Combing the low-rank prior and the smoothness
assumption, we formulate the new model to discover the
latent vector representation of MOs by minimizing the
following problem:

min F ðHÞ ¼ kA  Hk2F þ traceðHT LHÞ þ kHk (6)
H

where kAk denotes the nuclear norm of A, and  is a
tradeoff parameter. This problem can be solved by the
proximal gradient method [73] with a sequence of quadratic approximations of the objective function. We refer
interested readers to [62] for more optimization details.
We illustrate the feature representation of MOs in
MINet into a 2-D latent space in Fig. 7. Compared with the
other latent space algorithms, the MOs with the same class
(i.e., Bcat[ in this example) are mapped into the latent
vectors close to each other. This shows that the images in
the same class obtain consistent feature representation by
exploring the content and concept links in MINet, where
the MOs of the same semantic class are mapped together
in the latent space. This provides a robust latent feature
representation of MOs for existing information retrieval
algorithms and significantly improves their accuracy in
social media applications [62].
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Fig. 7. Illustration of different mapping algorithms of multimedia objects into a 2-D latent space. The gray points correspond to the
multimedia objects in the corpus, and the red ones correspond to those of the ‘‘cat’’classifier images. (a) Mapping multimedia objects
into the 2-D space by the first two principal components of visual features. (b) Mapping multimedia objects by PLSI into the 2-D space.
(c) Mapping multimedia objects into the 2-D space by the MINet framework.

VI II. RELATED ISSUES
In this section, we discuss two related issues with the MINets:
mining social media networks and efficiently processing webscale multimedia data associated with MINets.

A. Social Media Networks
Social media networks are becoming more and more
popular in the context of the interactions between people
and user-generated multimedia contents. Some examples of
social media communities include Facebook, Flickr, Twitter,
YouTube, etc. There are usually millions of users associated
with extremely large amounts of multimedia files in those
websites. For example, Flickr and Facebook host 5 billion and
20 billion images, respectively. In recent years, there has
been an explosive growth of the research studies on these
networks. The large amounts of social links and associated
multimedia contents are useful for MINet construction as
well as improving knowledge inference accuracy in MINets.
Next, we review a few important techniques which are useful
in different applications of MINets.
In a network, one key question is to compare the importance of nodes. The classical PageRank [58] and hyperlinkinduced topic search (HITS) [41] algorithms were among the
first to ranking networks. Their techniques are widely used in
many searching engines and also motivate many projects in
related fields. For example, VisualRank [38] employs the
PageRank algorithm to rank images in the retrieval engines.
More recently, some researchers consider the ranking and
clustering problem simultaneously [12], [72]. Another
perspective of ranking nodes is provided by SimRank [35],
which compares the similarity between two nodes using
network structure. Simrank is applicable to a wide range of
areas such as social networks, citation networks, and link
prediction, but suffers from heavy computational complexity
and space requirements. Some studies are carried out to
speed up the computation [47], however, it is still impossible
2700

to apply SimRank for real-time retrieval. Although the
techniques of ranking and retrieving webpages have been
proved to be successful in searching engines, the problem of
real-time ranking of social media data is still in its early stage.
Another interesting problem in social media studies is
whether we can mine the group wisdom from a large
number of users. Google Trend shows that it is possible to
predict the evolvement of influenza epidemics using
search engine query data [30]. However, the query statistics from searching engines are too coarse compared with
the rich body of social media. Our studies show that it is
possible to use Flickr data to predict and forecast the
popularity of new IT products and even the support ratio of
politics figures [37], and also to recommend the tourism
routes [81]. A challenge for the future is how to employ
social media data in different applications.

B. Large-Scale Processing via Distributed Computing
When we want to process large-scale data, very little
can be accomplished on a single machine. Google’s
MapReduce [12] is a popular paradigm for large-scale
computations. Compared with other parallel programming
paradigms such as MPI (for clusters or supercomputers)
or CUDA (for GPUs), MapReduce is more friendly to
average users for processing massive data and has better
scalability. Specifically, combined with the latent MINet
representation of multimedia objects obtained in
Section V, MapReduce framework can be used to scale
many existing algorithms to handle web-scale social
media data sets.
In today’s world, many search engines and social media
services are built on distributed architectures of MapReduce or its open source version named Hadoop. In the
original paper of MapReduce [21], Dean and Ghemawat
showed that the paradigm of MapReduce can be easily used
for counting word occurrences, performing distributed
Grep, constructing inverted index, and sorting in a
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distributed way. Haque and Chokkapu [75] reformulate the
PageRank algorithm with MapReduce framework. This
work is further extended by Kang et al. [40] who implemented graph mining library PEGASUS on Hadoop platform.
More recently, Malewicz et al. proposed the Pregel system
[49], which can reduce the system I/O in MapReduce.
In recent years, there have been many efforts in
designing MapReduce-based machine learning algorithms.
Chu et al. [18] showed that many popular machine learning
algorithms, including weighted linear regression, naive
Bayes, PCA, K-means, EM, neural network, logistic regression, and SVM can be implemented in the framework of
MapReduce. However, Gillick et al. [29] show that for some
algorithms, the distributed algorithm might suffer from the
overhead in distributed computing. Many algorithms have
been implemented in Apache Mahout library [1], including
KNN, naive Bayes, EM, FP-growth, K-means, mean-shift,
latent Dirichlet allocation, etc. The MapReduce framework
has gained much popularity in machine learning tasks.
The success of MapReduce system is also verified by
our winning system in the 2010 Imagenet Large Scale
Visual Recognition Challenge [2]. Lin et al. [46] in NEC
and UIUC employed MapReduce to efficiently learn from
1.2 million images, and obtained the 71.8% top-five hitting
rate for 1000 categories. Their work suggests that it is
beneficial to integrate computational power and largescale visual recognition methods.

IX. FUTURE DIRECTIONS
Our future research directions in MINets will concentrate
on the following aspects.
• Effective construction of large-scale ontological networks. Up to now, we have implemented smallto-medium scale ontological networks either
manually or semiautomatically. Many empirical
and theoretical evidences indicate that with more
concepts in a large-scale ontological network, the
knowledge extraction and inference in MINets
can be more accurate and less sensitive to noisy
information in multimedia database. We will facilitate fully automatic ontology extraction and construction theory and algorithms from both human
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