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Abstract  

We propose to test experimentally a novel theory of 
cognition by building an autonomous intelligent robot.   Our 
theory comprises three equally important principles.  First, 
we submit that cognition, as manifest in humans, requires a 
well-integrated sensorimotor periphery.  For the purposes of 
this experiment sensorimotor function includes binaural 
audio, stereo video, tactile sense, and proprioceptive control 
of motion and manipulation of objects.  Our methods are 
designed to exploit the synergy intrinsic in the combined 
sensorimotor signals.  This sensory fusion is essential for the 
development of a semantic representation of reality from 
which all other levels of linguistic structure derive.  Second, 
for intelligent behavior, the widely accepted role of 
computation in the sense of Turing is of secondary 
significance to the primary mechanism of associative 
memory.  We plan to experiment with several different 
architectures of such a memory.  And, finally, the contents 
of the associative memory must be acquired by the 
interaction of the machine with the physical world in a 
reinforcement-training regime.  The reinforcement signal is a 
direct, real-time, on-line evaluation of only the success or 
failure of the robot’s behavior in response to some stimulus.  
This signal comes from three sources: autonomous 
experimentation by the robot, instruction of the robot by a 
benevolent teacher as to the success or failure of its 
behavior, and instruction of the robot by the teacher in the 
form of direct physical demonstration of the desired 
behavior (e. g. overhauling the robot’s actuators).  Such 
instruction must make no use of any supervised training 
based on pre-classified data.  Nor may the robot use any pre-
determined representation of concepts or algorithms.  We 
intend to produce a robot, trained as described above, of 
sufficient complexity to be able to carry out simple 
navigation and object manipulation tasks in response to 
naturally spoken commands.  The linguistic competence of 
the robot is to be acquired along with its other cognitive 
abilities in the course of its training.  This will result from 
the synergistic effect that the behavior of a complex 
combination of simple parts can be much richer than would 
be predicted by analyzing the components in isolation. 
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Introduction 

 
Can machines understand natural language?  They can if 
they are intelligent, if they have a mind, if they can think.  
We humans acquire language while we build a mental 
model of the world which we can then manipulate by 
thinking in our native language, our mind’s voice.  We seek 
to make our machines do the same.  At the present moment 
we can only do this in a rudimentary sense and there is 
great debate on the question of whether we can really 
simulate the mind and if so, how.  
 Understanding how the human mind functions, how it 
develops, and how it engenders intelligent behavior is a 
long-standing and fundamental quest of science.  In fact, in 
the introduction to his seminal 1948 treatise, Cybernetics, 
Norbert Wiener observed that over the entire history of 
Western thought, metaphors for Mind have always been 
expressed in terms of the high technology of the day.  He 
says,  
 

"At every stage of technique since Daedalus or Hero 
of Alexandria, the ability of the artificer to produce a 
working simulacrum of a living organism has always 
intrigued people.  This desire to produce and to study 
automata has always been expressed in terms of the 
living technique of the age." (Wiener 1948)  

 
 Wiener devised a particular metaphor for the mind which 
he regarded as the modern counterpart of the historical 
trajectory.  Writing in Scientific American in November, 
1948 he explains,  
 

"Cybernetics is a word invented to define a new field 
of science.  It combines under one heading the study of 
what in a human context is sometimes loosely 
described as thinking and in engineering is known as 
control and communication.  In other words, 
cybernetics attempts to find the common elements in 
the functioning of automatic machines and of the 
human nervous system, and to develop a theory which 
will cover the entire field of control and 
communication in machines and living organisms.  
The word cybernetics is taken from the Greek 
kybernetes, meaning steersman.  If the 17th and early 



18th centuries were the age of clocks, and the later 18th 
and 19th centuries the age of steam engines, the present 
time is the age of communication and control." 

 
 Thus it is clear that Wiener construed mental function as 
the cooperation of many kinds of processes which he 
characterized as information flow and control and which he 
called Cybernetics.  For example, he generalized the very 
technical notion of the negative feedback principle to 
include the adaptation of complex systems and living 
organisms to changing environments.  Similarly, he 
expanded the definition of stability to apply to any 
mechanism, including cognition, used to maintain 
biological homeostasis.  These ideas, he reasoned, would 
lead to an understanding of the incredible reliability of 
human cognitive functions such as perception, memory and 
motor control.         
 In contrast to the Cybernetic school, vigorous work on 
problems in the foundations of mathematics led to a more 
specific model of mental function.  In 1937, Turing (Turing 
1937) resolved the decidability problem posed by Hilbert 
(Reid 1970)by means of a model of computation, which 
despite its abstract nature, made a powerful appeal to a 
physical realization.   Exactly when he came to appreciate 
the implications of his result is a subject of some debate 
(Hodges 1983, Hamming 1980).  However, by 1950, his 
universal computer emerged as a "constructive" metaphor 
for the mind allowing him to clearly set down what we 
today refer to as the "strong theory of AI".  This, in 
principle, could be experimentally verified by taking an 
agnostic position on the question of what the Mind really is 
and requiring only that its behavior be indistinguishable 
from that of a computational mechanism by a human 
observer.  In his seminal paper of that year which lays the 
foundations for the field of Artificial Intelligence, Turing 
asserts, 
 

"The original question, ’Can machines think?’ I believe 
to be too meaningless to deserve discussion.  
Nevertheless I believe that at the end of the century the 
use of words and general educated opinion will have 
altered so much that one will be able to speak of 
machines thinking without expecting to be 
contradicted."  (Turing 1950)    

 
 The trajectory from the crisis in the foundations of 
mathematics, ca. 1910, to the emergence of the strong 
theory of AI is a fascinating journey which helps to explain 
why the Turing Machine was so seductive an idea that it 
caused a revolution in the philosophy of Mind.  
 The most common interpretation of the mathematics and 
the resulting implementation favored by Turing himself, is 
one in which the machine engages in "pure thought" and 
communicates with the real world via only a teletypewriter. 
However, in the penultimate paragraph, he suddenly 
presents an alternative approach that is much more aligned 
with the cybernetic viewpoint.  
 

"We may hope that machines will compete with men 
in all purely intellectual fields.  But which are the best 
ones to start with?  Even this is a difficult decision. 
any people think that a very abstract activity, like 
playing chess, would be the best.  It can also be 
maintained that it is best to provide the machine with 
the best sense organs that money can buy, and then 

teach it to understand and speak English.  This process 
could follow the normal teaching of a child.  Things 
would be pointed out and named, etc. Again I do not 
know what the right answer is but I think both 
approaches should be tried." (Turing 1950) 

 
 It is in the spirit of unifying Turing’s alternative with the 
interdisciplinary perspective implicit in the Cybernetic 
paradigm that this research is conducted.  We intend 
nothing less than to elucidate a novel theory of Mind by 
creating an autonomous intelligent robot.  Our theory 
comprises three equally important principles.  First, we 
submit that intelligence, as manifest in humans, requires a 
well-integrated sensorimotor periphery including vision, 
hearing, tactile sense, and proprioceptive control of 
locomotion and object manipulation.  Our methods are 
designed to exploit the synergy intrinsic in the combined 
sensorimotor signals.  This sensory fusion is essential for 
the development of a semantic representation of reality 
from which all other levels of linguistic structure derive. 
Second, for intelligent behavior, the widely accepted role of 
computation in the sense of Turing is of secondary 
significance to the primary mechanism of associative 
memory.  And, third, the contents of the associative 
memory must be acquired by the interaction of the machine 
with the physical world in a reinforcement-training regime.  
Instruction of the machine must make no use of any 
supervised training based on pre-classified data.  Nor may 
the robot use any pre- determined representation of 
concepts or procedures.  
 There is no research known to us which is based on quite 
the combination of ideas we explore or the spirit in which 
we explore them.  Our work is not about robotics or speech 
or vision.  It is about all of them working together to 
produce intelligent behavior because, we believe, cognitive 
functions do not exist in isolation and there is no such thing 
as a disembodied mind. 
 

Previous Work 
 
It is tempting to say that we were inspired to undertake this 
research simply as a result of reading Turing’s 1950 paper.  
Although one of us actually read this paper in an 
undergraduate psychology course, the motivation has much 
more mundane origins.  After many years of trying to build 
machines that understand speech and recognize visual 
images, we have been forced to the conclusion that existing 
methods yield machines with abilities far short of human 
performance.  A discussion of this unpleasant fact is the 
subject of a report by Levinson (Levinson 1994) of a 
session at a recent National Academy of Sciences 
symposium.  The vast majority of participants argued that 
the automatic speech recognition problem will be solved 
very soon by incremental improvements to existing 
techniques.  Perhaps they are correct.   We think not.  

The new approaches we are advocating are based on a 
few "early intuitions" which arose from the difficulties we 
encountered in some of our conventional experiments in 
speech and vision.  What we and many of our colleagues 
observed was that the signals we were analyzing seemed to 
have huge variabilities.  Yet, we humans perceive these 



very signals as invariant.  We rarely misunderstand a 
sentence or misclassify a visual scene, even a moving one.  
The obvious conclusion is that humans and machines are 
using quite different pattern recognition techniques based 
on quite different learning mechanisms.  Machines rely on 
statistical models optimized with respect to pre-classified 
data.  The models are fixed upon completion of training.  
Whereas, humans optimize performance as measured by 
successful behavior and are continuously adapting their 
strategies.  Machines can achieve useful levels of 
performance only on artificially constrained tasks.  
Whereas, humans must achieve successful behavior in a 
world constrained only by the laws of nature.  Therefore, 
our first intuition is that it may well be useful to try to 
simulate these aspects of human behavior. 

The following are intuitions governing the acquisition of 
successful behavior.  First and foremost, successful 
behavior requires intelligence.  The primary function of 
intelligence is the extraction of meaning from the 
environment and the communication of meaningful 
messages. In other words, language is a critical part of 
intelligence and semantics is the primary component of 
language. 

Second, semantics is exactly the memorization of the 
correlation of sensorimotor stimuli of different modalities. 
A sufficiently large collection of such memories constitutes 
a mental model of the world.  In particular, language is 
acquired by memorizing the associations between the 
acoustic stimulus we call speech and other sensorimotor 
stimuli.  When language is acquired it enables the symbolic 
manipulation of most, but not all, of the mental model.  It is 
important to note that the primary mechanism of this 
process is mnemonic, not logical.  It is true that humans 
learn to reason and this ability can contribute to successful 
behavior.  However, logical reasoning is a very thin 
applique learned later in life, used only infrequently and 
then with great difficulty.  Even in competent adults, most 
cognitive function derives from associative memory. 

Finally, the associative memory is capable of storing 
stimuli of complex structure thereby allowing for fusion of 
sensory modalities and motor functions and the recognition 
of intricate sequences thereof.  The latter is particularly 
important for the grammar, i.e. phonology, morphology, 
and syntax, of language although other complex memories 
may also be encoded in the same manner.  However, rules 
governing the formation of such sequences are merely the 
code in which memories are represented.  They serve two 
particular purposes, namely to afford the memories some 
immunity to corruption and to make semantic processing 
robust and efficient.  In other words, all levels of linguistic 
structure are present in service to the primary function of 
language, to convey semantic meaning.  It is important to 
note that sensorimotor function forms the basis for much of 
semantics.  In addition to qualities like color which can 
only be understood in terms of vision and time which can 
only be understood spatially, the meanings of many 
common words are derived from morphemes for direction 
or location concatenated with morphemes denoting specific 

physical actions.  Such words can only be understood by 
direct appeal to a well developed spatial sense and motor 
skills. As the associative memory grows, words formed in 
this manner can be associated with mental activities 
yielding meanings for abstract operations, objects, and 
qualities. 

These early intuitions motivating our experiments were 
first outlined in (Levinson 1987).  At the time that paper 
was written, it was clear that the associative memory and 
the reinforcement training regime could be studied together 
by means of a computer simulation obviating the need for a 
real robot and eliminating the additional complexity of 
automatic speech recognition.  The simulations led to the 
development of an interesting model of the acquisition of 
lexical semantics from text. The same mechanism was then 
used in a more complex simulation to study the 
simultaneous acquisition of visual pattern recognition and 
the corresponding word meanings.  Following the 
simulations, it seemed appropriate to try the ideas with a 
real robot.  In order to keep the engineering problems to a 
minimum, we used a child’s toy dubbed "petster".  This is a 
battery-operated platform in the form of a cat.  Locomotion 
is provided by two wheels each turned independently by a 
motor.  The cat has photo sensors, not cameras, for eyes, 
microphones in its ears, a piezoelectric sonar device on its 
collar, a loudspeaker in its head, and an RS232 
communication port.  Most important, however, was a 
micro-switch in its tail, a touch sensor on the back of its 
neck and accelerometers on the motors.  By connecting the 
port to a computer, one could send instructions to the on-
board micro controller to make the motors work and 
generate five different sounds through the speaker.  We 
connected the cat to a computer which had a speech 
recognizer (Levinson, Ljolje, Miller, 1989) with a 2000 
word vocabulary.  That is, it had acoustic phonetic models 
for 2000 words but did not have a syntactic or semantic 
model.  We built an associative memory using a multi-layer 
perceptron and used it to relate speech and other stimuli to 
actions.  We trained the cat using the following 
reinforcement regime.  We would speak to the machine in 
isolated words or short phrases.  If we used words the 
recognizer knew, the computer would send a corresponding 
code to the cat which would perform some action.  If the 
action were appropriate the teacher would signal by patting 
the cat on the neck and the perceptron weights would be 
changed accordingly.  If the action were wrong, the teacher 
would signal either by pulling the cat’s tail or preventing it 
from moving thus stalling out the motors.  The activity 
would stop but no change would be made in the memory.  
After about five minutes of patient training, the cat could 
learn a number of words and phrases which would cause it 
to move forward, backward, left, right, stop, and make a 
specific one of five available sounds, e.g. purr, meeow, 
hiss.  The instructor was free to use any words or phrases 
he chose and was allowed to use various ways to express 
the same command.  Despite this variation, the learning 
behavior was repeatable.  Details of the memory 



architecture and training algorithms are given in Henis and 
Levinson (Henis, Levinson, 1995). 

Obviously, this was not a very sophisticated experiment.  
It did, however, show that lexical semantics and a 
simplistic word-order syntax could be acquired from 
virtually unconstrained speech in a real-time, on-line 
reinforcement training scheme when phonetics, phonology 
and phonotactics are pre-specified.  The experiment also 
provided a better appreciation of the theoretical issues and 
practical difficulties that would be encountered in 
advancing this kind of investigation. 

I  
Experimental Apparatus 

 
Based on pester, a more precise expression of the 
fundamental ideas was formulated (Levinson 1996).  We 
also recognized that the pester device was inadequate 
because it did not have a visual sense nor was it possible to 
add arms and hands.  Therefore, a new robot and some 
control software was built. 

The new device is based on the Trilobot platform 
manufactured by the Arrick Robotics company.  We have 
added audio and video capabilities to the platform and have 
connected it to a dedicated SGI dual R-10000 Octane 
computer with audio and video processing peripherals and 
a large memory.  The robot communicates with the 
computer via two radio channels, a LAWN wireless 
RS232-compatible modem and a WAVECOM wireless 
stereo/audio and NTSC video link. 

We mounted two electret microphones and a small CCD 
color video camera in fixed positions on the robot chassis.  
The chassis is mechanically quite strong allowing us to 
make further enhancements to the sensorimotor capabilities 
of the robot.  The robot moves on three wheels arranged in 
tricycle fashion.  The front wheel is used for steering and 
propulsion.  The wheels are mounted to the chassis with a 
suspension system making the robot quite stable while at 
rest or in motion.  A simple microprocessor and some 
auxiliary circuits govern all sensory, control and 
communication functions.  Power is provided by a 12 volt 
Ni-Cad battery. 

The Trilobot is equipped with fourteen sensors including 
a sonar ranging device, an array of touch sensitive 
whiskers, compass, tilt sensor, thermometer, odometer, 
photo sensor, battery charge sensor, tachometer and 
steering angle indicator.  There are two motors, one for 
steering and one for locomotion.  The status of all of these 
instruments is transmitted to the SGI machine via the 
LAWN.  There are provisions for several other user 
provided control signals including a standard RC servo 
motor and ample channel capacity to communicate them 
along with all the other data. 

The on-board control system accepts commands to 
operate the motors and read the sensors in the form of a 
simple alphanumeric machine language.  Instructions are 
transmitted to the controller via the LAWN.  In a similar 
fashion, codes indicating the results of the instructions and 
the status of the controller are returned to the SGI.  

Instructions may be combined to form programs but there 
is no higher level software for the controller.  We have, 
however, implemented a high-level control system for the 
Trilobot on the SGI machine.  This interface displays the 
audio and video signals, gives a plot of the robot’s 
movements, shows the sensor status and allows for the 
composition and transmission of programs to the robot.  
The interface has no intelligence yet. 
 

 
 
 
 
 
 
 
 
 
 
 
 

Figure 1. Multisensory Robot 
 

Experiments 
 
Thus far we have implemented only innate or instinctual 
behavior.  That is, with a real-time control system 
coordinating only the hard-wired behavior and only the 
simplest of memory capacity, we have observed stable 
autonomous behavior.  That means the robot is able to 
move about the laboratory for reasonably long periods of 
time without destroying itself or its environment. 

We have also produced automatic speech acquisition, 
visual pattern recognition, sound location and grasping 
ability but these have not yet been incorporated into the 
real-time on-line functionality. 

The following are hard-wired or instinctual behaviors.  
The Trilobot software includes several such processes.  
First, the robot must be irritable in the sense that it will 
respond to external stimuli.  Second, it must be able to scan 
the environment when there are not any salient stimuli.  
That is, if nothing appears to be happening, the robot 
should seek out interesting events.  In particular, it should 
search for brightly colored objects and pleasant sounds of 
moderate acoustic intensity such as speech and music.  It 
should also be attracted by motions of moderate speed.  
Conversely, it should show an aversion for loud noises, 
high temperatures, rapidly oncoming objects, and darkness 
or other ambiguous visual scenes.  In addition, the robot 
should have a "hunger" instinct displayed by making a 



special sound when the battery level falls below a preset 
threshold. 
 We are now implementing the acquisition of 
reinforcement signals.  Reinforcement will be provided in 
three ways.  First, in the absence of any outside stimulus, 
the robot will go into autonomous exploration mode.  In 
this mode, it will move randomly about the environment 
scanning for events of interest.  The pace of its motions 
will be governed by a timer simulating attention span.  
While scanning, the robot will be comparing its sensory 
inputs to memory.  When good matches are found, the 
associated actions will be carried out and the memory 
updated as required.  If no relevant memories are retrieved, 
the robot will look for high correlations amongst its sensory 
inputs and will store the corresponding events in memory.  
Stability of the robot should allow for safe continuation of 
this mode for indefinite periods. 
 The most important mode of reinforcement is that of 
interactive instruction by a teacher.  In this mode, the 
instructor will give explicit hard-wired reinforcement 
signals to the robot.  Following the procedure established in 
the earlier experiments, the instructor will give positive 
reinforcement by lightly flexing Trilobot’s whiskers and 
negative feedback by preventing the motion in progress 
thus stalling one or more of its actuators.  Reinforcement of 
this type can be given while the robot is in autonomous 
exploration mode however, its primary purpose is for 
language learning.  Used this way, the instructor will 
initiate a sequence of verbal inputs, responses, and 
reinforcements.  Trilobot’s responses will be drawn from 
memory if an appropriate one exists.  Failing that, a 
response will be generated at random.  Correct setting of 
audio interest instincts and span of attention will facilitate 
this behavior. 
 
        
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 2. Basic Cognitive Cycle 
 
 The third form of reinforcement is direct demonstration.  
In this mode, the instructor will overhaul one or more of 
Trilobot’s actuators causing the robot to make some desired 

motion.  The robot will record the sequence of positions 
and associate them with other sensory stimuli present 
during the operation including speech.  The intent is for the 
robot to learn verbs.  For example, the instructor could turn 
the steering to the left while saying, “ turn left” .  Another 
example would be to turn the robot toward a red object 
while saying the word “red” . 
 Once the mechanics of reinforcement are established, the 
learning experiments can begin.  It should be obvious that 
significant ambiguity is present in the training as described 
above.  Of course, we do not expect the robot to learn from 
single examples as humans often do.  At least initially, 
instruction of the robot will require careful selection of 
stimuli and will result in slow progress.  We expect that 
order of presentation will be important and we plan to 
experiment to see which sequences result in the most 
versatile, stable behavior. 

The memory must be designed to perform three specific 
operations.  It must be able to store and retrieve sequences 
of events or to orchestrate sequences of actions. This ability 
is a generalization of the linguistic notion of word order 
syntax which is one of its primary purposes but obviously 
the ability has many other important applications in 
intelligent behavior.  Next, the memory must be 
intrinsically multi-modal.  By this we mean that all stimuli 
and actions that are presented together should be stored 
together.  This is often called the sensor fusion problem.  
Last and directly related, the memory must be content 
addressable so that the presentation of any single stimulus 
will evoke all the related stimuli and actions. 
 An important aspect of these experiments is to take 
frequent snapshots of the memory to analyze the 
development of records associated with specific functions.  
Such data could serve as valuable diagnostics for the 
training procedure.  We expect that as training progresses 
and the robot's behavior becomes more interesting, we 
might be able to record the emergence of concept-like 
constructs. 
 

Conclusion 
 
Our ultimate goal is nothing less than construction and 
explanation of a mechanical "mind".  While such work has 
an intrinsic theoretical and philosophical component, the 
matter cannot be resolved by a thought experiment.  Some 
constructive approach, however crude, is required.  We 
consider our project to be a humble but serious beginning 
to a long-range research program which has significant 
technological and social implications. 
 We have proposed three fundamental hypotheses upon 
which we believe such a theory should rest.  First, the 
mental model of reality depends critically on a fully 
integrated sensorimotor periphery.  Second, manipulation 
of this mental model is primarily accomplished by storing, 
fetching and comparing memorized associations and only 
occasionally, by logical reasoning.  Third, the dominant 
structure of language is semantics although grammar is 
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used as a coding mechanism.  We propose to test these 
hypotheses through the vehicle of an autonomous 
intelligent robot, trained by in a reinforcement paradigm. 
 We recognize that our hypotheses are highly 
controversial but weighing in our favor are the facts that 
our experiments are technically feasible and potentially of 
great practical value if successful.  Most important, 
however, in our best scientific and technical judgment, 
when a mechanical mind is eventually constructed, it will 
much more closely resemble the ideas expressed herein 
than the mainstream ideas being pursued so vigorously at 
the present. 
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