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ABSTRACT

Human-computer intelligent interaction (HCII) is an emerging field of science aimed

at providing natural ways for humans to use computers as aids. It is argued that for the com-

puter to be able to interact with humans, it needs to have the communication skills of humans.

One of these skills is the ability to understand the emotional state of the person. The most

expressive way humans display emotions is through facial expressions. This work focuses on

automatic expression recognition from live video input using temporal cues. Methods for us-

ing temporal information have been extensively explored for speech recognition applications.

Among these methods are template matching using dynamic programming methods and hidden

Markov models (HMM). This work exploits existing methods and proposes new architectures

of HMMs for automatically segmenting and recognizing human facial expression from video

sequences. The work explores person-dependent and person-independent recognition of ex-

pressions. A novel feature selection method is also described and applied to choosing the most

information-bearing features for use to face tracking.
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CHAPTER 1

INTRODUCTION

In recent years there has been a growing interest in improving all aspects of the inter-

action between humans and computers. This emerging field has been a research interest for

scientists from several different scholastic tracks, i.e., computer science, engineering, psychol-

ogy, and neuroscience. These studies focus not only on improving computer interfaces, but also

on improving the actions the computer takes based on feedback from the user. Feedback from

the user has traditionaly been through the keyboard and mouse. Other devices have also been

developed for more application specific interfaces, such as joysticks, trackballs, datagloves and

touch screens. The rapid advance of technology in recent years has made computers cheaper

and more powerful, and has made the use of microphones and PC-cameras affordable and eas-

ily available. The microphones and cameras enable the computer to “see” and “hear,” and to

use this information to act. A good example of this is the “Smart-Kiosk” project being done

at Compaq research laboratories [1]. In the Compaq application, a computerized information

or service booth gives service in a location such as an airport or railroad station. The kiosk is

equiped with a camera and microphone, and a user can talk to the computer, request informa-

tion or purchase tickets. One of the challenges of the interaction in a noisy enviroment is for

the computer to be able to know when the user is actually speaking to him. The combination

of input from the camera, detecting where the user is facing and if the user’s lips are moving,
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combined with the microphones, detecting speech, helps the computer to understand the ac-

tions of the user. In other researches, algorithms are being developed to control applications

using the face gaze of a user which are specifically designed for people with disabilities who

cannot use the keyboard or mouse [2].

It is argued that to truly achieve effective human-computer intelligent interaction (HCII),

there is a need for the computer to be able to interact naturally with the user, similar to the

way human-human interaction takes place. Humans interact with each other mainly through

speech, but also through body gestures, to emphasize a certain part of the speech, and display

of emotions. Emotions are displayed by visual, vocal, and other physiological means. There

is a growing amount of evidence showing that emotional skills are part of what is called “in-

telligence” [3, 4]. A simple example is the ability to know when something a person says

to another is annoying or pleasing to the other, and be able to adapt accordingly. Emotional

skills also help in learning to distinguish between important and unimportant things. For the

computers to be able to interact intelligently with humans they will need to have some emo-

tional skills such as displaying emotions (through animated agents) and recognizing the user’s

emotion. The skill to recognize emotions can be used in regular day-to-day interaction, such

as Web browsing or searching, for example, to know if the user is bored or dissatisfied with

search results. This skill can also be used in education, to effectively help students using the

computer as a virtual tutor when they are facing problems or are bored, or even to know when

they are pleased.

There are many ways that humans display their emotions. The most natural way to dis-

play emotions is using facial expressions. In the past 20 years there has been much research on

recognizing emotion through facial expressions. This reasearch was pioneered by Ekman and

Friesen [5] who started their work from the psychcology perspective. In the early 1990s the

engineering community started to use these results to construct automatic methods of recogniz-

ing emotions from facial expressions in images or video [6, 7, 8, 9, 10] . Work on recognition
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of emotions from voice and video has been recently suggested and shown to work by Chen

[10], Chen et al. [11], and DeSilva et al [12].

This work tries to suggest another method for recognizing the emotion through facial

expression displayed in live video. The method uses all of the temporal information displayed

in the video. The logic behind using all of the temporal information is that any emotion being

displayed has a unique temporal pattern. Many of the facial expression research works classi-

fied each frame of the video to a facial expression based on some set of features computed for

that time frame. This excludes the work of Otsuka and Ohya [7], which used simple hidden

Markov models (HMM) to recognize sequences of emotion.

The novelty in this work is that a method to automatically segment the video and do

the recognition is proposed, using a multilevel HMM structure. A recognition algorithm based

on dynamic programming time alignment is also tested and compared to the HMM class of

algorithms. The work also describes a novel method for feature selection, named Principal

Feature Analysis (PFA), applied to selecting the most informative facial features for facial

tracking. This is an important preprocessing step for any recognition algorithm, especially

when real-time implementation is needed.

The rest of the thesis is organized in the following way. Chapter 2 describes the ba-

sis of emotion recognition based on facial expressions, gives a literature review of existing

methods, and describes the facial tracking algorithm used for all of the experiments in the

rest of the work. The feature selection method (PFA) and its application to facial tracking is

described in Chapter 3. The emotion recognition algorithms based on facial expressions are

explained in Chapters 4 and 5. Chapter 4 details the dynamic programming time alignment

algorithm. Chapter 5 describes two HMM-based architectures. The first is a straighforward

emotion-specific HMM and the second is a multilevel HMM used for automatic segmentation

and recognition of the facial expression from the video sequences. Experiments and results are

given in Chapter 6 followed by a discussion in Chapter 7.
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CHAPTER 2

FACE MODELING AND TRACKING

This chapter introduces the theory of recognizing emotions from facial expressions. It

also describes the algorithm used for face tracking, which is the input to the facial expression

recognizer. The chapter can be used as a literature review for emotion theory and recent ad-

vances in automatic facial expression recognition. The second section describes briefly the

system used for face tracking and the features used for the facial expression recognition algo-

rithms described in the later chapters.

2.1 Face Modeling and Emotion Recognition from Facial Ex-
pressions

One of the main problems in trying to recognize emotions is the fact that there is no

uniform agreement about the definition of emotions. In general, it is agreed that emotions are

a short-term way of expressing inner feeling, whereas moods are long term, and temperaments

or personalities are very long term [13]. Emotions can be expressed in various different ways,

through voice, facial expressions, and other physiological means. Although there are argu-

ments on how to interpert these physiological measurements, it is quite clear that there is a

strong correlation between measurable physiological signals and the emotion of a person.
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The facial expression is one of the media for expressing emotions. Judgment studies

tried to measure how well humans are able to recognize emotions based on facial expressions.

One of the problems in all of the studies is how to categorize the emotions. One way is to use

a discrete set of well known labels such as joy, surprise, and sadness. Another way is to try to

use continuous scales, such as valence and arousal of an expression [14]. The valence is the

pleasantness of the emotion, and arousal is the level of activation (for example, surprise has

high arousal).

The very basis of any recognition system is extracting the best features to describe

the physical phenomena. As such, categorization of the visual information revealed by facial

expression is a fundamental step before any recognition of facial expressions can be achieved.

First a model of the facial muscle motion corresponding to different expressions has to be

found. This model has to be generic enough for most people if it is to be useful in any way. The

best known such model is given in the study by Ekman and Friesen [5], known as the Facial

Action Coding System (FACS). Ekman has since argued that emotions are linked directly to the

facial expressions, and that there are six basic “universal facial expressions” corresponding to

happiness, surprise, sadness, fear, anger, and disgust. The FACS codes the facial expressions as

a combination of facial movements known as action units (AUs). The AUs have some relation

to facial muscular motion and were defined based on anatomical knowledge and by studying

videotapes of how the face changes its appearance of the face. Ekman defined 46 such action

units to correspond to each independent motion of the face. In the original study, a trained

human FACS coder observes a given video sequence and writes down the AU that produced

the expression in the video. Some of the AUs defined by Ekman and Friesen are described in

table 2.1, adapted from [10].

Although the FACS is designed to be performed by human observers viewing a video

frame by frame, it has been the basis of research trying to automate it in some fashion, using the

notion that the change in the facial apperance can be described by a set of features and coded
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Table 2.1 Some example action units.
AU number FACS name

1 Inner brow raiser
2 Outer brow raiser
5 Upper lid raiser
6 Cheeks raised, eye narrowed

11 Nasolabial furrow
12 Lip corner puller
20 Lip stretcher

to descibe the facial expressions related to emotions. The work on automatic facial expres-

sion recognition started started in the early 1990s. In all of the works, some method to extract

features from facial images is used and a classifier is constructed to recognize the facial expres-

sions. The methods to extract features are mainly separated into two classes, a template-based

approach and a featured-based approach. In the template-based approach, a holistic face model

is being fitted to the face, whereas in the feature-based approach prominent facial features such

as eyes, eyebrows, and mouth corners are extracted using an analytical model. Mase [6] used

optical flow to extract the facial motion and then used spatio-temporal templates to classify

the expressions using a k-nearest neighbor classifier (kNN). Black and Yacoob [15] used local

parameterized models of image motion to estimate the nonrigid motion and a coarse-to-fine

gradient-based optical flow for estimating large motions. Once the parameters of the nonrigid

motion are estimated (based on frame pairs) a rule-based classifier is used to recognize the six

basic facial expressions. Yacoob and Davis [8] computed optical flow and used similar rules

to classify the six facial expressions. The rules are in the form of thresholds on the estimated

parameters, where the thresholds depend on the size of the face and are learned from a small

set of training sequences. Rosenblum et al. [9] computed optical flow of regions on the face

and then applied a radial basis function neural network to classify the expressions. Essa and

Pentland [16] also used an optical flow region-based method to extract facial motions, then

two main facial actions (smile and raised eyebrows) and three expressions (surprise, anger, and
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disgust) were used as templates for a distance based classifier. Otsuka and Ohya [7] computed

optical flow around one corner of the mouth and one eye regions. Then the 2D Fourier trans-

form coefficients of the optical flow were computed and used as feature vectors of a hidden

Markov model (HMM) based classier. The trained system was able to recognize one of the

six expressions near real time (about 10 Hz). The work of Lanitis et al. [17] used a flexible

shape and appearance model of the face and a distance-based classifier. Chen [10] used a

generic 3D face model mesh fitted to a specific individual to extract 12 region motions around

the mouth, eyes and cheeks. A sparse network of winnows (SNoW) classifier [18] was then

used to classify six basic expressions. Table 2.2, adapted from [10], compares some of these

methods based on their recognition rate, methodology, and data set.

Table 2.2 Comparisons of facial expression recognition algorithms.
Author Processing Classification Number of Number of Performance

Categories Subjects

Mase optical flow kNN 4 1 86%(19/22)
Black & parametric rule-based 6 40 92%(125/135)
Yacoob model

Yacoob & optical flow rule-based 6 32 95%(105/110)
Davis

Rosenblum optical flow neural networks 2 32 88%(30/34)
et al.

Essa & optical flow distance-based 5 8 98%(51/52)
Pentland
Otsuka & 2D FT of HMM 6 4 93%(-)

Ohya optical flow
Lanitis appearance distance-based 7 - 74%(83/118)
et al. model
Chen 3D model using SNoW 6 5 92.84%

12 AU like measurements

These reported recognition rates are comparable to the 87% recognition rate of humans

as reported by Bassili [19]. One of the main problems in comparing these results is that in

testing all of these methods, different databases were used. The number of subjects differed

and the number of classes and type of subjects differed (actors vs. nonactors, diverse ethnic
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background vs. same ethnic background, etc.). Recently, a comprehensive database for fa-

cial expression analysis was constructed by Kanade et al. [20] that includes 2015 digitized

sequences from 182 adults subjects of varying ethnicity. This database was coded to action

units by trained human FACS coders. Using this database as a benchmark can determine on

the effectiveness of each of the existing and future methods. On the level of finding which

method is the best for extracting the action units measurements, Donato et al [21] performed a

comprehensive study of several different methods. The general categories of the methods split

to the optical flow approach, holistic spatial analysis, and local spatial analysis. All of these

were compared to human subjects. The study found that the best two methods were the local

spatial analysis using Gabor jets to extract texture information, and the holistic spatial analysis

using independent component analysis (ICA). Both of these achieved a 95% performance in

classifying the action units, which is slightly better then a human expert which achieves 94%.

2.2 Face Tracking

The face tracking algorithm and system are based on the work of Tao and Huang [22]

called the Piecewise Bézier Volume Deformation (PBVD) tracker. This system was modified

to extract the features for the emotion expression recognition by Chen [10]. The following is

a description of the face tracking model and algorithm, adapted from [10].

This face tracker uses a model-based approach where an explicit 3D wireframe model

of the face is constructed. In the first frame of the image sequence, landmark facial features

such as the eye corners and mouth corners are selected interactively. Then the generic face

model is warped to fit the selected facial features. The face model consists of 16 surface

patches embedded in Bézier volumes. The surface patches defined this way are guaranteed to

be continuous and smooth. The shape of the mesh can be changed by changing the locations

of the control points in the Bézier volume.
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The Bézier surface is given by the following equation:

v(u, v, w) =
n

∑

i=0

n
∑

j=0

n
∑

k=0

di,j,kB
n
i (u)Bm

j (v)Bl
k(w) (2.1)

which can be written in matrix form as

V = BD (2.2)

where V is the displacement of the mesh nodes, D is the matrix whose columns are the control

point displacement vectors of the Bézier volume, and B is the mapping in terms of Bernstein

polynomials. The change in the shape of the face model can be described in terms of the

deformations in D.

Using the constructed model, the head motion and the nonrigid motion of facial features

can be tracked. The 2D motion is measured using template matching of the small area around

the control points at different resolutions. To add robustness, template matching is also per-

formed between the current frame and the first frame. Regarding the 2D motion measurements

as projections of the 3D model to the 2D plane, an estimation of the 3D position of all the

control points on the mesh is obtained as a solution to a least-squares problem. The estimated

motions are represented in terms of magnitudes of some predefined AUs. These AUs are simi-

lar to what Ekman and Friesen [5] proposed, but only 12 AUs are used. Each AU corresponds

to a simple deformation on the face, defined in terms of the Bézier volume control parameters.

In addition to the 12 AUs, the global head motion is is also determined from the motion estima-

tion. Figure 2.1 shows the 12 AUs being measured for emotion expression recognition, where

the arrow represents the motion direction of the AU moving away from the neutral position of

the face. Table 2.2 describes the motion of each AU [10].
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Figure 2.1 Action unit measurements of the face tracker.

Table 2.3 Action units used in the face tracker.

AU number Description

1 vertical movement of the center of upper lip
2 vertical movement of the center of lower lip
3 horizontal movement of left mouth corner
4 vertical movement of left mouth corner
5 horizontal movement of right mouth corner
6 vertical movement of right mouth corner
7 vertical movement of right brow
8 vertical movement of left brow
9 lifting of right cheek

10 lifting of left cheek
11 blinking of right eye
12 blinking of left eye
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CHAPTER 3

FEATURE SELECTION USING
PRINCIPAL FEATURE ANALYSIS

One of the main challenges of face modeling for real time applications is the huge

number of parameters and points that are needed to be tracked and measured. It will be very

beneficial to find the minimal number of points that are needed to be tracked and modeled

in order to still maintain most of the information of the facial movement. This problem is

greatly related to feature selection and dimensionality reduction, which is an important part of

many recognition, analysis, and modeling systems.In many real world problems the reduction

of the dimensionality of a problem is an essential step before any analysis of the data can be

performed. The general criterion for reducing the dimension is the desire to preserve most of

the relevant information of the original data according to some optimality criteria. In pattern

recognition and general classification problems, methods such as principal component analy-

sis (PCA) and Fisher linear discriminant (FLD) have been extensively used. These methods

find a linear mapping between the original feature set to a lower dimensional feature set. In

some applications it might be desired to pick a subset of the original features rather than find

some mapping which uses all of the original features. The benefits of finding this subset of

features could be in the cost of computations of unnecessary features, cost of sensors (in real

life measurement systems), and in excluding noisy features while keeping their information
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using “clean” features. The problem of tracking points on a face using easy to track points, and

inferring the other points based on those few measurements, fits directly under this description.

Variable selection procedures have been used in different settings. Among them, the regression

area has been investigated extensively. Lisboa and Merhi-Denhavi [23] suggested a multilayer

Perceptron for variable selection. Lin and Meador [24] used stepwise discriminant analysis

for variable selection as inputs to a neural network that performs pattern recognition of cir-

cuitry faults. Other regression techniques for variable selection are well described in [25]. In

contrast to the regression methods, which lack unified optimality criteria, the optimality prop-

erties of PCA have attracted research on variable selection methods which are based on PCA

[26, 27, 28, 29]. As will be shown, these methods have the disadvantage of either being to com-

putationally expensive, or choose a subset of features leaving a lot of redundant information.

A new method is described in this chapter which exploits the structure of the principal com-

ponents of a feature set to find a subset of the original feature vector. The method extracts as

near optimal subset in the sense of having the same optimal properties as PCA with a minimal

number of chosen features.

3.1 Preliminaries and Notation

Consider a linear transformation of a random vector X ∈ <n with zero mean and

covariance matrix Σx to a lower dimension random vector Y ∈ <q, q < n:

Y = AT
q X (3.1)

and AT
q Aq = Iq, where Iq is the q × q identity matrix.

Suppose we want to estimate X from Y . The least squares (LS) estimate of X (which is also

the minimum mean square estimate (MMSE) in the Gaussian case) is given as

X̂ = (ΣAk)(A
T
k ΣAk)

−1Y (3.2)
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In principal component analysis, Ak is an n × q matrix whose columns are the q orthonormal

eigenvectors corresponding to the first q largest eigenvalues of the covariance matrix Σx. There

are 10 optimal properties for this choice of the linear transformation [26]. One important

property is the maximization of the “spread” of the points in the lower dimensional space,

which means that the points in the transformed space are kept as far apart as possible, therefore

retaining the variation of the original space. This property gave the motivation for the use of

PCA in classification problems, since it means that in most cases we will keep the projected

features as far away from each other as possible, thus having a lower probability of error.

Another important property is the minimization of the mean square error between the predicted

data and the original data. This property is useful for applications involving prediction and

lossy compression of the data.

Now, suppose a subset of the original variables/features of the random vector X is

desired. This can be viewed as a linear transformation of X using a transformation matrix

Ak =





Iq

[0](q−n)×q



 (3.3)

or any matrix which is permutations of the rows of Ak. There have been several methods

proposed to find the ‘optimal’ Ak. Without loss of generality consider the transformation

matrix Ak as given above; the corresponding covariance matrix of X is given as

Σ =





{Σ11}q×q {Σ12}q×(n−q)

{Σ21}(n−q)×q {Σ22}(n−q)×(n−q)



 (3.4)

McCabe [26] showed that it is not possible to satisfy all of the optimality properties of PCA

for the same subset. Finding the subset which maximizes

|ΣY | = |Σ11| (3.5)

is equivalent to maximization of the “spread” of the points in the lower dimensional space, thus

retaining the variation of the original data.
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Minimizing the mean square prediction error is equivalent to minimizing the trace of

Σ22|1 = Σ22 − Σ21Σ
−1
11 Σ12 (3.6)

This can be seen since the retained variability of a subset can be measured using

Retained V ariability = (1 −
trace(Σ22|1)

∑n
i=1 σ2

i

) · 100% (3.7)

where σi is the standard deviation of the ith feature.

This method is very appealing since it satisfies well-defined properties. Its drawback is

in the complexity of finding the subset. It is not computationally feasible to find this subset

for a large feature vector since all of the possible
(

n

q

)

combinations have to be looked at.

For example, finding a set of 10 variables out of 20 will involve computing either one of the

measures for 184 756 possible combinations. Another method proposed by Jolliffe [27] uses

the principal components (PCs) themselves. The coefficient of each PC can give an insight to

the effect of each variable on that axis of the transformed space. If the ith coefficient of one of

the PCs is high compared to the others, it implies that the xi element of X is very dominant

in the PC of that axis. By choosing the variables corresponding to the highest coefficients of

each of the first q PCs, a good estimate of the same properties as the PCA is maintained. This

method is very intuitive and does not involve much computation. However since it considers

each PC independently, variables with the same information might be chosen, causing a lot of

redundant information in the obtained subset. This method was effectively used in applications

where the PC coefficients are discretized based on the highest coefficient values. An example

of is shown in the work of Mase and Pentland [30], where the authors project a feature set

(optical flow of lip tracking) to a lower dimensional space using PCA, but in fact use a simple

linear combination of the original feature determined by setting the highest coefficients of

the chosen principal components to ±1 corresponding to just a few of the features. Another

method proposed by Krzanowski in [28] and [29] chooses a subset of size q by computing its
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PCA projection to a smaller dimensional space, and minimizing the measure given using the

Procrustes analysis [31]. This method helps reduce the redundancy of information, but again

involves high computations since many combinations of subsets are explored.

In the proposed method, the information that can be inferred by the PC coefficients is

exploited to obtain the optimal subset of features, but unlike the method proposed by Jolliffe

[27], we use all of the PCs together to gain a better insight into the structure of our original

features so we can choose variables without any redundancy of information. In the next section

this method will be described.

3.2 Principal Feature Analysis

Let X be a zero mean n-dimensional random feature vector. Let Σ be the covariance

matrix of X (which could be in correlation form as well). Let A be a matrix whose columns

are the orthonormal eigenvectors of the matrix Σ, computed using the singular value decom-

position of the Σ:

Σ = AΛAT (3.8)

where

Λ =





















λ1

. 0

0 .

λn





















, λ1 ≥ λ2 ≥ ... ≥ λn (3.9)

and

AT A = In (3.10)

Let Aq be the first q columns of A and let V1, V2,...,Vn ∈ <q be the rows of the matrix Aq. The

vector Vi corresponds to the ith feature (variable) in the vector X , and the coefficients of Vi

correspond to the weights of that feature on each axis of the subspace. The structure of the row
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vectors Vi corresponding to the first q PCs carries information on the dependencies between

features in the lower dimension space. Features that are highly correlated or have high mutual

information will have similar absolute value weight vectors (changing the sign of one variable

changes the signs of the corresponding weights but has no statistical significance [27]). In

order to find the best subset we will use the structure of these rows to first find the features

which are highly related to each other and then choose from each group of related features the

one which will represent that group optimally in terms of high spread in the lower dimension,

reconstruction, and insensitivity to noise. The algorithm can be summarized in the following

five steps:

• Step 1 Compute the sample covariance matrix, or use the true covariance matrix if it

is available. In some cases it would be preferred to use the correlation matrix instead of

the covariance matrix. The correlation matrix is defined as the n × n matrix whose i,jth

entry is

ρij =
E[xixj]

E[x2
i ]E[x2

j ]
(3.11)

This representation is preferred in cases where the features have very different variances

from each other, and where using the regular covariance form will cause the PCA to put

very heavy weights on the features with the highest variances. See [27] for more details.

• Step 2 Compute the principal components and eigenvalues of the covariance/correlation

matrix as defined in Eq.(3.8).

• Step 3 Choose the subspace dimension q and construct the matrix Aq from A. This can

be chosen by deciding how much of the variability of the data is desired to be retained.

The retained variability can be computed using

V ariability Retained =

∑q
i=1 λi

∑n
i=1

· 100% (3.12)
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• Step 4 Cluster the vectors |V1|, |V2|, ..., |Vn| ∈ <q to p ≥ q clusters using the K-Means

algorithm [32]. The distance measure used for the K-Means algorithm is the Euclidean

distance. The vectors are clustered in p clusters and the means of each cluster is com-

puted. This is an iterative stage which repeats itself until the p clusters are found and do

not change. The reason to choose p greater than q in some cases is to achieve the same

retained variability as the PCA. Usually a slightly higher number of features is needed

(typically 1-5).

• Step 5 In each cluster, find the corresponding vector Vi which is closest to the mean

of the cluster. Choose the corresponding feature xi as a principal feature. This will

yield the choice of p features. The reason for choosing the vector nearest to the mean

is twofold. This feature can be thought of as the central feature of that cluster-the one

most dominant in it, and which holds the least redundant information of features in other

clusters. Thus it satisfies both of the properties we wanted to achieve: large ‘spread’ in

the lower dimensional space, and good representation of the original data.

For clarity it should be noted that the clustering is of the representation of the features in the

lower dimensional space, and not of the projection of the measurements to that space (as in

[28]).

This algorithm chooses the subset that represents well the entire feature set both in terms

of retaining the variations in the feature space (by using the clustering procedure), and keeps

the prediction error at a minimum (by choosing the feature whose vector is closest to the mean

of the cluster). The complexity of the algorithm is of the order of performing the PCA, since

the K-Means algorithm is applied to just n vectors and will normally converge after very few

iterations. The method does not optimize the criteria given in [26], but from experiments on

synthetic and real data, the chosen subset comes close to the optimal one. This allows choosing

near optimal subsets for large sets of features, a task that is impossible for the method in [26].
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3.3 Experiments on Face Tracking and Image Retrieval

The principal feature analysis is described here in the context of finding the most impor-

tant points or regions that should be tracked in order to account for the nonrigid motion of the

face. This is a classic example of the need to do feature selection since it can be very expen-

sive, and maybe impossible, to track many points on the face reliably. Finding such a subset

is very beneficial in light of the high complexity of the face tracking algorithm described in

Chapter 2. It should be noted that this method is a general method and can be applied to any

set of features. Experiments on different sets of features in the context of images retrieval and

face recognition can be found in the works done by Cohen et al. [33] and Zhou et al. [34].

The setup for the experiment uses markers located on many facial points since the track-

ing of the points in the development stage has to be accurate. Tracking of these labels is done

automatically using template matching techniques, and the results are checked manually for

error correction. Thus we have reliable tracking results for the entire video sequence (60 sec

at 30 frames/s) of human facial motion performing several normal actions: smiling, frowning,

acting surprised, and talking. We estimate the 2D nonrigid facial motion vector for each fea-

ture point over the entire sequence after accounting for the global head motion using stationary

points (nose tip). The images in Figure 3.1 demonstrate some facial expressions that appear in

the video sequence.

Figure 3.1 Examples of images from the video sequences used in the experiment.
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In order to avoid singularity of the covariance matrix, time periods that have no motion

at all are not taken into account. There is a total of 40 facial points that are being tracked. For

the principal feature analysis, the points are split to two groups: upper face (eyes and above)

and lower face. Each point is represented by its horizontal and vertical direction, and therefore

the actual number of features we have is 80. We compute the correlation matrix of each group

after subtracting its mean, and apply the principal feature analysis to choose the important

features (points and direction of motion), while retaining 90% of the variability in the data.

Figure 3.2 shows the results of the analysis.

Figure 3.2 Result of PFA on videos. Arrows show the principal features chosen.

The chosen features are marked by arrows displaying the principal direction chosen for

that feature point. It can be seen that the chosen features correspond to physical based models

of the face, i.e., vertical motion was chosen for the middle lip point, with more features chosen

around the lips than other lower facial regions. Vertical motion features were chosen for the

upper part of the face (with the inner eyebrows chosen to represent the horizontal motion which

appeared in the original sequence). This implies that much of the lower-face region’s motion

can be inferred using mainly lip motion tracking (an easier task from the practical point of

view). In the upper part of the face, points on the eyebrows were chosen, and in the vertical

direction mostly, which is in agreement with the physical models. It can also be seen that fewer

points are needed for tracking in the upper part of the face (7 principal motion points) than in
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the lower part of the face (9 principal motion points) since there are fewer degrees of freedom

in the motion of the upper part of the face. This analysis is comparable to the classic facial

motion studies made by Ekman and Friesen [5] described in Chapter 2. The example shows

that the principal feature analysis can model a difficult physical phenomenon such as the face

motion to reduce complexity of existing algorithms by saving the necessity of measuring all of

the features. This is in contrast to PCA, which will need the measurements of all of the original

motion vectors to do the same modeling.
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CHAPTER 4

EMOTION RECOGNITION USING DP
TIME ALIGNMENT

Suppose a database of labeled video sequences of subjects displaying emotions is given.

How does one use these sequences to recognize test sequences? The most common approach

is to try to match the test sequence with one of the sequences already labeled. The matching

is done by defining a distance measure between two sequences. This approach is known as the

nearest neighbor approach, in which the test sequence is classified as the label of the sequence

that had the smallest distance out of all of the training sequences. The main problem is how to

define the distance measure. Since people display the facial expressions at different rates and

intensities, the measurements of the expression sequences are nonstationary. An direct way to

account for the nonstationarity is using a dynamic programming (DP) time alignment approach.

This approach has been used succesfuly in speech recognition applications, especially for small

vocabularies and for isolated words [35]. To measure the distance between two sequences of

different length, the DP algorithm finds the time alignment function of one sequence to the

other so as to minimize the distance between the two sequences, where the distance is any

metric. After measuring the distance between the test sequence and all reference sequences a

k-nearest-neighbors (kNN) classifier can be used to classify the test sequence. In the following

section a detailed description of the DP algorithm is given.
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4.1 Time Alignment Using DP

Let X (1) = (X
(1)
1 , X

(1)
2 , ..., X

(1)
T1

) and X (2) = (X
(2)
1 , X

(2)
2 , ..., X

(2)
T2

) be two measure-

ment sequences of lengths T1, and T2, respectively where in general T1 6= T2. Each element

of the sequences can be a vector of measurements. We would like to find a distance measure

using an alignment function φ such that

Distance(X (1), X(2)) = minφ

T1
∑

i=1

d(X
(1)
i , X

(2)
φ(i)) (4.1)

where d(X, Y ) is any distance measure between two vectors.

At first glance it appears that to find the time alignment function φ, all possible com-

binations of aligning the two sequences have to be checked. Fortunately, this can be done

efficiently using the DP method which relies on the principal of optimality. The principal of

optimality states that any solution of Eq.(4.1) on the interval [t1, t2] is also optimal on any

[τ1, τ2] ⊂ [t1, t2]. This means that the optimal solution for φ can be computed recursively from

time 1 until the end of the sequences without a need to look at all possible combinations. This

can be cast by the following recursion:

D(n, m) = mink∈G[D(n − 1, k) + d(n, m)] , 1 ≤ n ≤ T1, 1 ≤ m ≤ T2 (4.2)

where d(n, m) is the local distance between X (1)
n and X (2)

m and G is any allowable region of the

path. In addition to computing the distance between the two sequences, the optimal alignment

path can be traced by saving the pointer

k∗(n) = argminkD(n, m) (4.3)

Backtracking on k∗ after the end of the search is reached yields the optimal alignment path.

The recursion is initialized by starting from a known point, normally restricted to the first

time sample of the two sequences to be the starting point of the alignment. In the case of facial

expression sequences, this means that segmentation is first done on the sequences, and therefore
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the starting time of all sequences is the same. The recursion in (4.2) does not restrict the time

alignment function in any way, i.e. the alignment can cause the sequences to be arranged in any

new order. This is not desired since the facial expressions are sequential and causal therefore

not any time warping function is physically a valid one. Therefore some constraints are needed

when finding the distance:

• End point and start point constraints. Assumes that the distance has to start at the start

point of both sequences and end at the end point of both sequences: φ(1) = 1 and

φ(T1) = T2.

• Monotonicity conditions. The alignment function does not allow going back in time; it

can only go forward or stay at the same time frame.

• Local continuity constraints. These constraints do not allow big ‘jumps’ in the alignment

function. The local constraint used for the emotion sequences is of the type that allows

advancing by at most one time step in both n and m. This is called the type I constraint

[35].

• Global path constraints. This constraint restricts the slope of the path to some angle

smaller then the maximum 90o or the minimum 0o. The constraint defines the allowable

region G.

Under these constraints the distance between two facial expression sequences can be

computed. The measurement vector at each time sample is the 12 action unit measurements

supplied by the face tracking algorithm described in Chapter 2. To illustrate the alignment

of two sequences, Figure 4.1(a) shows the measurement of one of the mouth action units for

two time sequences displaying the expression happy, twice in each sequence, before the time

alignment. It can be seen that the sequences are very different in length, and that the mouth
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opens, closes and is closed at neutral. Figure 4.1(b) shows the same two sequences after the

time alignment function is found. As can be seen, the sequences are almost matched.

(a) (b)

Figure 4.1 (a) Two sequences before alignment. (b) The sequences after time alignment.

4.2 Classification Using DP Time Alignment

The classification of a test sequence to one of the six facial expression classes (happy(1),

anger(2), surprise(3), disgust(4), fear(5), sad(6)) is done using the kNN classifier [35], where

k can vary from 1 to the maximum number of available reference sequences of each class.

Assume that there are N reference sequences (Rj
1, R

j
2, ..., R

j
2) available for each of the six

facial expressions (j takes values 1-6 corresponding to one of the facial expressions). Let X

be the test sequence. The classification algorithm of X is as follows:

• Compute the distances d
j
i = D(X, R

j
i ) for j = (1, ..., 6) and i = (1, ..., N) using the DP

algorithm.

• Reorder the distances of each emotion j such that

d
j
1 ≤ d

j
2 ≤ ... ≤ d

j
N

24



• Compute the average of the k smallest distances

dj = 1
k

∑k
i=1 di

j

• The index of the recognized emotion for the test sequence is determined as

j∗ = argminjd
j

The DP method as described above requires accurate segmentation of the continuous

video sequence. This segmentation can be a challenge by itself, and it might be desired to

find an automatic scheme to do the segmentation and classification simultaneously. The next

chapter will describe such a method. Another shortcoming of the DP method is that it is

very time consuming for testing. There is no training phase needed, but all of the distances

from all of the reference sequences have to be computed during testing, which becomes a very

expensive task when a large set of reference sequences is available.
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CHAPTER 5

EMOTION RECOGNITION USING
HMM

Hidden Markov models have been widely used for many classification and modeling

problems. Perhaps the most commonly used application to use HMM is speech recognition.

HMMs have the property of being able to model dependencies among time varying signals

using hidden states that construct a Markov chain. One of the main advantages of HMMs is

their ability to model nonstationary signals or events. In Chapter 4, the time warping algorithm

aligned the signals so as to account for the nonstationarity. The main disadvatage of that

approach is that it is very time-consuming in real time use since all of the stored sequences

are used to find the best match. The HMM finds an implicit time warping in a probabilistic

parametric fashion. It uses the trasition probablities between the hidden states and learns the

conditional probablities of the observations given the state of the model. In the case of emotion

expression, the signal is the measurements of the facial motion. This signal is nonstationary in

nature, since an expression can be displayed at varying rates, with varying intensities even for

the same individual.

An HMM is given by the following set of parameters:

λ = (A, B, π)

aij = P (qt+1 = Sj|qt = Si), 1 ≤ i, j ≤ N
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B = {bj(Ot)} = P (Ot|qt = Sj), 1 ≤ j ≤ N

πj = P (q1 = Sj)

(5.1)

where A is the state transition probablity matrix, B is the observation probability distribution,

and π is the initial state distribution. The number of states of the HMM is given by N . It should

be noted that the observations (Ot) can be either discrete or continuous, and can be vectors. In

the discrete case, B becomes a matrix of probablity entries, and in the continuous case, B will

be given by the parameters of the probability distribution function of the observations, normally

chosen to be the Gaussian distribution or a mixture of Gaussians. Given an HMM there are

three basic problems that are of interest. The first is how to efficiently compute the probablility

of the observations given the model. This problem is related to classification in the sense that

it gives a measure of how well a certain model described an observation sequence. The second

is how, given a set of observations and the model, to find the corresponding state sequence

in some optimal way. This will become an important part of the algorithm to recognize the

expressions from live input and will be described later in this chapter. The third is how to learn

the parameters of the model λ given the set of observations so as to maximize the probability of

obervations given the model. This problem relates to the learning phase of the HMMs which

describe each facial expression sequence. A comprehansive tutorial on HMMs is given by

Rabiner [36].

5.1 Expression Recognition Using Emotion-Specific HMMs

Since the display of a certain facial expression in video is represented by a temporal

sequence of facial motions it is natural to model each expression using an HMM trained for

that particular type of expression. There will be six such HMMs, one for each expression:
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{happy(1), angry(2) , surprised(3), disgust(4), fear(5), sad(6)}. There are several choices of

model structure that can be used. The two main models are the left-to-right model and the

ergodic model. In the left-to-right model, the probablity of going back to the previous state

is set to zero, and therefore the model will always start from a certain state and end up in an

‘exiting’ state. In the ergodic model every state can be reached from any other state in a finite

number of time steps. In [7], Otsuka and Ohya used left-to-right models with three states to

model each type of facial expression. The advantage of using this model lies in the fact that

it seems natural to model a sequential event with a model that also starts from a fixed starting

state and always reaches an end state. It also involves fewer parameters, and therefore will be

easier to train. The disadvantage of using this model is that it reduces the degrees of freedom

the model has to try to account for the observation sequence. There has been no study to

indicate that the facial expression sequence is indeed modeled well by the left-to-right model.

On the other hand, using the ergodic HMM allows more freedom for the model to account for

the observation sequences, and in fact, for an infinite amount of training data it can be shown

that the ergodic model will reduce to the left-to-right model, if that is indeed the true model.

In this work both types of models were tested with various numbers of states in an attempt

to study the best structure that can model facial expressions. In Figure 5.1 an example of a

five-state left-to-right HMM (with return) is shown, with the problilities as learned from the

experiments described in Chapter 6.

0.86

0.07

0.04
0.91

0.09
0.94

0.06

0.93
0.07

0.93

Figure 5.1 Labeled five-state left-to-right HMM with return.
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The observation vector Ot for the HMM represents continuous motion of the facial

action units. Therefore, B is represented by the probablity density functions (pdf) of the ob-

servation vector at time t given the state of the model. The Gaussian distribution is chosen to

represent these pdf’s, i.e.,

B = {bi(Ot)} ∼ N(µj, Σj), 1 ≤ j ≤ N (5.2)

Where µj and Σj are the mean vector and full covariance matrix, respectively.

Learning the parameters of the model of the emotion-expression specifc HMM is using

the well-known Baum reestimation formulas applied for an HMM with continuous observation

vectors. See [37] for details of the algorithm. For the learning, hand labeled sequences of each

of the facial exressions are used, and the Baum algorithm derives the maximum likelihood

(ML) estimation of the model parametes λ.

After learning the emotion-specific model from labeled examples, an ML classifier is

constructed. Figure 5.2 shows the structure of the ML classifier. Given an observation sequence

Ot where t ∈ (1, T ) the probability of the observation given each of the six models P (Ot|λj)

is computed using the forward-backward procedure [36]. The sequence is classified as the

emotion corresponding to the model that yielded the highest probablility, i.e.,

c∗ = argmax1≤c≤6[P (O|λc)] (5.3)

5.2 Automatic Segmentation and Recognition of Emotions
Using Multilevel HMM.

The main problem with the approach taken in the previous section and in Chapter 4

is that it works on isolated facial expression sequences or on presegmented sequences of the

expressions from the video. In reality, this segmentation is not available, and therefore there is

a need to find an automatic way of segmenting the sequences. In automatic speech processing,
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Action Unit 

Measurements
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Figure 5.2 Maximum likelihood classifier for emotion specific HMM case.

concatanation of the HMMs representing phonemes in conjuction with the use of grammar

has been used in many systems for continuous speech recognition. Dynamic programming for

continuous speech has also been proposed in different researches. It is not very straightforward

to try and apply these methods to the emotion recognition problem since there is no clear notion

of language in displaying emotions. Otsuka and Ohya [7] used a hueristic method based on

changes in the motion of several regions of the face to decide that an expression sequence

is beginning and ending. After detecting the boundries, the sequence is classified to one of

the emotions using the emotion-specific HMM. This method is prone to errors because of the

sensitivity of the classifier to the segmentation result.

To solve this problem, a different kind of architecture is needed. Figure 5.3 shows the

proposed architecture for automatic segmentation and recogntion of the displayed expression

at each time instance. As can be seen, the motion features are fed continuously to the six

emotion-specific HMMs. The state sequence of each of the HMMs is decoded and used as the

observation vector for the high-level HMM. The high-level HMM consists of seven states, one
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for each of the six emotions and one for neutral. The neutral state is neccessary since most of

the time there is no display of emotion on a person’s face. The transitions between emotions

are imposed to pass through the neutral state since it is fair to assume that the face resumes

a neutral position before it displays a new emotion. For instance, a person cannot go from

expressing happy to sad without returning the face to its neutral position (even for a very brief

interval). The recognition of the expression is done by decoding the state that the high-level

HMM is in at each point in time since the state represents the displayed emotion. To get a

more stable recognition, the actual output of the classifier will actualy be a smoothed version

of the state sequence, i.e., the high-level HMM will have to stay in a particular state for a long

enough time in order for the output to be the emotion related to that state.

Anger

Surprise

Sad

Happy

Disgust

Fear

Neutral

t+1 t+2 t+3 t+4t

t t+1 t+2 t+3 t+4

6 HMM
State sequence of 

Model for Emotion (1)

HMM Model for Emotion (6)

Decoded State Sequence

Tracking Results - Action

Unit Measurements

Decoded State Sequence = Observation Sequence for High-Level HMM

Recognition of Emotion at Each

Sampling Time

Decoded State Sequence

Higher-Level HMM

Figure 5.3 Multilevel HMM architecture for automatic segmentation and recognition of emo-
tion.

The training procedure of the system is as follows:

• Train the emotion-specific HMMs using a hand segmented sequence as described in the

previous section.
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• Feed all six HMMs with the continuous (labeled) facial expression sequence. Each ex-

pression sequence contains several instances of each facial expression with neutral in-

stances separating the emotions.

• Obtain the state sequence of each HMM to form the six-dimensional observation vec-

tor of the higher-level HMM, i.e., Oh
t = [q

(1)
t ,...,q(6)

t ]T , where qi
t is the state of the ith

emotion-specific HMM. The decoding of the state sequence is done using the Vitterbi

algorithm [36].

• Learn the probability observation matrix for each state of the high-level HMM using

P (q
(i)
j |Sk) = {expected frequency model i was in state j for all time instances labeled

k}, and

B(h) = {bk(O
h
t )} = {

6
∏

i=1

(P (q
(i)
j |Sk)} (5.4)

where j ∈ (1 ,Number of States for Lower Level HMM).

• Compute the transition probability A = {akl} of the high-level HMM using the fre-

quency of transiting from each of the six emotion classes to the neutral state in the train-

ing sequences and from the neutral state to the other emotion states. For notation, the

neutral state is numbered 7, and the other states are numbered as in the previous section.

It should be noted that the transition probablities from one emotion state to another that

is not neutral are set to zero.

• Set the initial probablity of the high-level HMM to be 1 for the neutral state and 0 for all

other states. This forces the model to always start at the neutral state and assumes that

a person will display a neutral expression in the beginning of any video sequence. This

assumption is made just for simplicity of the testing.

Using the system after the training is very similar to using it during training. The face

tracking sequence is fed into the lower-level HMMs and a decoded state sequence is obtained
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using the Vitterbi algorithm. The decoded lower-level state sequence Oh
t is fed into the higher-

level HMM and the observation probablities are computed using Eq.(5.4). Note that in this way

of computing the probability, it is assumed that the state sequences of the lower-level HMMs

are indepedent given the true labeling of the sequence. This assumption is reasonable since

the HMMs are trained independently and on different training sequences. In addition, without

this assumption, the size of B will be enormous, since it will have to account for all possible

combinations of states of the six lower-level HMMs, and it would require a huge amount of

training data.

Using the Vitterbi algorithm again for the high-level HMM, a most likely state sequence

is produced. The state that the HMM was in at time t corresponds to the expressed emotion in

the video sequence at time t. To make the classification result robust to undesired fast changes,

a smoothing of the state sequence is done by not changing the actual classification result if the

the HMM did not stay in a particular state for more then T times, where T can vary between 1

and 15 samples (assuming a 30-Hz sampling rate). The introduction of the smoothing factor T

will cause a delay in the decision of the system, but of no more than T sample times.
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CHAPTER 6

EXPERIMENTS

The testing of the algorithms described in Chapters 4 and 5 is performed on a previously

collected database of people that are instructed to display facial expressions corresponding to

the six types of emotions. This database is the same as the one tested in [10]. The data

collection method is described in detail in [10]. However, the classification done in [10]

was based on a frame-to-frame basis; whereas, in this work, using the dynamic programming

algorithm and the HMM structure, the classification is based on an entire sequence of one

displayed emotion. All of the tests of the algorithms are performed on a set of five people,

each one displaying six sequences of each one of the six emotions, and always coming back

to a neutral state between each emotion sequence. The video was used as the input to the face

tracking algorithm described in Chapter 2. The output of the face tracker was the values of the

12 action units at each frame. The sampling rate was 30 Hz, and a typical emotion sequence is

about 70 samples long (2̃ s). Figure 6.1 shows one frame of each emotion for each one of the

five subjects.

The method of collecting the data was an open recording, where the person is asked

to display the expression corresponding to the emotion being induced. This is of course not

the ideal way of collecting emotion data. The ideal way would be using a hidden recording,
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(a) Anger (b) Disgust (c) Fear (d) Happiness (e) Sadness (f) Surprise

Figure 6.1 Examples of images from the video sequences used in the experiment.

inducing the emotion through events in the normal enviroment of the subject, not in a studio.

The main problem with collecting the data this way is the impracticality of it and the ethical

issue of hidden recording. In the following experiments, all three approaches (DP, emotion-

specific HMM, and multilevel HMM) are tested using the database. In all of the tests, a leave-

one-out cross validation is used to obtain the probability of error.
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6.1 Person-Dependent Tests

A person-dependent test is first tried. Since there are six sequences of each facial ex-

pression for each person, for each test one sequence of each emotion is left out, and the rest are

used as the training sequences. Using the dynamic programming algorithm, a nearest-neighbor

classifier is used. For the HMM-based models, several states were tried (3-12) and both the

ergodic and left-to-right with return were tested. The results presented below are of the best

configuration (an ergodic model using 11 states). Table 6.1 shows the recognition rate for each

person for the three classifiers, and the total recognition rate averaged over the five people.

Notice that the fifth person has the worst recognition rate. Table 6.2 shows the confusion ma-

trix between the different emotions averaged over all of the five people (36 sequences for each

emotion) for the dynamic programming test. Table 6.3 shows the same leaving out the fifth

person. Tables 6.4 and 6.5 show the same for the emotion-specific HMM.

Table 6.1 Person-dependent emotion recognition rates using the DP algorithm, emotion-
specific HMM, and multilevel HMM.

Subject Dynamic Programming Emotion Specific HMM Multilevel HMM

1 91.67% 82.86% 80%
2 100% 91.43% 85.71%
3 91.67% 80.56% 80.56%
4 91.67% 83.33% 88.89%
5 68.57% 54.29% 77.14%

Total 88.64% 78.49% 82.46%

Observing the results, it can be seen that the dynamic programming approach yielded

the best result, a fact that is not suprising because of the relatively small set of sequences

available for each person. The fact that subject 5 was poorly classified can be attributed to

the inaccurate tracking result and lack of sufficient variability in displaying the emotions. It

can be seen that the multilevel HMM does not significantly decrease the recognition rate (and
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Table 6.2 Confusion matrix for DP for all five subjects.
Happiness Anger Surprise Disgust Fear Sadness

Happiness 100.00% 0 0 0 0 0
Anger 6.66% 93.33% 0 0 0 0

Surprise 0 3.33% 96.66% 0 0 0
Disgust 3.33% 3.33% 6.66% 86.66% 0 0

Fear 3.33% 3.33% 13.33% 0 80.00% 0
Sadness 3.33% 10.00% 6.66% 6.66% 0 73.33%

Table 6.3 Confusion matrix for DP for the first four subjects.
Happiness Anger Surprise Disgust Fear Sadness

Happiness 100.00% 0 0 0 0 0
Anger 0% 100.00% 0 0 0 0

Surprise 4.16% 4.16% 91.66% 0 0 0
Disgust 0 0 4.16% 95.83% 0 0

Fear 0 0 8.33% 0 91.66% 0
Sadness 0 12.50% 4.16% 4.16% 0 79.16%

improves it in some cases), even though the input is unsegmented continuous video, in contrast

to the DP and emotion-specific HMM which have to have as an input the segmented emotion

sequences. From the confusion matrices it can be seen that happiness and surprise are well

recognized in all configurations, with happiness achieving near 100%, and surprise approxi-

mately 90%. Using the DP, anger is also well recognized, but using the HMMs it has a lower

recognition rate, with confusion mainly with disgust. It can also be seen that the more ‘subtle’

emotions are confused with each other more frequently, with sadness being the most confused

emotion. Although the emotions usually do not confuse with happiness, in some instances sur-

prise was confused with happiness due to the fact that the subject smiled while displaying the

surprise, something that does happen in real life when the surprise is a good one. These results

suggest the use of a different labeling of the emotional states to scales of positive and negative

and intensity of the emotions. This 2D representation of the emotions has been described by

Lang [14].
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Table 6.4 Confusion matrix for HMM for all five subjects.
Happiness Anger Surprise Disgust Fear Sadness

Happiness 96.66% 0 3.33% 0 0 0
Anger 6.66% 70.00% 0 16.66% 3.33% 10.00%

Surprise 0 0 90.00% 3.33% 3.33% 3.33%
Disgust 6.66% 3.33% 10.00% 73.33% 0 6.66%

Fear 3.33% 6.66% 16.66% 10.00% 60.00% 3.33%
Sadness 0 10.00% 10.00% 10.00% 0 70.00%

Table 6.5 Confusion matrix for HMM for the first four subjects.
Happiness Anger Surprise Disgust Fear Sadness

Happiness 95.83% 0 4.16% 0 0 0
Anger 0 66.66% 4.16% 16.66% 4.16% 8.33%

Surprise 4.16% 0 87.50% 8.33% 0 0
Disgust 12.50% 4.16% 0 83.33% 0 0

Fear 0 8.33% 8.33% 4.16% 79.16% 0
Sadness 0 8.33% 10.00% 8.33% 4.16% 79.16%

6.2 Person-Independent Tests

In the previous section it was seen that a good recognition rate was achieved when the

training sequences were taken from the same subject as the test sequences. The main challenge

is to see if this can be generalized to a person-independent recognition. For this test all of the

sequences of one subject are used as the test sequences, and the sequences of the remaining

four subjects are used as training sequences. This test is repeated five times, each time leaving

a different person out (leave one out cross validation). Table 6.7 shows the recognition rate of

the test for the three algorithms. The results indicate that in this case, the multilevel HMM gave

better results than both of the other algorithms and the DP gave the worst results. In general

the recognition rate is much lower than the person-dependent case (58% at best, compared to

88%). The first reason for this drop is the fact that the subjects are very different from each

other (three females, two males, and different ethnic backgrounds); hence, they display their

emotion differently. In fact, the recognition rate of subject 3, an asian woman, was the lowest

in this case (30% for DP, and 36% for multilevel HMM). Although it appears to contradict the
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Table 6.6 Recognition rate for person-dependent test.
Dynamic Programming Emotion specific HMM Multilevel HMM

Recognition rate 52% 55% 58%

universitality of the facial expressions as studied by Ekman and Friesen [5], it shows that for

practical automatic emotion recognition, consideration of gender and race play a role in the

training of the system. This conclusion cannot be made strongly since the database is small.

A study of a larger database of subjects can confirm or dispute this conclusion, and there are

suggestions in the literature on the validity of this conclusion.

To allow a better insight into these results, Table 6.7 shows the recognition rate of

each emotion for both the DP algorithm and the multilevel HMM. As can be seen, happiness

maintains a high recognition rate, with surprise maintaining a reasonable recognition rate. The

worst recongnized emotion is sadness, with very low recognition in both the DP case and the

multilevel HMM case. Fear is recognized reasonably well in the mulitlevel HMM case, but

confused greatly with anger and surprise in the DP case. Anger, on the other hand, is not

recongnized well in the multilevel HMM case. Observing the confusion matrix of the DP test

shows in Table 6.8 that sadness is mainly confused with disgust and surprise. Again, it can be

seen that certain expressions are greatly confused with others, where happiness and surprise

are more easily recognized and less confused.

Table 6.7 Recognition rate for person-dependent test.
Happiness Anger Surprise Disgust Fear Sadness

Dynamic Programming 91.66% 87.50% 91.66% 4.16% 79.16% 8.33%
Multilevel HMM 96.66% 36.11% 66.66% 41.67% 63.89% 27.78%

The last result concerns the correct segmentation of the multilevel HMM in terms of

going back correctly to the neutral state. In the person-dependent case, 93% of the neutral

sequences were correctly labeled, and 87% in the person-independent case. This result shows
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Table 6.8 Confusion matrix of DP for person-independent test.
Happiness Anger Surprise Disgust Fear Sadness

Happiness 91.66% 8.33% 0 0 0 0
Anger 8.33% 87.50% 0 0 0 4.16%

Surprise 8.33% 0 91.66% 0 0 0
Disgust 12.50% 54.16% 20.83% 4.166% 8.33% 0

Fear 0 4.16% 8.33% 16.16% 79.16% 0
Sadness 0 8.33% 37.50% 29.16% 16.66% 8.33%

that the multilevel HMM detects changes in the expressions well and is able to segment the

sequence well to different segments.
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CHAPTER 7

DISCUSSION

In this work new methods for emotion recognition from video sequences of facial ex-

pression were explored. The first two methods, the dynamic programming time alignment

and emotion-specific HMM, relied on segmentation of a contiuous video into sequences of

emotions (or neutral state). The third method, multilevel HMM, performed automatic seg-

mentation and recognition from a continuous signal. The experiments on a database of five

people showed that the recognition rates for a person-dependent test are very high using all

three methods. The recognition rates drop dramatically for a person-independent test. This

implied that a larger database is needed for the training, and possibly the subjects should be

classified according to some catergories, such as ethnic background and gender. The tests also

showed that some emotions are greatly confused as others (anger, disgust, sadness and fear),

while happiness and surprise are usually classified well. This implies the use of a different set

of classes to get more robust classification. The classes can be positive, negative, surprise and

neutral. This scale clusters the emotions into four categories, and can improve the recognition

rate dramatically.

Even though the recognition rate for some of the tests was lower than the one reported

by Chen [10], the comparison is not a fair one since in that work the recognition was done on a
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frame-to-frame basis and not on an entire sequence. This can cause recognition of one emotion

in one frame and a completely different emotion in the next, something which is unlikely in

reality. Looking at the entire sequence and classifying based on the whole temporal information

leads to a more likely classification of a sequence, and does not allow sudden changes.

One of the main drawbacks in all of the works done on emotion recognition from facial

expression videos is the lack of a benchmark database to test different algorithms. This work

relied on a database collected by Chen [10], but it is difficult to compare the results to other

works using different databases. The recently constructed database by Kanade et al [20] will

be a useful tool for testing these algorithms.

A useful extension of this work would be to build a real time system comprised of a

fast and accurate face tracking algorithm combined with the multilevel HMM structure. By

giving this feedback to the computer, a better interaction can be achieved. This can be used in

many ways. For example, it can help in education by helping children learn effectively with

computers.

Recognizing the emotion from just the facial expressions is probably not accurate enough.

For a computer to truly understand the emotional state of a human, other measurements prob-

ably have to be made. Voice and gestures are widely believed to play an important role as well

[10, 12], and physiological states such as heart beat and skin conductivity are being suggested

[38]. People also use context as an indicator of the emotional state of a person. This work is

just another step on the way toward achieving the goal of building more effective computers

that can serve us better.
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