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Abstract—Video super-resolution (SR) aims at estimating a
high-resolution (HR) video sequence from a low-resolution (LR)
one. Given that deep learning has been successfully applied to
the task of single image SR, which demonstrates the strong
capability of neural networks for modeling spatial relation within
one single image, the key challenge to conduct video SR is how to
efficiently and effectively exploit the temporal dependency among
consecutive LR frames other than the spatial relation. However,
this remains challenging because complex motion is difficult to
model and can bring detrimental effects if not handled properly.
We tackle the problem of learning temporal dynamics from two
aspects. First, we propose a temporal adaptive neural network
that can adaptively determine the optimal scale of temporal
dependency. Inspired by the Inception module in GoogLeNet [1],
filters of various temporal scales are applied to the input LR
sequence before their responses are adaptively aggregated, in
order to fully exploit the temporal relation among consecutive
LR frames. Second, we decrease the complexity of motion
among neighboring frames using a spatial alignment network
that can be end-to-end trained with the temporal adaptive
network and has the merit of increasing the robustness to
complex motion and the efficiency compared to competing image
alignment methods. We provide a comprehensive evaluation of
the temporal adaptation and the spatial alignment modules. We
show the temporal adaptive design considerably improve SR
quality over its plain counterparts, and the spatial alignment
network is able to attain comparable SR performance with the
sophisticated optical flow based approach, but requires much less
running time. Overall our proposed model with learned temporal
dynamics is shown to achieve state-of-the-art SR results in terms
of not only spatial consistency but also temporal coherence
on public video datasets. More information can be found in
http://www.ifp.illinois.edu/∼dingliu2/videoSR/

Index Terms—Super-Resolution, Deep Learning, Deep Neural
Networks.

I. INTRODUCTION

Video super-resolution (SR) can be cast as the problem of
estimating high-resolution (HR) frames from a low-resolution
(LR) sequence, which has been extensively studied in past
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few decades. This problem has attracted growing attention re-
cently as the high-definition display (e.g. HDTV) has become
prevalent in the market and even ultra-high-definition video
formats, such as 4K UHD (2160p) and 8K UHD (4320p),
have emerged. There is an increasing demand of converting
low quality video sequences into high-definition ones so that
they can be played on the high-definition displays in a visually
pleasant manner.

Video SR can be tackled from two perspectives: utilizing
the intra-frame spatial relation and the inter-frame temporal
relation. In the recent years, neural network based models have
become dominant for image SR to model the spatial relation
due to the large model capacity and the end-to-end learning
strategy [2], [3], [4], [5], [6], [7], [8], [9], [10]. We have
witnessed the remarkable improvement of image SR accuracy
from neural network based approaches with the help of deeper
architectures, more layers and more trainable parameters.

Instead of only considering the intra-frame spatial relation
for single image SR, the inter-frame temporal relation is more
important for video SR, as researches in vision system suggest
that human vision system is more sensitive to motion [11].
Hence it is crucial for video SR algorithms to capture and
model the effect of motion information on visual perception.
To meet this need, a number of video SR algorithms are
proposed [12], [13], [14], [15], [16], [17], [18] to conduct
pixel-level motion and blur kernel estimation based on image
priors, e.g., sparsity and total variation. These methods usually
formulate a sophisticated optimization problem which requires
heavy computational cost and thus suffer considerable infer-
ence time. Recently, neural network based models have also
emerged in this domain [17], [19], [20]. Some of them model
the temporal relation on a fixed temporal scale via explicitly
conducting motion compensation to align consecutive frames
as inputs to the network model [17], [20], while the rest
develops recurrent network architectures to use the long-term
temporal dependency [19].

Motion estimation is crucial for temporal dependency mod-
eling and can influence the result of video SR drastically.
Rigid and smooth motion is usually easy to model among
neighboring frames, in which case it is beneficial to include
neighboring frames to super-resolve the center frame. On the
contrary, with complex motion or parallax presented across
neighboring frames, motion estimation becomes challenging
and erroneous motion compensation can undermine the result
of video SR.

To this end, we propose a temporal adaptive neural
network that is able to robustly handle various types of
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motion and adaptively select the optimal range of temporal
dependency to extract useful information among consecutive
frames and alleviate the detrimental effect of erroneous mo-
tion estimation simultaneously. Our network takes as input
a number of aligned LR frames after motion compensation,
and applies filters of different temporal sizes to generate
multiple HR frame estimates. The resultant HR estimates are
adaptively aggregated according to the confidence of motion
compensation which is inferred from the temporal adaptive
network. The proposed network architecture extends the idea
of the Inception module in GoogLeNet [1] to the temporal
domain. Our model gains the robustness to imperfect motion
compensation through network learning, instead of simply
boosting optical flow quality by using computationally more
expensive methods as in [17], or extracting motion information
only from a single fixed temporal scale as in [20].

Furthermore, we develop a very deep network architecture
by increasing the number of layers and trainable parameters in
our temporal adaptive network, in order to push the limit of the
SR accuracy. Similar to [7], convolutions are directly applied
in the LR image space and a deconvolution layer is appended
at last to upscale the feature representation and generate the
HR prediction in the desired spatial size. This design has
the benefit of drastically decreasing the computation cost and
thus facilitating the training effort as well as substantially
reducing inference time. We provide a thorough analysis of
this temporal adaptive design and systematically investigate
the relation between the SR performance and various network
architectures. We demonstrate that the temporal adaptive de-
sign obtains a clear advantage in handling complex motion
over the counterpart using temporal filters with fixed length.

Besides modeling motion information in the temporal do-
main, we also conduct motion compensation in the spatial do-
main to enhance the temporal modeling. We explore multiple
image alignment methods to improve video SR. We find the
sophisticated optical flow based approach may not be optimal,
as the estimation error on complex motion adversely affects
the subsequent SR. Therefore, we reduce the complexity of
motion by estimating only a small number of parameters
of spatial transform, and provide a more robust approach to
aligning frames. Moreover, inspired by the spatial transformer
network [21], we propose a spatial alignment network, which
infers the spatial transform between consecutive frames and
outputs aligned frames for video SR. Compared to the con-
ventional optical flow based methods, this spatial alignment
network needs much less inference time and can be cascaded
with the temporal adaptive network and trained jointly. We
observe that reducing the complexity of motion estimation
in this manner increases the robustness of image alignment
to complex motion and thus provides better SR performance,
which shows that the spatial alignment network is beneficial
to SR by providing aligned input frames.

We conduct a comprehensive comparison of our proposed
method and other recent video SR approaches on public
video datasets. Extensive video SR results show that our
method outperforms other competing methods by a large
margin in terms of not only spatial consistency but also
temporal coherence. In addition, as SR can be utilized as

a pre-processing step to improve the performance of high-
level vision tasks, we choose video face recognition as an
example and evaluate the improvement of its performance with
the help from various video SR approaches. Our proposed
method is able to achieve the most improvement showing that
it can not only produce visually pleasant HR results, but also
better recovers semantically faithful information benefiting
high-level vision tasks.

This paper is built upon our previous work in [22] with
several notable improvements. First, we incorporate a novel
very deep network architecture into the temporal adaptive
network, which significantly improves the video SR perfor-
mance compared to [22], both quantitatively and qualitatively.
Second, we conduct a detailed evaluation on the temporal co-
herence of SR predictions by adopting the MOIVE index [23]
and comparing their visual results. Third, we include a new
metric SSIM [24], in addition to PSNR, to better compare
the quantitative results among various video SR methods.
Finally, we present a more comprehensive experiment section
including more comparisons of SR results and an in-depth
discussion on the relation between video face recognition and
various video SR approaches.

II. RELATED WORK

In this section, we give a brief review of deep learning
techniques for SR. We first review the methods for image SR
and then discuss the ones for video SR.

A. Deep Learning for Image SR

Image SR has been widely studied over a few decades and
quite a number of approaches have been developed. Here we
only focus on neural network based methods, which have
shown impressive performance for image SR. Dong et al. [2],
[4] pioneer a three layer fully CNN, termed SRCNN, to
approximate the complex non-linear mapping between the
LR image and the HR counterpart. Due to the end-to-end
training strategy that jointly optimizes all the parameters and
the large learning capacity of neural networks, this method
notably outperforms the conventional shadow counterparts. A
sparse coding network (SCN) that closely mimics the sparse
representation approach for image SR is designed by Wang et
al. [3], [25], demonstrating the benefit of domain expertise
from sparse coding in the design of neural networks for
image SR. A very deep CNN with residual architecture and
much more layers and trainable weights, termed VDSR, is
proposed by Kim et al. [5] to attain impressive SR accuracy.
Kim et al. [6] design another network which has recursive
architectures with skip-connection for image SR, dubbed as
DRCN, to boost performance while exploiting a small number
of model parameters. Liu et al. [26] propose to learn a mixture
of networks that can work in a complementary manner to
further improve SR results. Shi et al. [7] propose an efficient
sub-pixel convolutional neural network, termed ESPCN, which
directly applies convolutions on the LR space of images and
learns an array of upscaling filters in the last layer of their
network, in order to considerably reduce the computation cost
and achieve real-time SR. Dong et al. [8] adopt a similar
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Fig. 1. The overview of the temporal adaptive neural network. It consists of a number of SR inference branches and a temporal modulation branch. Each SR
inference branch works on a different temporal scale and utilizes its temporal dependency to provide an HR frame prediction. These predictions are adaptively
combined using pixel-level aggregations from the temporal modulation branch to generate the final HR frame.

strategy to enhance SRCNN with smaller filter sizes and more
convolution layers. More recently, Ledig et al. [27] utilize a
generative adversarial network to produce plausible-looking
fine details and textures for image SR of large upscaling
factors. Lai et al. [9] propose the laplacian pyramid super-
resolution network to progressively reconstruct the sub-band
residuals of HR images. Tai et al. [10] propose another deep
recursive residual network which improves DRCN with more
convolutional layers and more residual units. Han et al. [28]
propose a dual-state recurrent network to exploit both LR and
HR signals jointly and allow information exchanging between
LR and HR spaces in both directions.

B. Deep Learning for Video SR

With the popularity of neural networks for image SR, people
have started developing video SR methods of neural networks.
Liao et al. [17] first generate an ensemble of SR draft via
motion compensation under different parameter settings, and
then use a CNN to reconstruct the HR frame from all drafts.
Huang et al. [19] avoid explicit motion estimation by extending
SRCNN for single image SR along the temporal dimension
forming a recurrent convolutional network to capture the long-
term temporal dependency. This neural network models the
long-term temporal information in a bidirectional “recurrent-
like” connections. These methods either suffer considerable
running time due to the conventional optical flow based align-
ment methods, or fail to precisely handle large-displacement
and other complicated motions which degrade the final SR
performance. Kappeler et al. [20] extend SRCNN for video
SR by taking as input consecutive motion compensated frames
on a fixed temporal scale and experiment with various ways to
merge feature representations of video frames. However, the
sophisticated and time-consuming optical flow based frame
alignment is the shortcoming of this method. Yang et al. [29]
use a joint spatial-temporal residual network for video SR.
Caballero et al. [30] adopt a trainable motion compensation
network and use a CNN to generate HR predictions from
multiple LR frames. More recently, Tao et al. [31] design a
network layer to compute the motion between adjacent frames
and map the frames onto HR grids simultaneously.

III. TEMPORAL ADAPTIVE NEURAL NETWORK

In this section, we introduce our temporal adaptive neural
network. We start by giving an overview of the network, and
then provide the detailed architecture. We finally show the
training objective of the network.

A. Overview

Our model aims to estimate an HR frame from a set
of local LR frames. The main challenge of video SR lies
on the proper utilization of temporal information to handle
various types of motion specifically. To address this problem,
we design a neural network to adaptively select the optimal
temporal scale for video SR. The network has a number of
SR inference branches {Bi}Ni=1, where each Bi works on a
different temporal scale i, and uses its temporal dependency
on its scale to predict an HR estimate. We design an extra
temporal modulation branch, T , to determine the optimal
temporal scale and adaptively combine all the HR estimates
based on motion information, at the pixel-level. All SR in-
ference branches and the temporal modulation branch are
incorporated and jointly learned in a unified network. The final
estimated HR frame is aggregated from the estimates of all
SR inference branches considering the motion information on
various temporal scales. The overview of the temporal adaptive
network is shown in Figure 1.

B. Network Architecture

1) SR inference branch: The SR inference branch Bi works
on 2i − 1 consecutive LR frames. c denotes the number of
channels for every input LR frame and r is the upscaling
factor. The filters of SR inference branch Bi in the first layer
have the temporal length of 2i − 1. Specifically, if we apply
convolutions in the first layer, the convolutional filters are
designed to have (2i− 1)× c channels.

First we customize a recent neural network based SR model,
ESPCN [7], as the SR inference branch due to its high SR
accuracy and low computation cost, and use this lightweight
model to validate the effectiveness of the temporal adaptive
network. This network has three layers in total. The first layer
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is a convolutional layer with 64 kernels in the size of 5 × 5;
the second layer is another convolutional layer with 32 kernels
in the size of 3× 3; the last layer is a sub-pixel convolutional
layer which uses r2×c kernels in the size of 3×3 to generate
feature maps in r2 × c channels and rearranges them into
the HR prediction of c channels. The Rectified Linear Unit
(ReLU) [32] is chosen as the activation function of the first and
second layer. All the convolutions are conducted with stride
one. The interested readers are referred to [7] for the details
of ESPCN.

Afterward we develop a much deeper network with more
trainable parameters as the SR inference branch in order to
push the limit of the SR accuracy of our model, since more
layers and larger model size usually lead to the performance
gain. This network shares the similar idea of ESPCN by
directly extracting features from the LR image space in order
to lower the computation cost, and consists of 19 convolutional
layers and one deconvolution layer. Each convolutional layer
has 64 kernels in the size of 3 × 3 with stride one and
a ReLU as the activation function. The last deconvolution
layer is used to enlarge the spatial dimension of feature maps
into the desired size, which has c kernels in the size of
(2r − r mod 2) × (2r − r mod 2) with stride r and results
in the HR prediction of c channels.

Note that the design of the SR inference branch is not
limited to these two choices, and all other network based
SR models, such as SRCNN and SCN, can work as the
SR inference branch as well. The output of Bi serves as an
estimate to the final HR frame.

2) Temporal modulation branch: The principle of this
branch is to learn the selectivity of our model on different
temporal scales according to motion information. We propose
to assign pixel-level aggregation weights on each HR estimate,
and in practice this branch is applied on the largest temporal
scale. For a model of N SR inference branches, the temporal
modulation branch takes 2N−1 consecutive frames as input. A
bilinear interpolation layer is first used to upscale consecutive
input frames to the desired size. Then three convolutional
layers are constructed, which have 32, 16, and N kernels of
5 × 5, respectively. Batch normalization is added after each
convolutional layer to increase the robustness to initialization
and speed up the training convergence. ReLU is used as
the activation neuron after the first two convolutional layers
and batch normalization. At the end of temporal modulation
branch, we use Softmax for the last layer to ensure that the
sum of all the weights is one along the temporal direction
for each pixel. The temporal modulation branch outputs the
pixel-level weight maps on all N possible temporal scales.

3) Aggregation: The output of each SR inference branch
is multiplied with its corresponding weight map from the
temporal modulation branch in a pixel-wise manner, and then
these products are summed up to form the final estimated HR
frame.

C. Training Objective

In training, we minimize the loss between the target HR
frame and the predicted output, as

min
Θ

∑
j

‖F (y(j);Θ)− x(j)‖22, (1)

where F (y;Θ) represents the output of the temporal adaptive
network, x(j) is the j-th HR frame and y(j) are all the
associated LR frames; Θ is the set of parameters in the
network.

If we use an extra function W (y; θw) with parameter θw to
represent the behavior of the temporal modulation branch, the
cost function then can be expanded as:

min
θw,{θBi

}Ni=1

∑
j

‖
N∑
i=1

Wi(y
(j); θw)� FBi(y

(j); θBi)− x(j)‖22.

(2)
Here � denotes the pointwise multiplication and FBi

(y; θBi
)

is the output of the SR inference branch Bi.
In practice, we first train each SR inference branch Bi

individually as in (1) using the same HR frame as the training
target, and then use the resultant models to initialize the
SR inference branches when training the temporal adaptive
network following (2). This training strategy speeds up the
convergence dramatically without sacrificing the prediction
accuracy of SR.

IV. SPATIAL ALIGNMENT METHODS

The alignment of consecutive LR frames is usually applied
as a prepossessing step for video SR, and has been proved
beneficial in prior works [17], [20]. We investigate several
image alignment methods in order to provide better motion
compensated frames for the temporal adaptive network.

A. Rectified Optical Flow Alignment

It is well known that since the complex motion is difficult
to model, the conventional optical flow based image alignment
using erroneous motion estimation may introduce artifacts,
which can be propagated to the following SR step and have
a detrimental effect on it. In addition, the aligned image
from optical flow typically needs to generate resulting pixels
by bilinear interpolation back onto a regular grid, but the
bilinear interpolation usually loses the sharp details of objects
in the original frames. Hence we try simplifying the motion
estimation in the patch level to integer translations for avoiding
interpolation which may cause blur or aliasing. Given a patch
and its optical flow, we estimate the integer translation along
the horizontal and vertical directions by rounding the average
horizontal and vertical displacement of all pixels in this
patch, respectively. This scheme, termed rectified optical flow
alignment, proves more beneficial to the following SR than
the conventional optical flow based image alignment, which
will be shown in Section V-D.
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Fig. 2. The architecture of the spatial alignment network and the cascade of it with the SR network. Each time one LR reference frame and its neighboring
LR frame (as the source frame) are first fed into a localization net to regress the alignment parameter θ̂ST . Then θ̂ST is applied to the source frame in the
spatial transform layer, to generate an LR aligned frame. The LR reference frame and all the aligned neighboring frames are the input to the subsequent SR
network. During the joint training, we minimize the weighted sum of the MSE loss in the SR network and the MSE loss between θ̂ST and the ground truth
θST in the spatial alignment network.

B. Spatial Alignment Network

In order to align neighboring frames, we propose a spatial
alignment network which has the merits of efficient inference
and end-to-end training with the SR network. The architecture
of the spatial alignment network and the cascade of it with the
temporal adaptive network are shown in Figure 2.

Each time the spatial alignment network takes as input one
LR reference frame and one LR neighboring frame (as the
source frame), and generates as output an aligned version
of this neighboring frame. Specifically, these two LR frames
are first fed into a localization network to predict the spatial
transform parameter θ̂ST , which is then applied to the source
frame in the spatial transform layer, to produce the LR
aligned frame. Given the success of the rectified optical flow
alignment, we design the localization network to infer only two
translation parameters. The LR source frame and reference
frame are stacked to form the input of 2 × c channels. The
localization network has two convolutional layers of 32 kernels
in the size of 9 × 9. Each convolutional layer is followed by
a max-pooling layer with stride two and kernel in the size of
two. Then there are two fully connected layers which have
100 and two nodes, respectively, to regress the two translation
parameters. ReLU is used as the activation function after
each convolutional and fully connected layer. In practice, the
spatial alignment network works on the patch level for better
motion modeling, and only the center region in each patch
is kept in order to avoid the empty area near the boundary
after translation. In training, the loss in the spatial alignment
network is defined as the mean squared error (MSE) between
θ̂ST and the ground truth θST , which is calculated on LR
frames and acquired from other image alignment methods, e.g.
the rectified optical flow alignment.

The LR reference frame and all the resultant aligned neigh-
boring frames from this network are used together as input to
the temporal adaptive network for SR.

We propose to train this network and the temporal adaptive
network in an end-to-end fashion, since joint learning is
usually more advantageous than separate learning. During the
joint training, we minimize the weighted sum of the loss in
the spatial alignment network and the loss from the temporal

adaptive network, as

min
{Θ,θL}

∑
j

‖F (y(j);Θ)− x(j)‖22 + λ
∑
j

∑
k∈Nj

‖θ̂(k)ST − θ
(k)
ST ‖

2
2,

(3)
where Nj denotes the set of LR frames associated to the j-th
HR frame, and λ is the scaling factor for balancing these two
losses. θL represents the set of parameters in the localization
net.

Prior to our work, Caballero et al. [30] propose a motion
compensation network to align neighboring input frames,
which can also be jointly trained with the SR step. Differ-
ent from our method, in their approach the optical flow is
estimated in a multi-scale fashion and then used to warp the
source frame, and the Huber loss is included in the training
of this spatial transformer.

V. EXPERIMENTS

We discuss our experiments in this section. We first intro-
duce the datasets that we use and provide the implementation
details of our system. Next, we provide a thorough analysis of
our network architecture and spatial alignment methods. We
then compare our results with state-of-the-art, and show the
influence of video SR with respect to the high-level vision
tasks. Finally we provide the running time analysis of our
proposed approach.

A. Datasets

Since the amount of training data plays an important factor
in training neural network, we combine three public datasets
of uncompressed videos: LIVE Video Quality Assessment
Database [23], MCL-V Database [33] and TUM 1080p Data
Set [34], so as to collect sufficient training data. We prepare
data in 3D volume from video clips that have abundant textures
and details and are separated by shots or scenes. We test our
method on six videos: calendar, city, foliage, penguin, temple
and walk from [17], each of which has 31 frames. In addition,
we choose a 4K video dataset, Ultra Video Group Database1,
as a second test set for the SR performance comparison.
This dataset consists of seven 120fps sequences: Beauty,

1http://ultravideo.cs.tut.fi/
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Bosphorus, HoneyBee, Jockey, ReadySteadyGo, ShakeNDry
and YachtRide, covering various types of scenes and motion.
ShakeNDry has 300 frames while the other six have 600
frames. The original HR frames are downsized by bicubic
interpolation to generate LR frames for training.

B. Implementation Details

Following the convention in [2], [3], [19], [7], we convert
each frame into the YCbCr color space and only process the
luminance channel using our model. Hence each frame has
c = 1 channel. We focus on the upscaling factor of four, which
is usually the most challenging case in video SR. The input
LR frames to the temporal adaptive network are the volume
of 5× 30× 30 pixels, i.e. patches of 30× 30 pixels from five
consecutive frames. These data are augmented with rotation,
reflection and scaling, providing about 10 million training
samples. We apply a constant learning rate of 10−4 for the
first two layers and 10−5 for the last layer, a batch size of
64 with momentum of 0.9. We terminate the training after
five million iterations. Based on the architecture of each SR
inference branch, we can initialize the parameters from the
single frame SR model, except that the filter weights in the
first layer are evenly divided along the temporal dimension.
In practice, it is observed that this initialization strategy leads
to faster convergence and usually improves the performances.

C. Analysis of Network Architecture

We experiment with different types of the temporal adap-
tive network architecture in order to investigate the relation
between the SR performance and network architecture. Recall
that Bi denotes the SR inference branch working on 2i−1 LR
frames, and T is the temporal adaptive branch. We explore the
architectures that contain (1) only B1, (2) only B2, (3) only
B3, (4) B1,2, (5) B1,2 + T , (6) B1,2,3 and (6) B1,2,3 + T .
B1,2 denotes the straight average of HR predictions from B1

and B2, and B1,2,3 follows the similar definition. Note that
in the case of (1), each frame is super-resolved independently.
For the experiments in this section, LR consecutive frames are
aligned as in Section IV-A.

We experiment with three choices of SR inference branch:
(1) a customized ESPCN, (2) the deeper network of 20 layers
and (3) VDSR. The PSNR (unit: dB) comparisons of six test
sequences by 4x upscaling are shown in Table I. Average
PSNR of all the frames in each video is shown in the table.
It can be observed that for each choice of SR inference
branches, generally the network performance is enhanced as
more frames are involved, and B1,2,3 + T performs the best
among all the architectures. B1,2 + T obtains higher PSNRs
than B1,2 and B1,2,3 + T is superior than B1,2,3, which
demonstrates the advantage of adaptive aggregation over the
straight averaging on various temporal scales. For the same
temporal architecture, the model with 20-layer SR inference
branch always outperforms the model with three-layer SR
inference branch, showing that more layers and more weights
increasing the capacity of temporal adaptive network can lead
to better restoration accuracy.

(a) B1 (b) B3

(c) B1,2,3 + T (d) Ground truth

Fig. 3. Examples of SR results from walk by 4x upscaling using different
network architectures. Compared with B1 and B3, the temporal adaptive
architecture B1,2,3 + T is able to effectively handle both the rigid motion
shown in the top left zoom-in region and the complex motion in the bottom
right zoom-in region.

In addition, we train an enhanced version of model B1,2,3

with the customized ESPCN as SR inference branch, where
the number of parameters in B1, B2 and B3 is increased by
enlarging the kernel size from 3×3 to 5×5 in the last sub-pixel
convolutional layer, so that the sum of number of parameters
is comparable to that of our proposed model B1,2,3 + T . We
test it over six video sequences by 4x upscaling, and obtain
the average PSNR of 27.76dB, which is 0.2dB lower than our
proposed model in Table I(a). This shows the advantage of
our temporal adaptive design over the straight averaging.

In order to show the visual difference of SR results among
various architectures, we choose one frame from walk, and
show the SR results from B1, B3, B1,2,3 + T as well as
the ground truth HR frame in Figure 3 with two zoom-in
regions. The region in the blue bounding box contains part
of a flying pigeon which is subject to complex motion among
consecutive frames and thus is challenging for accurate motion
estimation. It can be observed that the HR inference from B1

has much less artifacts than that from B3, indicating the short
term temporal dependency alleviates the detrimental effect of
erroneous motion estimation in this case. On the contrary, the
zoom-in region in the red bounding box includes the ear and
part of the neck of the pedestrian with nearly rigid motion,
in which case the HR inference from B3 is able to recover
more details. This manifests the necessity of the long term
temporal dependency. B1,2,3+T is able to generate better HR
estimates compared with its counterparts of single branch in
these two zoom-in regions, and thus shows the effectiveness
of the temporal adaptive design in our model.

To further analyze the temporal adaptive branch, we visual-
ize the weight maps given by the temporal modulation branch
of two frames from foliage and temple for each SR inference
branch. In addition, we use the index of the maximum weight
among all SR inference branches at each pixel to draw a max
label map. These results are displayed in Figure 4. It can be
seen that B1 mainly contributes the region of cars in foliage
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TABLE I
PSNR COMPARISONS OF DIFFERENT NETWORK ARCHITECTURES: AVERAGE PSNR OF ALL THE FRAMES IN EACH VIDEO SEQUENCE BY 4X UPSCALING
IS DISPLAYED. BEST RESULTS ARE SHOWN IN BOLD. FROM LEFT TO RIGHT, Bi : THE HR PREDICTION FROM THE i-TH SR INFERENCE BRANCH; B1,2 :
THE STRAIGHT AVERAGE OF HR PREDICTIONS FROM B1 AND B2 ; B1,2 + T : THE ADAPTIVE AGGREGATION OF THE OUTPUTS OF B1 AND B2 WITH

JOINT LEARNING. B1,2,3 AND B1,2,3 + T FOLLOW THE SIMILAR DEFINITIONS AS B1,2 AND B1,2 + T , RESPECTIVELY.

B1 B2 B3 B1,2 B1,2 + T B1,2,3 B1,2,3 + T

calendar 20.88 21.16 21.32 21.10 21.26 21.24 21.51
city 25.70 25.91 26.25 25.89 25.97 26.10 26.46

foliage 24.29 24.51 24.81 24.47 24.58 24.70 24.98
penguin 36.46 36.41 36.40 36.56 36.53 36.59 36.65
temple 28.97 29.30 29.72 29.33 29.46 29.64 30.02
walk 27.69 27.78 27.90 27.88 27.90 28.00 28.16

average 27.33 27.51 27.73 27.54 27.62 27.71 27.96

(a) Temporal adaptive network using the SR inference branch of three layers

B1 B2 B3 B1,2 B1,2 + T B1,2,3 B1,2,3 + T

calendar 21.68 22.22 22.22 22.15 22.34 22.27 22.60
city 25.89 26.46 26.72 26.36 26.55 26.58 27.01

foliage 24.47 25.21 25.32 25.07 25.29 25.26 25.56
penguin 36.95 36.86 36.85 36.99 37.01 37.03 37.09
temple 29.60 30.66 30.97 30.52 30.78 30.91 31.36
walk 28.09 28.62 28.70 28.58 28.66 28.75 29.06

average 27.78 28.34 28.46 28.28 28.43 28.47 28.78

(b) Temporal adaptive network using the SR inference branch of 20 layers

B1 B2 B3 B1,2 B1,2 + T B1,2,3 B1,2,3 + T

calendar 21.42 21.92 22.08 21.88 22.15 22.12 22.41
city 25.30 26.04 26.37 25.91 26.22 26.28 26.72

foliage 24.45 24.95 25.13 24.67 25.08 24.97 25.38
penguin 36.56 36.51 36.49 36.61 36.64 36.63 36.70
temple 29.32 30.30 30.64 30.17 30.49 30.61 31.10
walk 28.05 28.55 28.69 28.49 28.61 28.75 29.01

average 27.52 28.05 28.23 27.96 28.20 28.23 28.55

(c) Temporal adaptive network using VDSR as the SR inference branch

and the top region of the lantern in temple, which are subject
to large displacements caused by object motion and camera
motion. On the contrary, the weight map of B3 has larger
responses in the region subject to rigid and smooth motion,
such as the plants of the background in foliage and the sky in
temple. Their complementary behaviors are properly utilized
by the temporal adaptive aggregation of our model.

D. Analysis of Spatial Alignment Methods

We conduct experiments with the image alignment methods
discussed in Section IV. We choose the algorithm of Liu [35]
to calculate optical flow, considering the motion estimation
accuracy and running time. Figure 5 shows a case where
the conventional optical flow alignment fails and introduces
obvious artifacts in LR frames while the rectified optical flow
alignment succeeds.

As for the spatial alignment network (SAN), we use the
result of the rectified optical flow alignment as the training
target of the spatial transform parameter. We choose the input
patch size as 60×60 pixels for the spatial alignment network to
achieve the best motion modeling. We keep the center region to
be 30×30 pixels in each patch and discard the rest region after

(a) (b) (c) (d) (e) (f)

(g) (h) (i)

Fig. 5. Comparison between the optical flow alignment and our proposed
rectified optical flow alignment. (a)-(c): three consecutive LR patches warped
by conventional optical flow alignment. (d)-(f): the same three LR patches
aligned by rectified optical flow alignment. (g): HR prediction from (a)-(c),
estimated by a network trained on conventional optical flow aligned frames.
(h): HR prediction from (d)-(f), estimated by a network trained on rectified
optical flow aligned frames. (i): ground truth. Note that the rectified optical
flow alignment recovers more details inside the white bounding box.
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(a) Reference (b) B1 (c) B2 (d) B3 (e) Max label map

Fig. 4. Weight maps of three SR inference branches given by the temporal modulation branch in the architecture B1,2,3 + T . The max label map records
the index of the maximum weight among all the SR inference branches at every pixel, which is shown in the last column. B1, B2 and B3 are indicated in
yellow, teal and blue, respectively. Frames from top to bottom: foliage and temple by 4x upscaling.

(a) (b) (c) (d) (e)

(f) (g) (h) (i) (j)

Fig. 6. Visualization of the inputs and outputs of the spatial alignment net-
work. (a)-(e): five consecutive LR frames as inputs. (f)-(j): their corresponding
outputs. Note that (c) and (h) are the same reference frame without processing
of this network. Only the region in the center red bounding box is kept for
SR.

translation, such that SAN can handle horizontal and vertical
translations by up to 15 pixels in each direction with respect
to the reference patch. In real application, the whole LR image
is split into overlapped patches of 60×60 pixels such that the
super-resolved patches can be tiled together to fully cover the
HR image. The size of overlap depends on the size of cropped
border of SAN and the following SR network. The whole
LR image is padded with 0s to compensate for the cropped
border of SAN, when we recover the boundary of the output
image. In the joint training λ is set as −103 empirically. The
visualization of the inputs and outputs of the spatial alignment
network is shown in Figure 6. It is obvious that the output
neighboring frames are aligned to the reference frame.

The PSNR comparisons between these alignment methods
on six video sequences by 4x upscaling are shown in Table II.
Average PSNR of all the frames in each video is shown, and
only B3 is used in the SR network with the lightweight SR
inference branch of three layers. Our proposed rectified optical
flow alignment achieves the highest PSNR, demonstrating its
superiority over the conventional optical flow alignment. The
approach of spatial alignment network clearly improves SR
quality over its plain counterpart, which shows the effective-
ness of its alignment.

In addition, we compare the cascade of SAN and TAN

TABLE II
PSNR COMPARISONS OF VARIOUS FRAME ALIGNMENT METHODS:

AVERAGE PSNR OF ALL THE FRAMES IN EACH VIDEO SEQUENCE BY 4X
UPSCALING IS DISPLAYED. BEST RESULTS ARE SHOWN IN BOLD. FROM
LEFT TO RIGHT, RAW: RAW LR FRAMES; OF: CONVENTIONAL OPTICAL

FLOW ALIGNMENT; ROF: RECTIFIED OPTICAL FLOW ALIGNMENT; SAN:
SPATIAL ALIGNMENT NETWORK.

raw OF ROF SAN
calendar 21.07 21.28 21.32 21.27

city 25.92 26.29 26.25 26.23
foliage 24.49 24.62 24.81 24.78
penguin 36.37 36.32 36.40 36.29
temple 29.40 29.52 29.72 29.60
walk 27.82 27.79 27.90 27.83

average 27.51 27.64 27.73 27.67

TABLE III
PSNR (SSIM) COMPARISONS ON VID4 DATASET BY 4X UPSCALING.

BEST RESULTS ARE SHOWN IN BOLD.

VESPCN DRVSR Proposed-SAN
PSNR 25.35 25.52 25.83
SSIM 0.756 0.76 0.779

with two recent video SR methods: VESPCN [30] and
DRVSR [31], which conduct motion estimation and image
alignment via trainable network as well. The average PSNR
and SSIM on Vid4 Dataset [15] for 4x upscaling are shown in
Table III. We use the results of VESPCN and DRVSR provided
in the respective publications.

E. Comparison with State-of-the-Art

1) Spatial Consistency: We use our best model B1,2,3 + T
with rectified optical flow alignment and experiment with two
choices of SR inference branch described in Section III-B1:
the lightweight version of three layers, denoted as Proposed-
S and the much deeper network of 20 layers, denoted as
Proposed-L. We compare them with several recent image and
video SR methods: VSRnet [20], Bayesian method [15], Deep-
DE [17], ESPCN [7] and VDSR [5] on the six test sequences.
We use the model and code of VSRnet, Deep-DE and VDSR
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VSRnet [20] Bayesian [15] Deep-DE [17] ESPCN [7] VDSR [5] Proposed-L

Fig. 7. Visual comparisons of SR results by 4x upscaling among different methods. From top to bottom: zoom-in regions from foliage, penguin and temple.

from their websites, respectively. The source code of Bayesian
method is unavailable, so we adopt the reimplementation of
Bayesian method in [16] and use five consecutive frames to
predict the center frame. We implement ESPCN by ourselves
since its source code is unavailable as well. We report the
result on only the center frame of each sequence in that
Deep-DE requires 15 preceding and 15 succeeding frames to
predict one center frame and there are only 31 frames in each
sequence. We display several visual results in Figure 7. It can
be seen that our method Proposed-L is able to recover more
fine details and produce less artifacts. The PSNRs and SSIMs
are shown in Table IV. Our method Proposed-L achieves both
the highest PSNR and SSIM, which significantly outperforms
all other methods over all the frames. Our method Proposed-S
obtains the second best result in terms of average PSNR and
SSIM, but its average PSNR is 0.74dB lower than Proposed-L,
which reveals the fact that the deeper architecture and the
larger model size are highly beneficial to improve the SR
performance of the temporal adaptive network.

For the application of HD video SR, we compare our
two models with VSRnet and ESPCN on Ultra Video Group
Database. We do not include Bayesian method and Deep-DE
for comparison, since both of them take multiple hours to
predict one 4K HR frame (only the CPU version of code for
Deep-DE is available). The PSNR and SSIM comparisons of

these methods are in Table V, where the average PSNR and
SSIM of all the frames in every video is shown. The visual
results are displayed in Figure 8. Our method Proposed-L
obtains both the highest PSNR and SSIM consistently over all
the video sequences, while our method Proposed-S achieves
the second best. Visual results on Ultra Video Group Database
are shown in Figure 8. It is noted that our method Proposed-L
produces more visually pleasant results with sharper edges.

2) Temporal Coherence: We compare the temporal coher-
ence of the SR results from our model and other competing
methods. We adopt the MOVIE index [36], which is a metric
to measure video quality from human perception and temporal
consistency. We evaluate the MOVIE indices of six video
sequences over SR results of the methods: VSRnet, ESPCN,
VDSR and Proposed-L, and display them in Table VI. Our
method Proposed-L achieves the significant reduction in the
MOVIE index, which demonstrates the superiority of the
temporal coherence of its super-resolved sequences.

Moreover, we select a line in a fixed position of a frame
and stack every line in this fixed position from a number of
consecutive frames to create its temporal profile. We display
the results from various SR methods in Figure 9. It can be
seen that our method Proposed-L generates smoother and
more consistent temporal changes in these temporal profiles,
which proves the enhancement of temporal coherence from
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TABLE IV
PSNR (SSIM) COMPARISONS OF VARIOUS VIDEO SR METHODS: PSNR OF ONLY THE CENTER FRAME IN EACH VIDEO SEQUENCE BY 4X UPSCALING IS

DISPLAYED. RED INDICATES THE BEST AND BLUE INDICATES THE SECOND BEST PERFORMANCE.

VSRnet [20] Bayesian [15] Deep-DE [17] ESPCN [7] VDSR [5] Proposed-S Proposed-L

calendar 20.99 21.59 21.40 20.97 21.50 21.61 22.73
(0.6182) (0.7203) (0.7096) (0.6430) (0.6739) (0.6986) (0.7466)

city 24.78 26.23 25.72 25.60 25.16 26.29 26.39
(0.5901) (0.7147) (0.6886) (0.6179) (0.6319) (0.7052) (0.7315)

foliage 23.87 24.43 24.92 24.24 24.41 24.99 25.50
(0.6079) (0.7022) (0.7074) (0.6376) (0.6436) (0.7059) (0.7201)

penguin 35.93 32.65 30.69 36.50 36.60 36.68 37.11
(0.9625) (0.9577) (0.9181) (0.9668) (0.9673) (0.9682) (0.9719)

temple 28.34 29.18 29.50 29.17 29.81 30.65 32.12
(0.8538) (0.9043) (0.9047) (0.8779) (0.8947) (0.9069) (0.9323)

walk 27.02 26.39 26.67 27.74 27.97 28.06 28.91
(0.8183) (0.8327) (0.7928) (0.8407) (0.8469) (0.8485) (0.8688)

average 26.82 26.75 26.48 27.29 27.58 28.05 28.79
(0.7418) (0.8053) (0.7869) (0.7640) (0.7764) (0.8056) (0.8285)

TABLE V
PSNR (SSIM) COMPARISONS OF SEVERAL VIDEO SR METHODS ON ULTRA VIDEO GROUP DATABASE BY 4X UPSCALING. RED INDICATES THE BEST

AND BLUE INDICATES THE SECOND BEST PERFORMANCE.

VSRnet [20] ESPCN [7] VDSR [5] Proposed-S Proposed-L

Beauty 35.34 35.56 35.51 35.59 35.95
(0.7835) (0.7933) (0.7921) (0.7939) (0.8027)

Bosphorus 42.78 42.78 42.67 43.07 43.53
(0.9625) (0.9620) (0.9621) (0.9658) (0.9693)

HoneyBee 39.47 39.60 39.67 39.69 40.02
(0.9080) (0.9104) (0.9111) (0.9124) (0.9151)

Jockey 40.05 40.45 40.50 40.62 41.21
(0.9229) (0.9264) (0.9272) (0.9291) (0.9330)

ReadySteadyGo 39.51 40.16 40.24 40.61 41.17
(0.9472) (0.9494) (0.9516) (0.9560) (0.9594)

ShakeNDry 38.86 39.29 39.37 39.38 39.70
(0.9087) (0.9147) (0.9153) (0.9155) (0.9182)

YachtRide 37.39 37.49 37.53 37.79 38.03
(0.9441) (0.9452) (0.9473) (0.9502) (0.9511)

Average 39.06 39.33 39.36 39.54 39.94
(0.9110) (0.9145) (0.9152) (0.9176) (0.9213)

our method.

F. Influence of Video SR on High-Level Vision Tasks

SR can be used as a pre-processing step to enhance the per-
formance of high-level vision applications, such as semantic
segmentation, face recognition and digit recognition [37], [38],
especially when the input data is of low visual quality. Here
we evaluate how various video SR algorithms could benefit the
video face identification on YouTube Face (YTF) dataset [39].
We compare our method Proposed-S with VSRnet, ESPCN
and VDSR.

We form a YTF subset by choosing the 167 subject classes
that contain more than three video sequences. For each class,
we randomly select one video for testing and the rest for
training. Since the video duration varies a lot, we split original

TABLE VI
MOIVE (×10−3) INDEX COMPARISONS OF SR RESULTS BY 4X

UPSCALING AMONG VARIOUS SR METHODS. BEST RESULTS ARE SHOWN
IN BOLD.

VSRnet [20] ESPCN [7] VDSR [5] Proposed-L
calendar 13.13 12.62 13.06 7.77

city 6.29 5.82 5.99 3.92
foliage 4.02 3.48 3.55 2.88
penguin 2.02 1.62 1.60 1.59
temple 6.20 4.62 4.33 2.33
walk 6.27 5.13 5.16 4.19

average 6.32 5.55 5.62 3.78
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VSRnet [20] ESPCN [7] VDSR [5] Proposed-L
Fig. 8. Visual comparisons of SR results on Ultra Video Group Database by 4x upscaling among different methods. From top to bottom: frames and zoom-in
regions from Beauty, Bosphorus, YachtRide, HoneyBee and ReadySteadyGo.

videos into clips of 50 frames and collect about 640 clips for
testing. The face regions are cropped and resized to 60 × 60
pixels, as the original resolution set, and then are downsampled
by a factor of four to comprise the low-resolution set. We train
a customized AlexNet [40] on the original resolution set as
the classifier. Table VII shows the architecture of our deep
network used for this task. The input is one frame of facial
region (60 × 60 pixels). We exploit four convolutional layers
and append maximum pooling layers after the third and fourth
convolutional layers. The last layer is a fully connected layer
which has 167 nodes. We follow the convention of AlexNet to
minimize the cross entropy loss during training. In addition,
we train a classification network directly on the low-resolution
set as the baseline.

In testing, we use several SR models trained on generic
datasets and do not fine-tune them on YTF. We feed into the
network SR results from the low-resolution set by various SR
models. The prediction probability is aggregated over all the
frames in each video. The top-1 and top-5 accuracy results of
face identification are reported in Table VIII. We include as

TABLE VII
NETWORK ARCHITECTURE FOR VIDEO FACE IDENTIFICATION ON YTF

Layer Activation size
Input 1× 60× 60

64× 9× 9 Conv, stride 1, ReLU 64× 52× 52
32× 5× 5 Conv, stride 1, ReLU 32× 48× 48
60× 4× 4 Conv, stride 1, ReLU 60× 45× 45

Max pooling, kernel size 2, stride 2 60× 23× 23
80× 3× 3 Conv, stride 1, ReLU 80× 21× 21

Max pooling, kernel size 2, stride 2 80× 11× 11
Fc 167

the baseline the result from a model directly trained on the
low-resolution set. Our method Proposed-S achieves both the
highest top-1 and top-5 accuracy among all the SR methods,
showing that it is able to not only produce visually pleasant
results, but also recover more semantically faithful features
that benefit high-level vision tasks.
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VSRnet [20] ESPCN [7]

VDSR [5] Proposed-L

VSRnet [20] ESPCN [7]

VDSR [5] Proposed-L
Fig. 9. Visual comparison on the temporal profiles of the blue line in the zoom-in region from SR results by 4x upscaling over 27 consecutive frames among
various methods. From top to bottom: calendar and city.

TABLE VIII
FACE IDENTIFICATION ACCURACY OF VARIOUS VIDEO SR METHODS ON
YOUTUBE FACE DATASET DOWNSAMPLED BY A FACTOR OF FOUR. THE

BASELINE REFERS TO THE RESULT FROM THE MODEL DIRECTLY TRAINED
ON LR FRAMES. BEST RESULTS ARE SHOWN IN BOLD.

Top-1 accuracy Top-5 accuracy
Baseline 0.442 0.709

VSRnet[20] 0.485 0.733
ESPCN[7] 0.493 0.734
VDSR[5] 0.505 0.749

Proposed-S 0.511 0.762

G. Running Time Analysis

In testing, the running time is mainly composed of two
parts: the frame alignment as pre-processing and the SR
inference. For the first part, the spatial alignment network can
align frames significantly faster than the optical flow based
method. For 4x SR of 4K videos, it takes about 15s to warp
five consecutive frames of 540×960 pixels for the optical flow
based method on an Intel i7 CPU, while the spatial alignment
network needs only around 0.8s on the same CPU, which
reduces the time by one order of magnitude. For the second
part, when we use the temporal adaptive network with the
SR inference branch of three layers, B1 takes about 0.3s to
generate a 4K HR frame. B1, B2 and B3 differ only in the
numbers of channels in the first layer, so their inference time
varies a little. The inference time of the temporal modulation
branch is comparable to that of the SR inference branch.

The overall running time of B1,2,3 + T is around 0.7s.
While the 20-layer SR inference network is used, B1 takes
1.1s to generate a 4K HR frame and B2 and B3 spends similar

running time. The overall running time of B1,2,3 + T with 20
layers is about 2.5s.

VI. CONCLUSIONS

In this paper, we propose a temporal adaptive network and
explore several methods of image alignment including a spatial
alignment network, for learning the temporal dynamics to
enhance video SR. Our proposed models with learned temporal
dynamics are comprehensively evaluated on various video
sequences and achieve state-of-the-art SR results. Both of the
temporal adaptation and the spatial alignment modules are
manifested to increase the robustness to complex motion and
thus considerably improve SR performance over their plain
counterparts.
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