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Abstract

We propose a complete solution to full modality person-
profiling for speakers and submodality person-profiling for
non-speakers in real-world videos. This is a step towards
building an elaborate database of face, name and voice cor-
respondence for speakers appearing in the news videos. In
addition we are also interested in only name and face cor-
respondence database for non-speakers who appear during
voice-overs. We use an unsupervised technique for creat-
ing a speaker identification database and a unique primary
feature matching and parallel line matching algorithm for
creating a non-speaker identification database. We tested
our approach on real world data and the results show good
performance for news videos. It can be incorporated as part
of a larger multimedia news video analysis system or a mul-
timedia search system for efficient news video retrieval and
browsing.

1. Introduction
There has been an enormous increase in personalized

multimedia content during recent years. With mobile TV
and TV On-Demand becoming more prevalent, there has
been a significant rise in the downloading of rich media on
handheld devices [10]. This paradigm-shift gives rise to the
necessity to store and profile audio-visual data such that it
can be browsed and retrieved efficiently and intelligently
according to the needs of the users.

This multimedia content in the context of news papers,
radio news and broadcast news is of significant importance
not only for business and federal agencies but also for any
member of the society. This is because, today, the infor-
mation is mainly obtained by analyzing these large audio
and video databases and broadcast multimedia sources. The
task is to structurally organizes this data such that fast and
highly accurate transcription systems can be developed us-

Figure 1. This work presents an approach for obtaining multi-
modal person-profiles from broadcast news video. The end result
of such a system could be used to create a mixed-modality dataset
of people, associating both their face, name and voice as on the
left, or just their face and name as on the right.

ing multimodal cross-media information. The need is for an
advanced technology to analyse and integrate this rich data
efficiently and in a personalized way.

Even though searching and managing multimedia con-
tent is not new, automatically identifying people (both
speakers and non-speakers) in news videos and determin-
ing the context in which they appear remains a challenging
problem.

In this work, we take a multi-modal, unsupervised ap-
proach to this problem. We can use audio, video and textual
features together to produce full modality person-profiles
for speakers and an appearance-based model to develop
sub-modality person-profiles for non-speakers as show in
Fig. 1. Detecting non-speakers is important in news video
as often news subjects are shown in voice-over.

More interestingly, full modality person-profiles can be
used to create a voice, name and face database for speak-
ers and sub-modality person-profiles for a face and name
database for non-speakers. In this way, it is feasible
to consider the development of novel multi-modal person
databases automatically.

2. Related Work

Advances in computing technology no longer make it a
necessity to work independently with individual modalities.
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We have seen that a growing trend is to work with multi-
ple modalities [9]. Multiple modalities have recently been
applied in a variety of search contexts.

In [6], speech transcripts and frame data were used as
part of a machine translation model for video search. Image
and textual information was also used for topical analysis
in [5]. Automatic speech recognition was combined with
image filtering in [4] for video browsing and storyboarding.

Greater success has been achieved by learning associa-
tions between better correlated visual and textual informa-
tion. Berg [3], uses the approach of associating names to
faces in the news photographs to a set of names extracted
from the captions using a natural language model and a
clustering algorithm to correctly label the faces. There have
been several works seeking to find people within video [7]
as well as to analyze what roles these people play in the
video narrative [11] .

In this paper we present a system targeting the multiple-
modality approach to automatically detect and recognize
speakers in news videos and non-speakers appearing during
voice-overs. We efficiently use audio, visual and textual in-
formation for identifying speakers, combined with a unique
appearance-based model of primary feature matching and
parallel line matching to recognize non-speakers in voice-
over. Recognizing people in voice-over uses an outside con-
text engine, in our case the large database of pictures of peo-
ple in news from Berg [3]. In the end, we have an approach
towards obtaining a full modality person-profiles that can
be used to create a voice, name and face database for ev-
ery person speaking in the news video and an sub-modality
database of faces and names for people appearing in voice-
over.

The rest of this paper is organized as follows: Sections
3,4 and 5 outline the details of the proposed approach, with
Section 6 providing experimental results. Applications of
the information gained from this approach and conclusions
and thoughts for future work are given in Section 7.

3. Approach
We propose a technique for unsupervised, multimodal

people profiling in broadcast news. Initially we present a
multimodal speaker identification system and then a non-
speaker identification system for voice-overs using a simple
yet a powerful primary feature matching and parallel line
matching algorithm.

4. Speaker Identification
4.1. Preprocessing and Feature Extraction

We represent raw news video as a collection of three par-
allel, time-aligned channels:

V = {a(t), v[k], x[k]} (1)

where a(t), v[k] and x[k] represent audio, video and text
transcript channels respectively for a video document V .
The audio and video tracks are indexed by the continuous
index t and discrete index k respectively. In our case, the
text transcript track is provided by a professional transcript-
ing service(LexisNexis,www.lexisnexis.com) which is in-
dexed by the frame number k as given in Eqn. 1.

We preprocess each channel to extract appropriate fea-
tures. Starting with audio, we extract windowed Mel-
Frequency Cepstral Coefficients (MFCCs) and short-time
temporal feature vectors. The collection of these time-
indexed feature vectors can be represented as:

A = {ai : ai ∈ (R)}Ni=1 (2)

where i is the time index andN is the total number of audio
frames.

For video, we perform shot boundary detection to sege-
ment the video into a collection of visually similar clips.

V = {Sj}Mj=1 where Sj ∈ {1...K} (3)

and K is the total number of frames. (Also note the seg-
mentation constraint

⋃M
j=1 Sj = {1...K}).

For every clip, a face detector [2] was run over the
frames. Detected faces along with the frame number in
which they occurred are then given by

F = {(fl, kl)}Ll=1 (4)

where fl, kl, L is the face, frame number and the total num-
ber of detected faces respectively.

Text transcripts from transcription services like Lexis-
Nexis have a strict grammar that allows us to easily mine
them for content, in our case the names of the people speak-
ing in the video. As shown in Figure 2, individuals who
spoke more than once were listed multiple times catering to
each time time they spoke. This list of names is given by

N = {(np)}Pp=1 (5)

where np is the p-th frame and P is the total number of
speaker turns found from the transcript.

This joint multi-modal representation, {A,F ,N}, is
used for building person-profiles from the news video.
Properly utilizing multiple-modalities in video analysis is
often incumbent on the particular task at hand. The chal-
lenge here is to properly and efficiently utilize multiple-
modalities while keeping in mind that each modality serves
a distinct yet complimentary role to the other.

4.2. Name-Speech Association

Unlike dramatic or conversational dialogue, broadcast
news speech is clean and has clearly defined speaker turns.



(a) (b) (c) (d)
Figure 3. Difference Mapping can help disambiguate speaker identity when modalities align (a), yet multiple faces are detected (b). Looking
at the difference map for locations where faces were detected during the shot (c), the face exhibiting the most motion is marked in green as
the true speaker (d).

ELIZABETH VARGAS (ABC NEWS) 

(Off-camera) Good evening. One of the great fears 
of the American mission in Iraq...

DAVID KERLEY (ABC NEWS)

(Voiceover) The explosion that left the Samarra 
mosque's...

ZALMAY KHALILZAD (U.S. AMBASSADOR TO IRAQ)

Not to be driven to further polarization...

DAVID KERLEY (ABC NEWS)

(Voiceover) Other attacks have taken more lives... 

ELIZABETH VARGAS

DAVID KERLEY

ZALMAY KHALILZAD 

DAVID KERLEY

 

(a) (b)
Figure 2. Feature extraction of the video transcript data. The edited
list of speaker names (b) (as given in Eqn. 5) is extracted from the
full transcript (a).

We can exploit this property for audio segmentation of the
speech track.

In general, this sort of audio diarization is a challenging
problem. There are a plethora of sophisticated techniques
for finding boundaries in an audio track for this and more
complex speech situations where we have speakers accom-
panied with music and background noise.

As an ancillary benefit, we empirically observe that au-
dio segmentation in news video correlates more closely to
the semantic boundaries of news stories than does video
segmentation. This is mainly due to the use of the voice-
over technique in video production.

In general, we can apply any standard automatic audio
diarization technique to the audio frames given byA. In or-
der to test the viability of our multi-modal approach, we rely
on manually annotated speaker segmentation for all exper-
iments. We do this to place the burden of proof-of-concept
on the multi-modal strategy, instead of the pre-processing.
In the future, we will make this step fully automatic.

4.3. Face-Speech Association

A wonderfully challenging problem in video analysis
tasks is learning to resolve the complimentary role the video

track often plays to the audio information. In the case
of learning person-profiles in broadcast news, we rely on
two heuristic techniques: modality-alignment, and differ-
ence mapping to accomplish out task of interest.

4.3.1 Multimodality Alignment

The intuition behind modality-alignment is simple: when
a person appears on screen and a new speaker is heard, it
is likely that the face and voice belong to the same person.
Algorithmically, modality-alignment is the event where an
audio speaker turn is detected at the same time a new face
is. When the system observes this, it assigns the voice/name
combination from the previous step to the detected face
from the video.

Not only does this handle typical interview or anchor
scenes, this approach often takes care of situations when,
for example, the reporter begins a segment in voice-over.
Though the reporter is the person speaking, her face may
not appear until the end of the story (before turning the
broadcast back over to the anchor). In this case, the facial
association is not made until the end of the story, when a
clean modality alignment is seen. As an ancillary benefit,
this constraint also resolves ambiguities between the speak-
ers voice and un-related faces observed through the course
of the story.

4.3.2 Difference Mapping

A more direct ambiguity can result when we observe modal-
ity alignment, but detect more than one face in a video
shot. This often occurs in split-screen for anchor-reporter,
or anchor-interviewee situations as seen in Fig 3. To re-
solve this, we employ the use of a difference map. Given
a modality-aligned but multiple-face situation, a difference
map is simply a sum of pixel differences between detected
face regions in adjacent frames. The idea is that the per-
son who is doing the speaking will have more movement in
the face region than those in the frame who are listening.
Consistent with this intuition, the facial association is made



Figure 4. An example of the result of the size and spatial con-
straint. Since General Abazaid’s face is larger and appears closer
to the center of the frame, we choose it in order to disambiguate
the speaker’s identity.

to the detected face whose difference map has the largest
average value.

4.3.3 Size and Spatial Constraints

Often in news clips, especially in shots covering speeches
or press conferences, we observe more than two faces, with
similar difference map characteristics. In these cases, we
employ size and spatial constraints to estimate which face is
the speaker. We posit that the speaker shown will usually be
closer to the camera and centered in the frame. Therefore,
in order to disambiguate the speaker identity, we choose that
face which is closest to the camera and in the center of the
frame as show in Fig. 4.

4.4. Issues with Approach

The multiple-modality approach mentioned above gives
us a complete modality database with name, face, and
voice information for every speaker in the news video. Of-
ten, however, important people appear in the news with-
out speaking, typically in voice-over: when the reporter is
speaking in the background.

This is an important and a wonderfully challenging sub-
problem to solve. It is fairly obvious to intuit that a majority
of full-modality person-profiles one will observe in news
video will be those of the anchors and reporters. The actual
subjects of the news stories, if they appear, will do so either
in an interview or, more often, in voice-over footage. We
are interested in creating a sub-modality database of names
and faces for these people.

Algorithmically, this means we are provided with just a
single modality and our primary aim is to come up with
a name for faces appearing in the video in voice-over. To
tackle this, we present an appearance-based model to rec-
ognize faces in news videos using just a single modality.
Since we do not have modality alignment to rely on, we
must defer to an outside source for obtaining the names.

Figure 5. Lines between pairs of images represent the top feature
point matches. Red and blue lines represent correct and incorrect
correspondence between matching features respectively. Parallel
matching reduces the number of mistakes and thus improves per-
formance.

We have used a simple but a powerful approach of using
Berg et. al [3] database of pictures as our outside source to
find people in videos from people in pictures during voice-
overs. We posit that even though the pose, illumination and
posture may vary from picture to picture but faces of the
same person appear more similar than the other person. We
use an appearance-based model on the preprocessed (super
resolved, [1]and face detected [2]) news video frames using
Lowe’s SIFT Descriptors[8, 3] followed by a parallel line
matching algorithm for an improved spatial analysis of the
faces.

5. Non-Speaker Identification

The video faces not labeled in the modality alignment
step, are sent to be processed for creating a name-face
association using a face query system. We apply super-
resolution on the faces using commercial software [1]
which uses the temporal nature of video to give super-
resolved faces. The super-resolved faces are then fed to
our primary feature matching algorithm to build a person-
profile of names and faces for people appearing in the news
video during voice-over.

5.1. Dataset Used

The Berg et al. [3] collection of news photographs is a
large collection of Reuters News photos with their corre-
sponding captions obtained from Yahoo! News. The pho-
tographs are both indoor and outdoor under natural illumi-
nation. In addition the photos in this data set have a variety
of poses, gestures and occlusions which make it a realis-
tic and interesting dataset on which to test our approach.
The people appearing in these videos are news-worthy, so
we assume that the people in the dataset correlate highly
with the people we would expect to see in news videos. We
can achieve person-profiling during voice-over by match-
ing with Berg et. al [3] through the use of a primary feature
matching and parallel line matching algorithm.



5.2. Primary Feature Matching

We apply Lowes SIFT Descriptor [8] on the cropped face
of the non-speaker obtained from the voice-over segment.
This gives us the K most prominent features in this image
which we refer to as the query image. After applying the
descriptor on every face image, Di, in the database (where
i is the image index and has range 1...N , where N is the
total number of images in the database), ever face image in
the database is represented by K, 128 dimensional feature
vectors: Di = {di

n}Kn=1.
Similarity between two face images is determined by a

distance metric. For every feature in the query voice-over
image, Q = {qk}Kk=1, We calculate the closest feature in
the other image from the training set using the Euclidean
norm as below

f(k, n, i) = min
n
‖ qk − di

n ‖ (6)

There are k features in the query image and n features in
the non-query image.

So we have a distance vector of size K for every image
comparison, whereK is the number of features in the query
image. We define

F (Di, Q) = [min
n
f(1, n, i), ...,min

n
f(k, n, i)] (7)

and use the K-Nearest Neighbor algorithm to only
keep the 10 closest feature correspondences from the
F (Di, Q) vector given by F ∗(Di, Q) and let d(Di, Q) =
Median(F ∗(Di, Q))

We can now calculate the distance between the query im-
age of the voice-over and all the images in the dataset.

5.3. Cluster Assignment to the Query Face

Every face image in the Berg et. al.[3] dataset is assigned
a cluster label, ci corresponding to the name of that person.
Eighty percent of faces in this database have correct cluster
labels. For experimentation, we used 73 of these clusters.
Formally, we represent each cluster as Ci = {Dj : cj = i}
where i = 1...C = 73.

We calculate the distance between the query face,Q, and
each cluster, Ci

d∗(Q, Ci) =
1
|Ci|

∑
j:Dj∈Ci

d(Di, Q) (8)

The rank sorted list of the distance of the query to all clus-
ters is returned as the final result. The smallest distance,
corresponds to the most likely cluster, and thus person. This
is show in the Fig 7 where we plot the d(Di, Q) against the
cluster id’s to find the correct and closet face id.

Figure 7. Distance d(Q, Ci) from query face George Bush and Jen-
nifer Aniston to each of the 73 people clusters Ci. The y-axis is the
distance and the x-axis represents unique cluster ids. Red crosses
are cluster distances that are below the threshold for the number of
parallel lines are eliminated. Blue crosses are above the threshold,
and only these clusters are used to compute the closest match to
the query face. The blue circle identifies the correct face id.

5.4. Parallel Line Matching Algorithm

The distance between two images is primarily calculated
using the K-Nearest Neighbors based on the 10 closest fea-
ture matches. We observed that all of the 10 nearest neigh-
boring features found using primary feature matching may
not be the correct corresponding points. It is quite proba-
ble that the two closest corresponding feature matches may
represent an incorrect match. For example, it is possible
that a feature represents the tip of a nose in one image and
its closest corresponding feature match in the other image
is the corner of an eye. This is also illustrated in the Fig 5,
where, even though the correspondence of the blue line is
among the closest distance matches it is still incorrect.

To overcome this short coming of the primary feature
matching algorithm and to improve our system, we de-
signed a filter to keep only those corresponding lines that
lie within the same slope range and are approximately par-
allel while filtering out the rest. The reason for this is that
all the lines that correspond to correct feature matching are
almost parallel to each other. In other words, they lie within
a slope range between −α and +α.

5.5. Matching Heuristic

We used a heuristic approach to determine how correct
the matching is. It was found by observation that the num-
ber of corresponding lines remaining after applying the par-
allel line matching algorithm determines the weight of the
matching. The lines remaining after applying the paral-
lel line matching algorithm represent the correct correspon-
dence with high probability.



Figure 6. Examples of matching between database and query video faces. The number in the lower left corner represents the final number of
corresponding matches left after parallel line matching. Similar faces have a larger number of corresponding lines compared to non-similar
faces.

This simple heuristic helps us to further improve the per-
formance. This can be seen in Fig. 5. The bottom left
corners in Fig 6 show the number of correct corresponding
line pairs remaining after applying the simple matching and
then the parallel line matching.

It can be easily seen that there is a greater number of par-
allel lines whenever faces of the same person appear. This
metric is used to improve the system performance. The im-
proved results can be seen in Fig. 7. We keep a count of
the parallel lines between every query image and the image
it is compared to in the database. Hence, given a query im-
age, we can calculate the average number of parallel lines
for every cluster. All the clusters with an average number
of parallel lines above a certain threshold value are indi-
cated by a blue cross. The red cross indicates clusters with
an average number of parallel lines that are below a certain
threshold, and are discarded. Looking at Jennifer Aniston
in Fig. 7 we find that even though Clusters 39 is closer to
the query image, it is discarded due to fewer parallel lines
leaving Cluster 19 as the closest match which, as it turns
out, is the correct cluster for Jennifer Aniston. This tells us
that we can avoid false alarms by using the average parallel
line matching approach.

6. Results and Discussion

To explore the performance of our system, we conducted
a set of experiments using broadcast news data from NBC
Nightly News and real-world videos from youtube.com and
ABC. In all, we processed three unique 30 minute video
programs and tested our system on both full-modality and

sub-modality person-profiling. A characteristic overview of
the data is given in Table 1.

Table 1. Characteristic Statistics of Test Video
Video Speaker Voice Speaker

Turns Overs
02/08/06 96 56 40
03/01/06 97 44 53
03/10/06 94 54 40
TOTAL 287 154 (53.7%) 133 (46.3%)

The distribution of voice-over to modality-aligned
speaker turns was roughly one-to-one, 53.7% to 46.3 %.
The average number of speaker turns detected was fairly
constant across all videos.

6.1. Full-Modality Results

The results for the full-modality person-profiles can be
analyzed by answering the following questions: ”How often
do we correctly identify a modality-alignment?,” and ”How
accurate are we in correctly identifying the person when we
do?”. The answers to these questions can be seen in Table
2. From these experiments, we see that this approach is a
valid way to create full-modality person-profiles assuming
we have reliable audio segmentation. On average we detect
proper alignments 90% of the time and predict the proper
identity of these alignments 80% of the time. Resulting full-
modality person-profiles can be seen in Fig. 8.

One of the main reasons modality-alignments were not
detected is due to the appearance of a non-frontal face or a



Table 2. Full-Modality Person-Profile Results
Video Alignments Correct

Detected Identifications
02/08/06 50/56 (89.3%) 37/50 (74.0%)
03/01/06 40/44 (90.0%) 34/40 (85.0%)
03/10/06 52/54 (96.3%) 43/52 (82.7%)
Average 142/154 (92.2%) 114/142 (80.6%)

face under low illumination. In addition, faces can be too
small for the face detector to detect. The most common
causes for a mistaken identity, is due to inaccurate audio
segmentation and also the lingering voice-over effect. This
is the event where an interview subject completes what they
are saying, and the camera hovers over them while the audio
track changes back to the reporter or anchor.

It should be noted that a majority of the faces found in
the videos correspond to those of the anchor. This makes in-
tuitive sense as the anchor serves the most prominent role in
the broadcast and directs the viewer to each of the news sto-
ries. Table 3 shows the percentage of anchor detections and
anchor appearances. As an implication of this, with reliable
person-profiling, we can use speaker-adjacency information
to form social networks in news videos to perform anchor
detection.

Table 3. Anchor Detections
Video Anchor Anchor

Shots Detections
02/08/06 16 14

(Brian Williams) (87.5%)
03/01/06 21 16

(Campbell Brown) (76.2%)
03/10/06 16 15

(Campbell Brown) (93.8%)

These results show the viability of full-modality person-
profiles as a concept, and motivated the further evaluation
of this technique at a larger scale, with many more videos.

6.2. Sub-Modality Results

We tested our system on the same set of NBC News
videos as in the full-modality person-profile case as well
as videos from youtube.com and ABC to recognize people
during voice-overs. We had a large number of faces that ap-
pear during voice-overs only once or twice creating a long
tail of faces that are not significant. We have a hypothesis
that end users are more interested in significant people who
are defined as people who appear relatively larger number
of times during voice-overs. In our videos, President Bush
appeared a lot in the voice-over detected regions, there-
fore we are only reporting the results from our Face-Name

Figure 8. Results for full-modality person-profiling from the 02-
08-06 NBC Nightly News broadcast. Faces with associated names
printed in green denote correct identifications. Names printed in
red denote incorrect identification. For a high-resolution version of
this image, the reader is directed to http://www.ifp.uiuc.
edu/˜dagli/research/montage020806.jpg. More
examples can be seen at http://www.ifp.uiuc.edu/

˜dagli/research/montage030106.jpg and http://
.../research/montage031006.jpg.

correspondence finding system in voice-overs for President
Bush faces, though this approach can be applied to anyone
else. President Bush was chosen because he appeared of-
ten enough to get statistically significant evaluation results
from.

Table 4. Rank Proximity Results for Testing Video Faces
Rank Proximity

No. of 1 2 3 4 5 <10 > 10
Bush Faces

Video 1 2 2 0 0 2 1 2
Video 2 2 2 1 0 2 1 2
Video 3 3 1 0 0 0 4 2
TOTAL 7 5 1 0 5 6 6

For every video we have around 10-15 different appear-
ances of President Bush during voice-over, where he is
shown but is not speaking. Different scenarios are, where
he is shown in a picture in the video, he is walking out of
a plane, he is standing in background where someone else
is the speaker, etc. In Table 4 we show results for tested
Bush faces for three different NBC news videos. Every row
represents the number of faces of Bush appearing in that
video in a voice-over hence building an incomplete modal-
ity database of only face and name. Every column tells the
Rank Proximity in which the face lies. Rank Proximity de-
termines how close the correct face/cluster-id is associated
with the query face. Rank Proximity 1 means that the cor-
rect cluster recognized as the closest cluster to the query



image, where a Rank Proximity of 2 shows that the correct
face/cluster-id is not the best but the second closest recog-
nized cluster for the query image. The final row shows the
total number of Bush images for three videos falling in re-
spective Rank Proximities, where 7 of the bush voice-over
faces are profiled correctly as the best correct cluster, while
5 of them are profiled correctly such that the correct cluster
is 2nd closest to the query image in our recognition algo-
rithm and so forth.

Table 5. Cumulative Testing of Faces
Cumulative

Face Appearances Rank Proximity
<5 <10 >10

Total Number 18/30 24/30 6/30
(60%) (80%) (20%)

In Table 5 we have combined all the results to give a big-
ger cumulative picture of our testing for Bush voice-overs
in the NBC videos. Table 5 shows that (24/30) 80 percent of
the time we detect the correct face/cluster-id of Bush among
the top 10 closest clusters to the query image, out of the 73
different cluster/face-id’s database that we are testing our
system on for 2000 different faces. It was detected poorly
(6/30)20 percent of the time which is due to non-frontal
projections of the face, very small face size in the video
and partially occluded faces. We are improving our present
ongoing work as we refine our parallel line matching algo-
rithm and supplement it with improved time alignment and
some other cues in our future work.

7. Conclusion
In this paper we presented a complete solution for full

modality person-profiling for speakers and submodality per-
son profiling for non-speakers in news videos. All this
effort is in creating a multi-modality database containing
face, name and voice correspondence for speakers as well
as a face-name correspondence for non-speakers who ap-
pear during voice-over in news videos. We use a completely
unsupervised approach towards creating a speaker identi-
fication database. We use primary feature matching and
parallel line matching algorithm for creating a non-speaker
identification database based on a single video modality.

Our results show that our approach works fairly well un-
der most of the conditions and its performance is bottle-
necked in profiling some people due to non-frontal face,
poor video resolution, small face size, partial face occlu-
sion and restricted number of people in the database used
for testing voice-overs.

In future we plan to test this system on a larger set of
news videos as well as creating an association between
names in transcripts to faces in the video during voice-over.
The person-profiling database created from this approach

can be used for efficient multimedia searching and brows-
ing.
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