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ABSTRACT
Photo community sites such as Flickr and Picasa Web Al-
bum host a massive amount of personal photos with millions
of new photos uploaded every month. These photos consti-
tute an overwhelming source of images that require effec-
tive management. There is an increasingly imperative need
for semantic annotation of these web images. This paper
addresses the problem by considering two kinds of annota-
tion: semantic annotation and geographic annotation. Both
are useful for image search and retrieval and for facilitating
communities and social networks. This paper proposes a
novel method of Logistic Canonical Correlation Regression
(LCCR) for the annotation task. This model exploits the
canonical correlation between heterogeneous features and an
annotation lexicon of interest, and builds a generalized an-
notation engine based on canonical correlations in order to
produce enhanced annotation for web images. We validate
the effectiveness of our algorithm using a dataset of over
380,000 images tagged with GPS coordinates.

Categories and Subject Descriptors
H.3.3 [Information Search and Retrieval]: Retrieval
models; I.4 [Image Processing and Computer Vision]:
Feature Measurement, Image Representation

General Terms
Algorithms, Experimentation

Keywords
Web Image Annotation, Geographic Annotation, Canonical
Correlations

1. INTRODUCTION
The popularity of digital cameras and online community

has led to a flourish of web images. For example, Flickr and
Picasa Web Album boast millions of new personal photo ev-
ery month, and Google Image Search has indexed billions of
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images on the Internet. It has become a serious challenge
to manage such an overwhelming amount of images. Cur-
rently, commercial search engines and web albums rely on
the text annotation associated with each image for indexing
and retrieval tasks. Richer and more accurate semantic an-
notation would benefit many applications including image
search, sharing, organization, and management.

Besides the typical semantic tags, geo-tags that relate to
the geographic location of the images have become more and
more popular. With the advance in low-cost GPS chips, cell
phones and cameras are becoming equipped with GPS re-
ceivers and thus able to record the location while taking
the pictures. As evidenced by the success of Google Earth,
there is great need for such geographic information among
the mass. Many web users have high interests on not only
the places they live but also other interesting places around
the world. Geographic annotation is also desirable when re-
viewing the travel and vacation images. For example, when
a user becomes interested with a nice photo, he or she may
want to know where exactly it is. Moreover, if a user plans
to visit a place, he or she may want to find out the points
of interest. Recent studies suggest that geo-tags expand the
context that can be employed for image content analysis by
adding extra information about the subject or environment
of the image [19].

Despite the importance of semantic and geographic an-
notation, the current annotation is usually limited in many
ways. The image annotation on image-sharing websites are
solely dependent on the manual input, which is a burden for
every user and prohibits accurate and comprehensive textual
description of the visual content. In addition, since the web
images are typically labeled by different users in different
languages and culture backgrounds, it is common that they
may use different words to describe the same scene content
even in the same language. For example, given the same
image, one user may annotate it as “sea” while another may
annotate it as “ocean”. It is unrealistic to expect the an-
notation to be consistent. For geo-tags, it is not available
for the majority of web images. Without rich and accurate
annotation, web images cannot be indexed by search en-
gines correctly, and consequently, cannot be easily accessed
by other users.

This paper aims to enhance the annotation of web im-
ages. The enhancements can be in the form of new and
enriched annotation, or more accurate annotation after re-
moving the noise in the original annotation. To obtain rich
semantics, we ask two questions: What is the photo about?
Where was the photo taken? To answer such questions we



exploit information from two sources, including the available
but incomplete tags and the visual features of the images.
It is interesting to know how well we can understand the
images’ semantics and how accurate we can estimate their
geographic locations. The difficulties in understanding web
images lie in several aspects. First, the web images are ex-
tremely diverse in both appearances and semantics because
they are contributed by different people to capture various
scenes from various places all over the world. When working
on web images, we can no longer assume the samples come
from the same distribution or presume that the intra-class
variances are limited. Second, the web image data set is
often highly unbalanced. For a given concept, the number
of relevant images is relatively tiny compared with that of
the majority of general images. If we treat the annotation
as a two-class problem, we will find that the negative sam-
ples are overwhelming. Similar problem exists with respect
to the geographic location. Some photo pertain to one lo-
cation, while the other ones are all over the other places in
the earth. Third, there are ambiguities in the existing tags
[29]. For example, a tag named ”Washington”may be a state
name or a city name in the US.

To overcome these difficulties, we propose a new method
called Logistic Canonical Correlation Regression (LCCR). It
learns the coherent information among visual content, user
annotation and geographic locations, and subsequently pre-
dicts missing annotation and geo-tags on a non-trivial web
image database. The rest of the paper is organized as fol-
lows. We first review the related work on web images in
Section 2, then describe our LCCR model in Section 3. In
Section 4 we show by experiments that the LCCR is an effec-
tive tool for enhanced annotation of web image. We discuss
the geographic annotation in Section 5 and finally we con-
clude this paper in Section 6.

2. RELATED WORK
The problem of web image retrieval has received much

attention in the last ten years [23]. It is impossible to cover
all the advances with the limited space here, so we only focus
on the most related work in recent years.

Web images are often accompanied by text such as image
title, surrounding text or user annotation. Mining image
annotation has greatly improved image content analysis as
reported in many publications. Wang et al. [27] introduces a
new ranking-based distance measure to fill the semantic gap
using on both image content and user annotation. Using a
large web image data set, they optimized the distance mea-
sure and showed superior performance on content-based and
search-based image retrieval. Torralba et al [25] collected
over 80 tiny images by crawling search results of nouns from
WordNet. Using the images with the same annotation, they
were able to construct a large-scale training set and demon-
strated its strength with KNN. In [14], web image collections
are roughly categorized based associated text and further
used as training samples for refining personal album anno-
tation. Recently, many researchers started to work on the
problem of web image annotation, i.e. they are usually noisy
and incomplete. Sorokin and Forsyth tried to break the lim-
itation of existing annotation of web images, and employed
Amazon Mechanical Turk to collect annotation from users
[24]. Google Image Labeler provides an interesting interface

to collect annotation online1. However, manual inputs are
still largely insufficient and impractical compared with the
amount of web images on the Internet.

Some researchers built sophisticate probabilistic models to
understand the semantics of web images. Wu et al. proposed
“Flickr Distance”, which models the relationship between se-
mantic concepts based on a language model in visual domain
[30]. Wang and Zhang employed Latent Dirichlet Allocation
model and designed a ranking-based distance metric as a
measure of visual space [27]. Weinberger et al. [29] built
a probabilistic model and used KL divergence to find the
ambiguous tags in the annotation.

Other researchers suggested to exploit the image search
results. Jing and Baluja proposed to enhance the search
results of Google Image Search by studying local features
matching among the retrieval results [15]. Wang et al. de-
veloped a real-time system to identify similar search results
and filter out noisy terms [28].

This paper takes a different approach to facilitating robust
web image search. We study the existing annotation and
visual appearances of web images, and propose to enhance
the existing annotation. This work provides not only the
semantic tags, but also geographic annotation, which will
be interesting to a wide range of web users.

Geo-tagging has been an emerging phenomenon in photo-
sharing web sites. For example, Fickr receives the upload
2.5 million geo-tagged images every month. By associat-
ing geo-tagged information with an image, one might be
more interested in the combination of geographical and vi-
sual information. We also note that there has been much
work addressing the importance of geographic annotation.
Naaman et al. showed the geographic tags are helpful for
image summarization and management [13], [16]. Quack et
al. employed GPS information to build a world-scale photo
retrieval system [21]. Yu and Luo showed that the GPS in-
formation is useful for scene understanding [31]. Cao et al.
proposed to infer the correlation between images based on
GPS labels which are useful for consumer photo annotation
[2]. Many of these works rely on GPS to derive geographical
annotation, which is not available for the majority of web
images. Therefore, there is growing interest in the research
community to infer geographic location based on visual fea-
tures. Schindler et al proposed a system to find geo-location
within a known urban area by matching building facades
[22]. The work by Hays and Efros [10] estimated the ge-
ographic location using a KNN-based search to match the
images that are similar in visual appearances. However, we
argue that it is possible for two images to be visually similar
to each other even though they correspond to different loca-
tions (e.g., two buildings or two beaches), and it is therefore
important to combine visual features with tags. Crandall
et al. [5] also considered the problem of estimating the ge-
ographic location. In addition to the visual features, they
studied the spatial distribution of popular places to take
photos. They also found representative images for popular
cities and landmarks by matching the SIFT interest points
among the photos. In contrast, this paper considers general
web images instead of only popular cities and landmarks,
and tries to enhance not only the geographical annotation
but also the semantic tags.

In contrast to the previous work, we propose a novel ap-

1http://images.google.com/imagelabeler/



proach to facilitating robust web image search. We propose
to exploit the existing annotation and visual appearances of
web images and achieve enhanced annotation. This work
provides not only the semantic tags, but also geographic an-
notation, which will be valuable a wide range of web users.

3. IMAGE ANNOTATION MODEL
Our annotation model is based on the canonical correla-

tion analysis of multiple features of online images. To make
a clear presentation, we first introduce the canonical corre-
lation model, and then develop our annotation model based
on the canonical correlations analysis.

3.1 Introduction to Canonical Correlation
Canonical Correlation Analysis is a basic concept in clas-

sical statistics [12], however, it has not received much at-
tention in computer science. Vinokourov, Shawe-Taylor and
Cristianini were among the first to introduce CCA to ma-
chine learning community. They show that CCA can be
useful for cross-language text analysis [26] and also for im-
age retrieval [9]. Zheng et al. applied CCA for analyzing
the face expression [32]. Some recently works show that
CCA is also useful for face recognition [17], [8]. Kim, Kit-
tler and Cipolla develop a novel algorithm named Discrimi-
native CCA which combines the benefits of CCA and LDA
and obtains impressive results in face recognition and gen-
eral object recognition. In this paper, we focus on enriching
the semantic and geographic annotation of web images. To
that end, we develop a novel annotation model which com-
bines canonical correlations of multiple features.

Given two set of random variables, we aim to find the
correlations between them. A naive way is to compute the
linear correlation between each dimensions of tags and the
visual features, however, it might overlook the coherence
among multiple dimensions. A better approach is to use
Canonical Correlation Analysis (CCA), as a dimension re-
duction method that maximizes the correlations between
two multidimensional variables in a compact subspace. Let
x be the a feature vector and y represent another feature,
we consider the projection

u = aT x (1)

v = bT y, (2)

CCA finds the optimal a, b, which maximize the correlation

ρ =
E[uv]√

E[u2]E[v2]
(3)

To solve for the optimal CCA projection a, b, we consider
the Lagrangian of (3). Here we assume that both u and v
are of zero means, which can be guaranteed by normalizing
the x and y. The Lagrangian can be represented as

L =
∑

i

aT xiy
T
i b − λ1(

1
N

∑

i

aT xix
T
i a − 1)

− λ2(
1
N

∑

i

bT yiy
T
i b − 1) (4)

By ∂
∂a

L = 0 and ∂
∂b

L = 0, we have

1
N

∑

i

xiy
T
i b = λ1

1
N

∑

i

xix
T
i a (5)

1
N

∑

i

yix
T
i a = λ2

1
N

∑

i

yiy
T
i b (6)

or in a simplified form

Cxyb = λ1Cxxa (7)
Cyxa = λ2Cyyb (8)

If we treat (a, b) as a concatenated vector, the problem is
reduced to solve the general eigen decomposition problem

(
0 Cxy

Cyx 0

) (
a
b

)
=

(
Cxx 0
0 Cyy

) (
a
b

)
(9)

After computing the optimal a and b, we obtain u and
v whose correlation is maximized in the projected canon-
ical space. To show the effectiveness of CCA, we use a
toy example as shown in Figure 1. Here x = [x1, x2] are
a random variable with dimension = 2. Another variable
y = x1 + x2 + ε, where ε denotes a random noise. From
Figure 1 we can see, canonical space captures the strong
correlation between two variables, although the correlations
in original space seem to be weak.

Figure 1: A toy example of CCA. The left and right
figures illustrate the relations between y and x1, x2,
respectively. Neither of the two dimensions in origi-
nal space characterizes the linear correlation. How-
ever, after projecting the data into the canonical
space, we can see the linear correlation clearly (right
figure).

A limitation of CCA is that it cannot model the nonlinear
correlations, which often exist between image features. Fol-
lowing [18],[26], we extend CCA to the kernel space spanned
by the data points. Suppose we map the origin data x
and y into high dimensional space Φ(x) and Φ(y), then
the solutions also lie in the kernel space. In another word,
a =

∑
i αiΦ(xi), b =

∑
i βiΦ(yi). Using the kernel trick we

can define the kernel matrix Kx and Ky by

(Kx)ij = kx(xi, xj) =< Φ(xi), Φ(xj) > (10)
(Ky)ij = ky(yi, yj) =< Φ(yi), Φ(yj) >, (11)

then we can calculate the low dimensional projection of ar-



bitrary vectors x and y as

u =
∑

i

αikx(xi, x) (12)

v =
∑

i

βiky(yi, y) (13)

To solve the Kernel CCA, we need find the optimal pa-
rameter α = (α1, α2, ..., αN ) and β = (β1, β2, ..., βN ). Sim-
ilar with CCA, it can be obtained by solving the following
generalized eigen decomposition problem

(
0 M

MT 0

) (
α

β

)
=

(
L 0
0 N

) (
α

β

)
(14)

where M = 1
N KxKy, L = 1

N KxKx, and N = 1
N KyKy.

However, to handle singularity problem of kernel canonical
matrices, which often happens in practice, we add a diagonal
regularization term to L and N,

L =
1
N

KxKx + ηI

N =
1
N

KyKy + ηI

Figure 2 shows another toy example, which demonstrates
the benefit of Kernel CCA. Consider the variables x = [x1, x2] ∈
R2 and y ∈ R1, where x1 = θ + ε1, x2 = sin(3θ) + ε1, and
y = cos(2x1) + x2

2 + ε2. To employ Kernel CCA, we use
with Gaussian kernel with unit variance. We can see that
although the correlation between x and y is nonlinear, the
kernel CCA can still capture the correlations between the
two variables.

Figure 2: Comparing CCA with linear correlation.

3.2 Comparing CCA with Latent Topic Mod-
els

In recent years, the computer vision society has witness
a thriving development of latent topic models, such as La-
tent Sematic Analysis (LSA) and its probabilistic version,
pLSA, together with the advanced Latent Dirichlet Alloca-
tion (LDA). Although the state-of-the-art latent topic mod-
els are becoming much sophisticated, one of the most ba-
sic motivations of latent topic models is the same as in [6]:
they aims at constructing a semantic space which reveals the
correlations among multiple terms to handle the synonymy
and polysemy problems in languages. Synonymy is the phe-
nomenon where different words describe the same idea, and
polysemy is the phenomenon where the same word has mul-
tiple meanings. With the difficulty of synonymy, a query in a
search engine may fail to retrieve a relevant document that

does not contain the words which appeared in the query.
With the difficulty of polysemy, a search may retrieve irrele-
vant documents containing the query words but with wrong
meaning. Latent topic model takes the document-term oc-
currence matrix as input and estimates the low dimension
semantic space by Singular Value Decomposition (such as
in LSA) or variational Expectation Maximization methods
(such as in pLSA, LDA).

The purpose of CCA is similar with the latent topic model
in that it finds a low dimensional space which minimizes
the effect of synonymy and polysemy. However, different
from the latent topic models, CCA integrates two group of
observations and maximizes their correlations in a compact
subspace. It is clear that CCA is a better choice than latent
topic model when considering two groups of observations
and analyzing the correlations.

3.3 Logistic Canonical Correlation Regression
In this paper, we are interested in both semantic and the

geographic annotation. For semantic annotation, we denote
each concept as a variable y. For a automatic annotation
task, the correlation between y and multiple visual features,
e.g., color, shape, and texture, needs to be maximized. For
comparison, we also employ the PCA feature which is ob-
tained by dimension reduction of origin images. In this pa-
per, we use CCA for analyzing the tag feature while Kernel
CCA for handling the nonlinear visual features. For each
feature m, we can compute the projected variable um in
the canonical correlation space. According to the CCA, we
can compute ρm which is the correlation between um and
v = bT y when y = 1. To combine the clues from multi-
ple features, we employ the logistic regression model with
an estimation function fi =

∑
m βmρm

i + β0. By denoting
β = (β0, β1, ..., βM )T and ρi = (1, ρ1

i , ρ2
i , ..., ρM

i )T , we can
write the estimation function as:

fi = β
T
ρi

LCCR is a generalized linear model of canonical correla-
tions. Given the samples {ρi, yi}, 1 ≤ i ≤ N , we can model
the probability of an interesting annotation as

P r(yi = 0|fi) =
1

1 + exp(fi)
= pi

P r(yi = 1|fi) =
exp(fi)

1 + exp(fi)
= 1 − pi.

Given β, the log-likelihood is

L(β) =
N∑

i=1

log p(yi|fi) (15)

=
N∑

i=1

log
exp(yifi)

1 + exp(fi)

It is straightforward to compute the gradient and Hessian
of log-likelihood

G(β) =
∂L(β)

∂β
=

∑

i

ρi(yi − pi) (16)

H(β) =
∂2L(β)
∂β∂βT = −

∑

i

ρiρ
T
i pi(1 − pi) (17)

By defining P = (p1, p2, ..., pN )T , Y = (y1, y2, ..., yN )T ,



Φ = (ρ1, ρ2, ..., ρN ) and W = diag{pi(1 − pi)}, we have

G(β) = ΦT (Y − P ) (18)

H(β) = −ΦT WΦ (19)

To find the maximum likelihood estimation of the param-
eters β, The Newton-Raphson update is

βt+1 = βt − H−1 ∂L(β)
∂β

= βt + (ΦT W Φ)−1ΦT (Y − P )

= (ΦT W Φ)−1ΦT W (Φβt + W −1(Y − P ))

= (ΦT W Φ)−1ΦT W Z (20)

for which Z = (Φβt + W −1(Y − P )) can be viewed as a
response and βt+1 is the solution of a weighted least square
problem arg minβ(Z − Φβ)T W (Z − Φβ), which makes the
training process of LCCR much more efficient than Ad-
aboost or SVM. The procedure of training LCCR is sum-
marized in Algorithm 1.

Algorithm 1: Training LCCR.

Compute the canonical correlation between annotation of
interest and tag features.

Compute the kernel canonical correlations between anno-
tation of interest and various visual features.

Based on the canonical correlations, training the LCCR
model using (20).

4. SEMANTIC ANNOTATION
To test our LCCR model, we build a geo-tagged database

by collecting 380,573 images with tags and GPS records
from Flickr [1]. The number of tags for each image varies
from zero to over ten, while the average number is 4.96 tags
per image. Each image is associated with a GPS location,
which is represented by a two dimensional vector of latitude
and longitude. In this paper, we set the scope of the geo-
graphic areas within the North America (continental US and
Canada). We did not collect data from all over the world
because the users in other areas may use different languages
for tags and the North America region accounts for a large
percentage of pictures taken world wide. The geographic
restriction might be relaxed in the future by addressing the
correlations between multiple languages.

To provide meaningful annotation, we select a collection
of 66 semantic concepts as shown in Table 1. This collection
covers a wide range of topics including human (e.g., baby,
girl, people), objects (e.g., animals, cat, tree), scene (e.g.,
beach, city, landscape, lake, sunset), event (e.g., birthday,
concert wedding) and even abstract concepts (e.g.,nature).
Note that all these concepts are selected from the publicly
available list of the most popular labels in Flickr2 after re-
moving trivial tags such as “Canon” and “Nikon” and loca-
tion tags. We believe this list represents the most useful
collection of semantic tags for web images.

As discussed before, the web images constitute an imbal-
anced dataset. Thus the accuracy are not a good measure to

2http://www.flickr.com/photos/tags/

Table 1: A collection of 66 semantic concepts.
animals architecture art autumn baby beach bird birthday

car cat christmas church city clouds concert dance
dog fall family festival flower food football friends

garden girl halloween hiking holiday house island kids
lake landscape light mountain museum music nature night

ocean park party people portrait river rock sea
show sky snow spring street summer sun sunset tour

travel tree trip urban vacation water wedding winter zoo

evaluate the success of the algorithm. We consider F -score,
which is defined as

F =
2

1/p + 1/r
(21)

where p and r stand for the precision and recall, respectively.
Our tag feature comes from the user-provided annotation

in Flickr. To remove uncommon terms, we only keep those
tags with occurrences larger than a threshold (0.05% of the
size of the database), which leads to a tag feature of dimen-
sion 1141. Also we remove the terms that are the same as
labeling concepts in the process of both training and testing
semantic annotation models because they are the very an-
notation we are trying to predict. Please keep this in mind
when viewing the experiments results later. However, no tag
feature is removed when geographic annotation is concerned.

Our visual features include 6 types of features, including
LAB color histogram, GIST [20], tiny image [25], tiny image
in LAB space, image projection in PCA space and projection
in LDA spaces.

4.1 Enhancing the Annotation of Web Images
We first train our LCCR model for semantic annotation

on the whole image dataset. Since it is impossible to label
the whole dataset, we check whether the users have provided
a tag with the same name as the concept of interest. The
user-provided tags may contain labeling noise and are usu-
ally neither consistent nor complete. However, we can use
the user-provided tags to roughly gauge the accuracy of our
model. We use 70% for training and the remaining 30% for
testing. Figure 3 shows the F-scores and precisions/recalls.
We can see that our model performs well (F-score is be-
tween [0.3, 0.5]) for most of the concepts. There are even
a few concepts for which the F-score is above 0.5. We will
show examples with enhanced annotation in Figure 8 and
Figure 10.

Table 2: Comparing the average F-scores on 11 con-
cepts using different features.

Feature Ave. F-score Feature Ave. F-score
Tag 0.585 LAB 0.474

LABHist 0.484 LDAFea 0.469
PCAFea 0.475 RGBTiny 0.473

Gist 0.472 All Features 0.612

4.2 Precise Evaluation on a Small Dataset
In order to conduct a precise evaluation of the LCCR

model, we choose a small dataset to compare the perfor-
mance of LCCR and Adaboost [7]. Adaboost is a meta



Figure 3: Evaluation of Semantic Annotation.

Figure 4: Comparing LCCR and AdaBoost on a
small dataset.

learning algorithm, using which it is easy to combine mul-
tiple features. We employ the Weka implementation [11] to
compare with our model.

We manually verify 11 classes of semantic concepts in the
small dataset. For each class, we randomly select 5000 im-
ages from the database and verify the labels on the base of
user tags. The proportion of positive samples varies from
20% to 50%. We use 70% for training and the remaining for
testing. Table 2 compares the F-scores using different types
of features. It is clear that by combining visual features and
tag features, our LCCR model obtains better accuracy than
any single type of features. Figure 4 compares the F-scores

Figure 5: An example for which it is impossible to
estimate the geographic information. The purple
and green tags are semantic annotation of the ori-
gin tag and our enhanced tags, respectively. There
is neither visual cue nor tag information to infer ge-
ographic location. The best option is to produce no
estimation of geographic annotation.

of LCCR and Adaboost. Our LCCR outperforms Adaboost
for 10 out of 11 concepts.

5. GEOGRAPHIC ANNOTATION
In this paper, we use the geographic annotation as an

indicator on whether an image belongs to a neighborhood
region. Our approach is different from the previous work [10]
where the author tried to estimate the GPS values through
image matching. The motivation for our approach is three
fold. First, we believe that it is an ill-posed problem to
estimate the continuous GPS location in good precision if
the training samples (even in millions) are not extremely
dense. Second, we realize that in online community, a large



Figure 6: Clustering of GPS Locations. Left: the distribution of GPS locations. Right: clustering GPS using
the mean shift algorithm. Different clusters are marked by different colors.

Figure 7: F-score of GPS estimation.

number of users are only interested in the rough locations of
the images. When a user shares an image with his friends,
he or she usually wants a rough idea on where the image
was taken. At the same time, when a user want to search
for the images with geographic annotation, he is also likely
interested in those within a geographic area rather than the
exact GPS coordinates. Finally, we believe there are images
for which it is impossible to estimate the geographic location.
Figure 5 shows such an example.

To obtain region-level geographic annotation, we employ
the mean shift algorithm [3] [4] to perform clustering on the
GPS locations. One advantage of mean shift is that it does
not require the parameter of the cluster number, which is
usually unknown in practice. We only need specify a pa-
rameter bw, which denotes the bandwidth for neighborhood
search. Another advantage is that for clustering low dimen-
sional data, mean shift is much faster than the popular k-
means algorithm. In this paper, we set bw = 1, and obtain
a total of 451 clusters. Figure 6 shows the distribution of
GPS locations (left panel, magnitude not shown) and the
corresponding clustering result by mean shift (right panel).

In the training stage, we train a LCCR model for each
cluster with the number of image samples over 0.05% of the
dataset size. In the testing stage, we apply these LCCR

Figure 8: Examples of enhanced annotation (seman-
tic and geographic). Purple terms denote the ori-
gin tags for each image, while the green terms de-
note the enhanced semantic annotation. The geo-
graphic annotation is illustrated in the map, where
the red crosses stand for the original GPS position,
and the yellow regions stand for the estimated of
corresponding GPS clusters. All the enhancements
here are correct (or plausible).



Figure 9: A few examples of imperfect geographical
annotation.

models to the test images and check whether the estimated
geographic position is in the same cluster as the original
GPS. Again, same as semantic features, the original GPS
information is hidden from the algorithm and only used to
validate the geographic location estimation. As discussed
before, we believe it is an ill-posed problem to find the exact
GPS location for every image, and thus use cluster-based
evaluation measures instead of distance-based measures.

To evaluate the performance of geographic annotation, we
compute the precision and recall for every cluster, and com-
pute the F-score using (21). Figure 7 shows the annotation
accuracy on these clusters. The F-score is high for a large
number of regions.

Figures 8 and 10 show examples of web image annotation.
Purple terms denote the origin tags for each images, while
the green terms denote the enhanced semantic annotation.
The geographic annotation is illustrated in the map below,
where the red crosses stand for the original GPS position,
and the yellow regions correspond to the estimated GPS
clusters. We can see our LCCR model performs well for
both semantic and geographic annotation.

Figure 9 shows some examples where the geographic an-
notation is not perfect. For the left image, our annotation
model finds two clusters that are possible geographic loca-
tions (one is correct and the other is a neighboring region).
This happens when a given image appears near the bound-
aries of two GPS clusters. For the middle image, our anno-
tation model fails to find the correct GPS position since it is
outside the main continent of North America and we do not
have any samples in that region. For the right image, there
is no cue from which we can infer the geographic location,
and we (correctly) find no corresponding GPS cluster. The
proposed LCCR model obtains satisfying results for both
semantic and geographic annotation in most of the cases.

It is interesting to observe that the tags play different
roles for different classes. Table 3 lists the top 10 tags
whose weights are larger than the other 1131 in different
locations. We can see that the LCCR model finds the re-

lated location names including the major metropolitan areas
(e.g. nyc, chicago) together with less populous areas (e.g.,
helluva,velvia). More importantly, LCCR can characterize
the distinctive scenes (e.g. tattoo in Florida, Hollywood and
movie in Los Angeles).

6. CONCLUSIONS
The goal of this study is to produce enhanced annotation

for web images. The enhancements can be in the form of
new and enriched annotation, or more accurate annotation
after removing the noise in the original annotation. To this
end, we consider both semantic annotation and geographic
annotation, and propose a novel method of Logistic Canoni-
cal Correlation Regression (LCCR). This model exploits the
canonical correlation between heterogeneous visual and tag
features and an annotation lexicon, and builds a generalized
annotation engine based on canonical correlation in order
to produce enhanced annotation for web images. The effec-
tiveness of our algorithm is demonstrated on a dataset of
over 380,000 geotagged images. Future works includes test-
ing the proposed method on a larger dataset that cover all
populated areas around the world, and addressing compu-
tational issues associated with the increased scale.
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Figure 10: More examples of enhanced annotation. Purple terms denote the origin tags for each image, while
the green terms denote the enhanced semantic annotation. The geographic annotation is illustrated in the
map beneath, where the red crosses stand for the original GPS position, and the yellow regions stand for the
estimated of corresponding GPS clusters. All enhanced annotation here are correct (or plausible).


