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Abstract—In order to design an artificial entity that is able
to use language naturally, a computer program that simply
manipulates lexical symbols is not good enough. Using these
symbols without understanding the meaning attached to them
is pointless. Not only does use of natural language require a
framework for computational function (the brain), but it requires
a physical embodiment. Our lab’s focus is therefore to create such
a framework using mathematical approaches in statistical pattern
recognition, as well as dynamical systems models. While these aim
to emulate the brain, the iCub humanoid robot serves as our
embodied platform. Through the fusion of a rich sensorimotor
periphery, we have begun to develop a cognitive architecture
capable of autonomous language acquisition.

I. I NTRODUCTION
The essence of cognition is learning and recalling a model
of the world. This model is built by forming associations
among stimuli received from the array of senses and motor experience. Multisensory information allows for a robust
model which can make correct inferences and predictions even
when observations are noisy or incomplete. One reasons that
artificial intelligence techniques rarely match up to the sophistication and flexibility of human thought is their unimodality.
The best way to replicate the ability of humans to integrate
complex multisensory information and act on the world is to
implement proposed algorithms on an embodied, autonomous
platform. The Language Acquisition and Robotics Lab began
using modified hobby robots, which explored the world with
their stereo vision, ears, wheels, and gripper. Cascaded hidden
Markov models were used to form associative memories, allowing the robot to learn words for objects in its environment.
[1]. Simple syntax was also learned from acting on objects
and associating verbs with the actions [2].
The Language Acquisition and Robotics Lab obtained an
iCub humanoid robot from the RobotCub Consortium in
the spring of 2010. This robot is capable of more complex
interactions with the world than the previous non-humanoids.
The iCub allows the lab to study motor control and learning
in further depth than has been possible before. Especially
of interest is the connection between motor experience and
language
II. M OTOR LEARNING

AND CONTROL

A. Motor representations for learning and association
Motor representations need to be chosen in such a way that
they are adaptive, computationally reasonable, and available
for association with other data streams. The analogous function
in the human brain is located in the parietal lobe, where spatial

Fig. 1.

Bert, our iCub robot

information from different coordinate systems is integrated and
motions are planned. Robot motor control requires a mapping
between spatial coordinates and the joint angles needed to
place the body in that position. In many robotics applications
it is sufficient to hard code the kinematics of the robot,
allowing classical control techniques to be used. However, in
an adaptive cognitive framework, a learned model is desired.
This is both for studying possible mechanisms of human motor
control and so that the robot can adapt to changes in its
dynamic properties. In addition this learned model should
be able to emit a reduced-dimensionality signal for language
integration.
There are two general methods for motor representation
used by the lab, each with their own distinct advantages and
disadvantages. The self-organizing map is a model which has
been demonstrated to learn correspondences between different representations of space. It has been used for planning
reaching tasks by mapping joint angles to hand position [3].
SOMs can be used for motor babbling, or random kinematic
exploration, the technique infants use to learn about their body.
The outputs of the SOMs, the neuron activations, form a
topologically smooth representation of the robot’s kinematic
space. These can be used as inputs to a sequence classifier, or
an associative language engine.
Another model which has been successfully applied to
motor representation is the Hidden Markov Model[4]. The
HMM is used for many pattern and sequence recognition
systems, and forms the basis of our associative language
engine. The primary advantage of the HMM is its ability to
encode sequence information. HMMs have been applied to
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gesture recognition[5], and are able to capture and reproduce
short ’atomic’ gestures quite reliably. The main drawback to
the HMM in this usage however is the direct use of joint angles
as input features to the model. This high dimensional input
introduces noise issues as well as the need for increased model
complexity and training time. This problem is often solved
through the use of Principle Component Analysis, which aligns
the data along the axes of greatest variation. This creates
a reduced dimensionality input, with dimensions that were
primarily noise removed, making the classification problem
easier.
An even better solution is to combine the SOM and HMM,
which is the approach being actively pursued in our lab. This
provides the robot with the crucial ability to perform pattern
and sequence recognition on features which are directly related
to its internal kinematic model. The SOM can be used to emit
a discrete observation which is directly mappable back to a
given motor ’pose’ in its kinematic space. The bank of HMMs
can classify basic learned sequences of these poses (gestures or
’motor words’), and themselves emit a discrete representation
of atomic actions. These quantized gestures are the crux of
the imitation and language grounding problems which will be
discussed in the following sections.
B. Imitation of human motions
Much of the motor task learning of children is driven by
imitation. A humanoid robot is uniquely suited to studying
this cognitive skill, due to its similar body configuration to
humans. Imitation requires awareness of body layout and
an ability to map other bodies onto ones own. This is an
active area of research for the lab. An important reason to
tie imitation to language is segmentation and generalization
of motions. Much as linguistic labels allow visual objects to
be described generally, they can be used similarly for motor
“objects”. Imitation is essentially a hidden variable problem,
in that the sequence of motor signals used to generate the
motion must be inferred by the observing robot. The model
of the motion being imitated is updated by the learning robot
observing its own performance and comparing to the trained
action. In a sense, this view of imitation is similar to the
Motor Theory of Language [6]. The learned action has a
symbolic or linguistic meaning, which can only be inferred and
reproduced by understanding the sequence of motor gestures
used to produce it.
C. Learning fine motor control for precision tasks
Aside from the problem of learning labels and effects of motions, eventually fine motor control needs to be implemented
if the robot is to accomplish certain physical tasks. This
encompasses several behavioral goals for the iCub, including
manipulation of small objects and walking. The short-term
project addressing this problem is getting the robot to balance
an inverted pendulum on its hand. It is the intention of this
project that the results can be extended to smooth control of
motion, balance, precision, and timing. This area of research
mirrors the function of the cerebellum in humans.

Fig. 2.

Sensorimotor integration architecture

III. L ANGUAGE
Up to this point we have discussed the methods our lab
uses to create biologically feasible internal models of motor
space as well as ways of creating a repertoire of motor abilities
through imitation learning, and practice of fine motor abilities.
However the overarching goal of much of this research is
to study the extent to which motor function dictates and
is a necessity for language. In the beginning, we set out
a plan based on the fundamental idea, shared by many[7],
that this language-action interaction is both compositional and
hierarchical in nature.
Many architectures have already been generated, with structure that facilitates such learning. These structures have been
both directed[8] and and emergent[9] in nature. Both of these
experiments were aimed at producing systems that were able to
identify reusable primitives and higher level programs which
could exploit the modularity and reusability of said primitives.
In addition, both of these experiments we carried out with a
focus on motor and visual modalities.
Our experiments however focus on a similar idea of reuse
and composition of low-level primitives, but with the end goal
being the study of the acquisition of language. Fortunately, the
motor learning and language learning problems share similar
methods and a fair amount of history. The Motor Theory
of Speech Perception[6], has been posited as an explanation
for humans’ ability to so accurately recognize speech, which
automatic speech recognition systems fail in many scenarios.
While not unanimously accepted, there has been mounting
evidence in recent years, that the motor cortex is integral
in both the basic recognition of phonemes and of higher
level concepts such as action words[10][11]. Therefore, one
of the primary areas of research in the lab is the creation
of an architecture, that is the same horizontally (i.e. across
modalities), and vertically (integrating concepts to higher
levels of abstraction). Figure 2 shows a schematic depiction
of such an architecture.
Our lab has already had success integrating across
modalities[2], in our experiments with a wheeled robot. In
this case, the two modalities were vision and auditory senses.
The robot was successful in learning both acoustic patterns on
word and phoneme level, as well as visual patterns representing various objects. In all of these cases, an online-training
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B. Scale 1: Components

Fig. 3. Illustrative example of a concept grounded over multiple sensory
modalities

version of the HMM[12] was the fundamental model used for
recognition. The test procedure consisted of remembering and
then recalling some fixed number of objects present in the
robot’s playpen.
The ’vertical’ aspect to the architecture in Figure 2, is twofold. At higher levels of the model, the robot’s brain integrates
both over modalities and over sequences. Integration over
modalities attempts to solve the symbol grounding problem of
language. These ’concept’ HMMs create connections between
observations in different senses to form a mental model of an
object or idea in the real world (the word ’apple’, a picture of
an apple, the feel of an apple, as shown in figure 3). Integration
over sequences provides for a hierarchical or compositional
use of atomic sequences to achieve sufficient representation
of a concept. Examples of audio hierarchy are phonemes,
morphemes, words and sentences. Action analogs of these
might be poses, gestures, or actions.
Current goals of our lab with respect to the language engine
include the introduction of an efficient motor representation to
the associative memory, as well as developing a repeatable,
self-organizing system (not necessarily based in traditional
statistical pattern recognition), for the discovery of modules
at differing timescales. A self-similar structure would ideally
facilitate such concept discovery, and provide a compact, expandable internal ’world’ representation that could be directly
manipulated by a behavioral system.
IV. M ULTI -S CALE M ODEL OF A SSOCIATIVE M EMORY
To this end, we are currently designing a new multi-scale
model based on dynamical systems and neural networks that
will serve as the foundation for an associative memory to be
implemented within the iCub. In the sections below we outline
the details at each scale. Furthermore, we mention future work
that we plan to complete in the near-term.
A. Scale 0: Hodgkin-Huxley Neuron Model
The model begins with the classic Hodgkin-Huxley (HH)
model of a single neuron [13]. What makes the HH neuron
model most useful is the wide range of nonlinear behaviors
observed from various inputs. For a detailed summary of these
behaviors (tonic spiking, resonator, integrator, etc.) and a comparison of the most widely-used neuron models (including the
integrate-and-fire, resonate-and-fire, Izhikevich, and FitzHughNagumo), which justifies its use as a biophysically meaningful
neuron model, see [14].

Components will consist of large populations of HH neurons. Adjacent neurons will obey a Hebbian plasticity rule
[15], [16] based on causal synchronous spiking. Specifically,
adjacent neurons that fire within a short and biophysically
meaningful period of time, τ , will have their connection
strengthened, while those neurons that are adjacent to a spiking
neuron and do not spike within τ will have their connection
weakened (with appropriate directionality considered).
The overall state of a component will be determined by
a neuronal population coding scheme based on their phase
synchrony. For example, suppose that a given population of
neurons evolve to have a Scale-Free network structure, one
in which the probability that a given vertex has degree k
follows a power-law distribution [17], which recent work
has suggested is reasonable [18], [17], [19]. Furthermore,
suppose that specifically, we have a canonical example- the
Barabasi–Albert Scale-Free Network Model with 50 vertices.

Fig. 4.

Barabasi–Albert Scale-Free Network Model [17] with N=50

Upon this structure neurons are placed, which for the
purpose of illustration (and simplicity) have been idealized
as sinusoids. Initially the neurons begin with phase angles
randomly sampled from the unit circle (see Figure 2, t=0.01 s).
However, over time the neurons become more synchronized.
After 1.69 s, a tight angular region defines the boundaries for
the phases (see Figure 2, t=1.69 s). This can be accounted
for by the structural property that in such networks, certain
neurons emerge with very high degree, which means that those
within their neighborhood will tend to synchronize. A number
of such high degree neurons leads to the range of phase angles
observed.
The state of the component can be characterized by the
variance of the population’s phase synchrony. Using this
metric we are able to take multi-dimensional, parallel input
streams, feed them into a given population and map these to a
2D representation. The state of the different components can
be used to uniquely determine a trajectory, which is explained
in the next section.
C. Scale 2: Memory Encoding
Let us assume that we have multiple components. There
will be “neural pathways”, represented by edges, that connect
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determine the general characteristics of the expected trajectory
by examining the cycles in the graph of Figure 10. There
is a positive 3-cycle (the product of edge labels is positive),
(x1 → x2 → x3 ), which will ensure multistationarity. There
is a negative 2-cycle (the product of edge labels is negative),
(x1 → x3 ), which will ensure stable periodicity. The edge
labels for the system are defined as follows:
a11 = ∂∂xx˙11 = 0.5
∂ x˙2
a21 = ∂x
= −1
1
∂ x˙3
a31 = ∂x1 = 3x21

∂ x˙1
a12 = ∂x
= 0 a13 = ∂∂xx˙13 = −1
2
∂ x˙2
a22 = ∂x2 = −1 a23 = ∂∂xx˙23 = 0
∂ x˙3
a32 = ∂x
=1
a33 = ∂∂xx˙33 = 0
2

As a result, the system may be captured with the following
set of equations:
x˙1
x˙2

=
=

0.5x1 − x3
−x1 − x2

(1)
(2)

x˙3

=

x31 + x2

(3)

In the traditional way, the steady states are found to be
(0, 0, 0), (−1, 1, −0.5), and (1, −1, 0.5). Using these pieces
of information reveals the primary characteristics of the given
trajectory, which are confirmed upon simulation (see Figure
4). We provide the graphical results of simulation to show the
accuracy of the analytical predictions.

Fig. 5. Phase Synchrony at t=0.01, 1.69 s for Barabasi–Albert Scale-Free
Network Model with N=50 (Note: Radial distance only exists to distinguish
neurons.)

said components. Each edge will be assigned a value. Loops
will be assigned a value that results from a function of the
phase synchrony of the population within the component.
Edges incident to two different components will be assigned
a value that results from a function that compares the relative
phase synchrony of the two adjacent components. For the
sake of clarity, let us consider a Toy example that consists
of 3 components (shown in Figure 3). Before simulating the
system, we may determine the qualitative behavior of the
system by examining the cycles within Figure 3.

Fig. 7.

Example “memory state” for system, t ∈ (1, 1000)

Such a trajectory we consider a “memory state”; it may
be viewed as the internal representation of the corresponding
external stimulus. The system may be trained such that only
those stimuli which have been encoded represent stable states.
Sequences of such trajectories may be used to represent more
complex memories.
In the near-term we hope to fully implement the model
using 50,000+ HH neurons per component and at least 3
components (we will restrict the component number in order
to aid the dimensionality reduction). This computationally
intensive work will be carried out on the Turing Cluster or
Blue Waters Supercomputer (once it goes online).
V. C ONCLUSION

Fig. 6.

Toy example: 3 components with simple edge weights

We may use methods described in [20] that allow one to

This paper has given a brief overview of the design philosophy, methods and specific models used in order to create
an intelligent agent which is able to manipulate language in
the way that we do. At its core is the need for an associative
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memory to ground semantic concepts in physical observations
and experiences.
Our lab has recently experienced a great leap forward with
our recent acquisition of an iCub platform, and now has the
opportunity to expand our understanding of what methods
can be used to effectively model the function of the human
brain with respect to cognition and language. However, with
the great increase in platform complexity comes a need for
new techniques to handle the range of inputs now possible.
Our three main areas of focus now have become developing
human-like fine motor abilities, developing a way to represent
these abilities internally, and developing new associative memories which will be able to make sense of the large amount of
data generated by these new skills.
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