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Abstract

In this paper, we propose a novel coupled dictionary training method for single image super-

resolution based on patch-wise sparse recovery, where the learned couple dictionaries relate the low-

and high-resolution image patch spaces via sparse representation. The learning process enforces that the

sparse representation of a low-resolution image patch in terms of the low-resolution dictionary can well

reconstruct its underlying high-resolution image patch with the dictionary in the high-resolution image

patch space. We model the learning problem as a bilevel optimization problem, where the optimization

includes an �1-norm minimization problem in its constraints. Implicit differentiation is employed to

calculate the desired gradient for stochastic gradient descent. We demonstrate that our coupled dictionary

learning method can outperform the existing joint dictionary training method both quantitatively and

qualitatively. Furthermore, for real applications, we speed up the algorithm approximately 10 times by

learning a neural network model for fast sparse inference and selectively processing only those visually

salient regions. Extensive experimental comparisons with state-of-the-art super-resolution algorithms

validate the effectiveness of our proposed approach.
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I. INTRODUCTION

A. Dictionary Learning for Sparse Modeling

Signal processing and pattern recognition techniques commonly require meaningful data representations

that capture the useful properties of the signal, e.g., for compression, the representation should account

for the essential content of the signal with only a few coefficients. Representations with orthogonal

and biorthogonal dictionaries were prevalent for years in signal processing techniques due to their

mathematical simplicity and computational efficiency, e.g., wavelets for compression (JPEG2000) and

denoising [1]. Despite their simplicity, these dictionaries are limited in their expressive power, leading

to the recent development of over-complete dictionaries, which have more elementary signal atoms than

the signal dimension and thus offer the flexibility to represent a much wider range of signal phenomena

[2].

Sparse and redundant data modeling seeks the representation of signals as linear combinations of a

small number of atoms from a pre-specific dictionary. Recently, there is a fast increasing interest in

dictionary training — using machine learning techniques to obtain an over-complete dictionary adapted

to the training data. Most of these algorithms employ �0- or �1-sparsity penalty measures, which give

simple formulations and allow the use of recently developed efficient sparse coding techniques. Examples

include the Method of Optimal Directions (MOD) with �0-sparsity measure proposed by Engan et al.

[3], the K-SVD algorithm by Aharon et al. [4], an formulation with �1 sparsity measure by Lee et al.in

[5], and an online large-scale learning algorithm by Mairal et al. [6]. The main advantage of the trained

dictionaries is that they are adaptive to the signals of interest, which contributes to the state-of-the-art

performance on many signal recovery tasks, e.g., denoising [4], inpainting [7] and super-resolution [8],

[9].

Current dictionary learning methods mainly focus on training an over-complete dictionary in a single

feature space for various recovery or recognition tasks. In many applications and scenarios, we have

coupled sparse feature spaces: high- and low-resolution signal (feature) spaces in patch-based super-

resolution; source and target image patch spaces in texture transfer, etc. We denote the two spaces as

the observation space and the latent space, which are tied by some mapping function (not necessarily

linear and could be unknown). It is desirable to learn two coupled dictionaries, namely, the observation

dictionary and the latent dictionary collaboratively such that the sparse representation of the signal in the

observation space can be used to well reconstruct its paired signal in the latent feature space. Learning

such coupled dictionaries have many potential applications in both signal processing and computer vision,
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e.g., compressive sensing [10]. However, this problem has been little addressed in the literature. Yang et

al. [8] proposed a joint dictionary training method to learn the dictionaries for high- and low-resolution

image patch spaces. The method essentially concatenates the two feature spaces and converts the problem

to the standard sparse coding in a single feature space. As such, the resulting dictionaries are not indeed

trained for each of the feature spaces individually, and accurate recovery is not guaranteed. Yang et al.

[11] proposed to train the dictionary together with the feature representation and prediction model for

image classification in a bilevel formulation. With justified mathematic proof for the optimization, Mairal

et al. [12] generalize the similar idea to a more general regression framework to produce dictionaries

better suited to the specific tasks. However, they do not explicitly study the sparse modeling problem

across different feature spaces.

In this paper, we propose a new dictionary learning method which explicitly enforces that the sparse

representation of an observation signal in terms of the observation dictionary can well represent its

underlying signal with the latent dictionary. The optimization employs a stochastic gradient descent

procedure, where the gradient is computed via back-propagation and implicit differentiation. We then

apply our new dictionary training method to patch-based single image super-resolution and demonstrate

notable improvements over the previous approaches. As far as we know, this is the first work in the SR

literature to optimize the dictionaries directly targeted at minimizing the recovery errors.

B. Image Super-resolution

Image super-resolution (SR) are techniques aiming estimation of a high-resolution (HR) image from

one or several low-resolution (LR) observation images, which offer the promise of overcoming some

of the inherent resolution limitations of low-cost imaging sensors (e.g., cell phone cameras or surveil-

lance cameras), and allow better utilization of the growing capability of HR displays (e.g., HD LCDs).

Conventional super-resolution approaches normally require multiple LR inputs of the same scene with

sub-pixel motions. The SR task is thus cast as an inverse problem of recovering the original HR image by

fusing the LR inputs, based on reasonable assumptions or prior knowledge about the observation model.

However, SR image reconstruction is typically severely ill-conditioned because of the insufficient number

of observations and the unknown registration parameters. Various regularization techniques are therefore

proposed to stabilize the inversion of this ill-posed problem [13]–[15].

However, the performance of conventional approaches is only acceptable for small upscaling factors

(usually less than 2) [16], leading to the development of later example-based learning approaches, which

aim to learn the co-occurrence prior between the HR and LR image local structures from an external
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training database [17]–[19]. This training database is usually required to contain millions of HR/LR

image patch pairs in order to represent a generic image well, which makes the algorithms computationally

intensive. Instead of relying on an external database, several recently proposed approaches exploit the self-

similarity properties of local image patches within and across different spatial scales in the same image for

super-resolution [20]–[24]. These approaches either need a separate deblurring process [20], [23], which

is ill-posed and requires parameter tuning by itself, or relies too much on local image singularities,

e.g., edges and corners, thus generating super-resolution results which are not photo realistic [22], [24].

Motivated by the recent compressive sensing theories [10], Yang et al.in [8], [25] proposed to use sparse

representation to recover the HR image patch. The method can generate both photo realistic textures and

sharp edges from a single input image. However, the joint dictionary training method proposed in [8]

does not guarantee that the sparse representation of a LR image patch can well reconstruct its underlying

HR image patch. We will show that our coupled dictionary learning method can overcome this problem

and demonstrate superior performance both qualitatively and quantitatively.

Despite its strength in sparse signal recovery, sparse representation cannot be calculated in an efficient

way due to the �1-norm minimization, which hinders its application in many real time scenarios with

constrained computational resources. For example, it typically takes more than one minute to magnify a

LR image of size 128× 128 by a factor of 2, which is intolerable to most users. In this paper, to enable

the practical application of our sparse recovery based super-resolution in consumer photo editing, e.g., in

PhotoshopTM, we further propose an efficient implementation of our algorithm based on two strategies:

1) Selective patch processing. For image super-resolution or upscaling, image regions with textures,

sharp edges and corners are more crucial to visual quality improvement. Therefore, we apply our

high-accuracy sparse recovery method selectively on those salient regions, and process other less

notable regions using more efficient methods, e.g., bicubic interpolation, without compromise to

overall visual quality.

2) Learning a neural network model for fast sparse inference. The bottle neck of our algorithm

is the computation of the sparse code from the �1-norm minimization for each LR input image

patch. Instead of solving the exact optimization, we train a feed-forward model for fast approximate

inference [26].

The remainder of this paper is organized as follows. Section II reviews two related dictionary training

methods for sparse representation. Section III presents our dictionary learning method for coupled feature

spaces. In Section IV, we discuss how to apply our dictionary learning method to the single image super-
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resolution. Section V proposes a fast and approximate version of our coupled dictionary learning based

method for practical applications. Then in Section VI, we demonstrate the effectiveness of our approach

by comparing it with state-of-the-art image super-resolution techniques. Finally, Section VII concludes

our paper with discussions and future works.

II. CURRENT DICTIONARY LEARNING METHODS

In this section, we introduce two related dictionary learning methods with the �1-sparsity measure—

sparse coding in a single feature space and joint sparse coding in coupled feature spaces for signal

recovery.

A. Sparse Coding

The goal of sparse coding is to represent an input signal x ∈ R
d approximately as a weighted

linear combination of a few elementary signals called basis atoms, often chosen from an over-complete

dictionary D ∈ R
d×K (d < K). Sparse coding is the method to automatically discover such a good set of

basis atoms. Concretely, given the training data {xi}Ni=1, the problem of learning a dictionary for sparse

coding, in its most popular form, is solved by minimizing the energy function that combines squared

reconstruction errors and the �1-sparsity penalties on the representations:

min
D,{αi}N

i=1

N∑
i=1

‖xi −Dαi‖22 + λ‖αi‖1

s.t. ‖D(:, k)‖2 ≤ 1, ∀k ∈ {1, 2, ...,K},
(1)

where D(:, k) is the k-th column of D, αi is the sparse code of xi, and λ is a parameter controlling

the sparsity penalty and representation fidelity. The above optimization problem is convex in either D

or {αi}Ni=1 when the other is fixed, but not in both. When D is fixed, inference for {α i}Ni=1 is known

as the Lasso problem in the statistic literature; when {αi}Ni=1 are fixed, solving D becomes a standard

quadratically constrained quadratic programming (QCQP) problem. A practical solution to Eqn. (1) is

to alternatively optimize over D and {αi}Ni=1, and the algorithm is guaranteed to converge to a local

minimum [5].

B. Joint Sparse Coding

Unlike the standard sparse coding, joint sparse coding considers the problem of learning two dictionaries

Dx and Dy for two coupled feature spaces, X and Y , tied by a certain mapping function F , such that

the sparse representation of xi ∈ X in terms of Dx should be the same as that of y i ∈ Y in terms
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of Dy , where yi = F(xi). Accordingly, if yi is our observation signal, we can recover its underlying

latent signal xi via its sparse representation in terms of Dy . Yang et al. [8] addressed this problem by

generalizing the basic sparse coding scheme as follows:

min
Dx,Dy,{αx\y

i }N
i=1

N∑
i=1

{
1

2
‖xi −Dxα

x
i ‖22 + λ‖αx

i ‖1
}
+

{
1

2
‖yi −Dyα

y
i ‖22 + λ‖αy

i ‖1
}
,

s.t. ‖Dx(:, k)‖2 ≤ 1, ‖Dy(:, k)‖2 ≤ 1, αx
i = αy

i ,

(2)

which is equivalent to

min
Dx,Dy,{αi}N

i=1

N∑
i=1

(‖xi −Dxαi‖22 + ‖yi −Dyαi‖22
)
+ λ‖αi‖1,

s.t. ‖Dx(:, k)‖2 ≤ 1, ‖Dy(:, k)‖2 ≤ 1,

(3)

The formulation above basically requires that the resulting common sparse representation α i should

reconstruct both yi and xi well. Grouping the two reconstruction error terms together and denoting

x̄i =

⎡
⎣ xi

yi

⎤
⎦ , D̄ =

⎡
⎣ Dx

Dy

⎤
⎦ , (4)

we can convert Eqn. (3) to the standard sparse coding problem in the concatenated feature space of X
and Y:

min
D̄,{αi}N

i=1

N∑
i=1

‖x̄i − D̄αi‖22 + λ‖αi‖1

s.t. ‖D̄(:, k)‖2 ≤ 1.

(5)

Therefore, such a joint sparse coding scheme can only be claimed to be optimal in the concatenated

feature space of X and Y , but not in each feature space individually.

In the testing phase, given an observed signal y, we want to recover the corresponding latent signal

x by inferring its sparse representation. Since x is unknown, there is no way to enforce the equivalence

constraint on the sparse representations of y and x, as has been done in the training phase. Instead, we

can only infer the sparse representation of y in the feature space Y with respect to D y , and use it as

an approximation to the joint sparse representation of x and y, which is not guaranteed to be consistent

with the sparse representation of x in terms of Dx. Consequently, accurate recovery is not assured using

the above jointly learned dictionaries.
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III. COUPLED DICTIONARY LEARNING FOR SPARSE RECOVERY

A. Problem Statement

Suppose we have two coupled feature spaces: the latent space X ⊆ R
d1 and the observation space

Y ⊆ R
d2 , where the signals are sparse, i.e., the signals have sparse representations in terms of certain

dictionaries. Signals in Y are observable, and signals in X are what we want to recover or infer. There

exists some mapping function F : X → Y (not necessarily linear and probably unknown) that maps a

signal x in X to its corresponding signal y in Y: y = F(x). We assume that the mapping function is

nearly injective; otherwise, the inference for X from Y would be impossible. Our problem is to find a

coupled dictionary pair Dx and Dy for space X and Y respectively, such that given any signal y ∈ Y ,

we can use its sparse representation in terms of Dy to recover the corresponding latent signal x ∈ X
in terms of Dx. Formally, an ideal pair of coupled dictionaries Dx and Dy should satisfy the following

equations for any coupled signal pair {y i,xi}:

zi = argmin
αi

‖yi −Dyαi‖22 + λ‖αi‖1,∀i = 1...N (6)

zi = argmin
αi

‖xi −Dxαi‖22 ,∀i = 1...N 1 (7)

where {xi}Ni=1 are the training samples from X , {yi}Ni=1 are the training samples from Y with yi =

F(xi), and {zi}Ni=1 are the sparse representations.

Signal recovery from coupled spaces can be thought as a problem similar to compressive sensing

[10]. In the context of compressive sensing, the observation and latent spaces are related through a

linear random projection function F . Dictionary Dx is usually chosen to be a mathematically defined

basis (e.g., wavelets), and Dy is obtained directly from Dx with the linear mapping F . Under some

moderate conditions, the sparse representation of y derived from Eqn. (6) can be used to recover x with

performance guarantees. However, in more general scenarios where the mapping function F is unknown

and may take non-linear forms,2 the compressive sensing theory cannot be applied. Then it becomes

more favorable to learn the coupled dictionaries from the training data with machine learning techniques.

1Alternatively, one can require that the sparse representation of xi in terms of Dx is zi. However, since only the recovery

accuracy of xi is concerned, we directly impose xi ≈ Dxzi.

2In the example of patch-based super-resolution, the image degradation process F from HR space to LR space is no longer

a simple linear transformation of blurring and downsampling if the signals in the LR space are represented as high frequency

features of raw patches, which is typically employed for better visual effect. We will discuss this in more details in Section IV.
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B. Formulation

Given an input signal y, the recovery of its latent signal x consists of two consecutive steps: first find

the sparse representation z of y in terms of Dy according to Eqn. (6), and then estimate the latent signal

as x = Dxz. Since the goal of our dictionary learning is to minimize the recovery error of x, we define

the following squared loss term:

L(Dx,Dy,x,y) =
1

2
‖Dxz − x‖22. (8)

Then the optimal dictionary pair {D∗
x,D

∗
y} is found by minimizing the empirical expectation of Eqn. 8

over the training signal pairs,

min
Dx,Dy

1

N

N∑
i=1

L(Dx,Dy,xi,yi)

s.t. zi = argmin
α

‖yi −Dyα‖22 + λ‖α‖1, for i = 1, 2, ..., N,

‖Dx(:, k)‖2 ≤ 1, ‖Dy(:, k)‖2 ≤ 1, for k = 1, 2, ...,K.

(9)

Simply minimizing the above empirical loss does not guarantee that y can be well represented by D y.

Therefore, we can add one more reconstruction term to the loss function to ensure good representation

of y,

L(Dx,Dy,xi,yi) =
1

2

(
γ‖Dxzi − xi‖22 + (1− γ)‖yi −Dyzi‖22

)
, (10)

where γ (0 < γ ≤ 1) balances the two reconstruction errors.

The objective function in Eqn. (9) is highly nonlinear and highly nonconvex. We propose to minimize

it by alternatively optimizing over Dx and Dy while keeping the other fixed. When Dy is fixed, the

sparse representation zi can be determined for each y i with Dy, and the problem of Eqn. (9) reduces to

min
Dx

N∑
i=1

1

2
‖Dxzi − xi‖22

s.t. zi = argmin
α

‖yi −Dyα‖22 + λ‖α‖1, for i = 1, 2, ..., N,

‖Dx(:, k)‖2 ≤ 1, for k = 1, 2, ...,K.

(11)

which is a quadratically constrained quadratic programing that can be solved efficiently using conjugate

gradient descent [5]. When Dx is fixed, the optimization over Dy is more complicated and is discussed

in the following.
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C. Optimization for Dictionary Dy

Minimizing the loss function of Eqn. (9) over Dy is a highly nonconvex bilevel programming prob-

lem [27]. The upper-level optimization of Eqn. (9) depends on the variable z i, which is the optimum

of a lower-level �1-minimization. To solve this bilevel problem, we employ the same descent method

developed in our previous work [11]. For the descent method, we need to find a descent direction along

which a feasible step in this direction will decrease the objective function value. For easy of presentation,

we drop the subscripts of xi, yi, and zi in the following. Applying the chain rule, we have

∂L

∂Dy
=

1

2

⎛
⎝∑

j∈Ω

∂(γRx + (1− γ)Ry)

∂zj

dzj
dDy

+ (1− γ)
∂Ry

∂Dy
.

⎞
⎠ , (12)

Here, we denote Rx = ‖Dxz − x‖22 and Ry = ‖Dyz − y‖22 as the reconstruction residuals with

representation z for x and y, respectively. zj is the jth element of z, and Ω denotes the index set for j,

where the derivative dzj/dDy is well defined. Let z̃ denote the vector built with the elements {zj}j∈Ω,

and D̃x and D̃y denote the dictionaries that consist of the columns in Dx and Dy with indices in Ω. It

is easy to find that

∂Rx

∂z̃
= 2D̃

T
x (Dxz − x),

∂Ry

∂z̃
= 2D̃

T
y (Dyz − y),

∂Ry

∂Dy
= 2(Dyz − y)zT .

(13)

To evaluate the gradient in Eqn. (12), we still need to find the index set Ω and the derivative d z̃/dDy.

However, there is no analytical link between z̃ and Dy . We use the technique developed in [11] to find

the derivative in the following, which turns out to work well in practice.

1) Sparse Derivative: For the Lasso problem in Eqn. (6), we have the following condition for the

optimum z [28]:
∂‖y −Dyz‖22

∂zj
+ λ sign(zj) = 0, for j ∈ Λ, (14)

where Λ = {j|zj �= 0}. Define our index set Ω = {j||zj | > 0+}, we have

∂‖y − D̃yz̃‖22
∂zj

+ λ sign(zj) = 0, for j ∈ Ω. (15)

Equivalently, we have

D̃y
T
D̃yz̃ − D̃y

T
y + λsign(z̃) = 0. (16)

It is easy to show that z̃ is a continuous function of Dy [29]. Therefore, a small perturbation on Dy

will not change the signs of the elements in z̃. As a result, can apply the implicit differentiation [30] on
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Eqn. (16) to obtain

∂{D̃y
T
D̃yz̃ − D̃y

T
y}

∂D̃y

=
∂{−λ · sign(z̃)}

∂D̃y

⇒ ∂D̃y
T
D̃y

∂D̃y

z̃ + D̃y
T
D̃y

∂z̃

∂D̃y

− ∂D̃y
T
y

∂D̃y

= 0. (17)

Then, we calculate the derivative as

∂z̃

∂D̃y

=
(
D̃y

T
D̃y

)−1
(
∂D̃y

T
y

∂D̃y

− ∂D̃y
T
D̃y

∂D̃y

z̃

)
, (18)

where we assume the solution to Eqn. (6) is unique and
(
D̃y

T
D̃y

)−1
exists. Eqn. (18) only gives us

the derivative function of z̃ with respect to D̃y, which builds only on the index set Ω. To evaluate

Eqn. (12), we can set the remaining gradient elements of ∂z/∂Dy to be zero. From a practical point

of view, as long as the approximate derivative given by Eqn. (12) is a feasible descent direction for the

optimization, the descent method guarantees that the objective function value will always decrease for a

feasible step along that direction. Empirically, the above Eqn. (12) indeed serves as a descent direction

for the optimization, as shown in our previous work [11] and the experiments in this work. Theoretically,

it is easy to establish a much stronger argument for Eqn (12) based on Eqn. (18). It can be shown that

for Ω = Λ, this set and the corresponding solution signs will not change for a small perturbation of

Dy , as long as λ is not a transition point of y in terms of Dy [31]. Because the chance of λ being a

transition point of y is low for a reasonable distribution assumption on y, Eqn. (12) will approximate the

true gradient accurately on expectation. Instead of looking into the mathematics in this work, we focus

on our image super-resolution application. And we refer the reader to a recent work by Mairal et al. [12]

for a mathematic analysis from a slightly different perspective.

D. Algorithm Summarization

With the gradient in Eqn. (12) calculated, we employ a projected stochastic gradient descent procedure

for the optimization of Dy due to its fast convergence and good behavior in practice. Because of the

high nonconvexity of the Bilevel optimization over Dy as well as the greedy nature of the alternative

optimization over Dx and Dy, we can only expect our coupled dictionary learning algorithm to find a

local minimum, which turns out to be sufficient for practical use as demonstrated in the experimental

part.

Algorithm 1 summarizes the complete procedures for our coupled dictionary learning algorithm:
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Algorithm 1 Coupled Dictionary Training

1: input: training patch pairs {(xi,yi)}Ni=1, and dictionary size K.

2: initial: initialize D
(0)
x and D

(0)
y , n = 0, t = 1.

3: repeat

4: for i = 1, 2, ..., N do

5: Compute gradient a = dL(D
(n)
x ,D

(n)
y ,xi,yi)/dDy according to Eqn. (12);

6: Update D
(n)
y = D

(n)
y − η(t) · a;

7: Project the columns of D(n)
y onto the unit ball;

8: t = t+ 1;

9: end for

10: Update D
(n+1)
y = D

(n)
y ;

11: Update D
(n+1)
x according to Eqn. (11) with D

(n+1)
y ;

12: n = n+ 1;

13: until convergence

14: output: coupled dictionaries D
(n)
x and D

(n)
y .

1) Line 2: We can initialize Dx and Dy with various methods: a) we can train Dx from {xi}Ni=1

using standard sparse coding, or define it mathematically, and initialize D y with a random matrix;

b) or we can initialize Dx and Dy with those trained from joint sparse coding.

2) Line 6: η(t) is the step size for stochastic gradient descent, which shrinks in the rate of 1/t.

3) Line 7: To satisfy the dictionary norm constraint, we normalize each column of D y to unit �2-norm.

The proposed coupled learning algorithm is generic, and hence can be potentially applied to many signal

recovery and computer vision tasks, e.g., image compression, texture transfer, and super-resolution. In

the following, we will focus on its application to patch-based single image super-resolution.

IV. IMAGE SUPER-RESOLUTION VIA SPARSE RECOVERY

In this section, we discuss single image super-resolution via sparse recovery, where the signals of

LR image patches constitute an observation space Y and the signals of HR image patches constitute a

latent space X . We propose to model the mapping between the two spaces by coupled sparse dictionary

learning, and use the learnt dictionaries to recover HR patch x for any given LR patch y.
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A. Coupled Dictionary Learning

Instead of directly using raw pixel values, we extract simple features from HR/LR patches respectively

as the signals in their coupled spaces. The DC component is first removed from each HR/LR patch

because the mean value of a patch is always preserved well through the mapping from HR space to LR

space. Also, we extract gradient features from LR image patch as in Yang et al. [25], since the median

frequency band in LR patch is believed to be more relevant to the missing high frequency information.

Finally, all the HR/LR patch signals (extracted features) are normalized to unit length so that we do

not need to worry about the shrinkage effect of �1-norm minimization on the sparse representations. As

can be seen, the resultant HR/LR image patch (feature) pairs are tied by a mapping function far more

complex than the linear system considered in most conventional inverse problems such as compressive

sensing.

To train the coupled dictionaries, we sample a large number of training HR/LR image patch pairs from

a external database containing clean HR images {X i}ni=1. For each HR image X i, we first blur and

down-sample it to get a LR image, and then upscale this LR image by “bicubic” interpolation back to

its original size to get the interpolated LR image Y i. From these image pairs {X i,Y i}ni=1, we sample

N pairs of HR/LR patches of size p × p, and extract their patch features using the aforementioned

procedures to get training data {(xi,yi)}Ni=1. To avoid sampling too many smooth patches which are

less informative, we eliminate those patches with small variances. Once the training data are prepared,

the coupled dictionaries Dx and Dy are learnt as in Algorithm 1.

B. Patch-wise Sparse Recovery

In testing phase, we perform patch-wise sparse SR recovery with the learnt couple dictionaries. The

input LR image Y is first interpolated to the size of desired HR image, and the interpolated LR image

Y ′ is divided into a set of overlapping patches of size p× p. For each LR image patch y p, we extract its

feature y as in the training phase, and compute its sparse representation with respect to learnt dictionary

Dy . This sparse representation is then used to predict the underlying HR image patch x p (feature x)

with respect to Dx. The predicted HR patches are tiled together to reconstruct the HR image X , where

the average of multiple predictions is taken for each pixel in overlapping region as its final recovery.

Algorithm 2 describes the sparse recovery SR method in detail.

Since the norm information of a signal is lost in its sparse recovery (typically ‖Dxz‖2 < ‖x‖2), extra

consideration is given when we recover the norm of HR image patches. From the unnormalized training

patches, we find that the norm of a de-meaned HR image patch is approximately proportional to that of
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Algorithm 2 Super-Resolution via Sparse Recovery
1: input: coupled dictionaries Dx and Dy, LR image Y .

2: initialize: set HR image X = 0; upscale Y to Y ′ by bicubic interpolation.

3: for each p× p patch yp in Y ′ do

4: m = mean(yp), r = ‖yp −m‖2;
5: Extract normalized gradient feature y for yp;

6: z = argminα
1
2‖Dyα− y‖22 + λ‖α‖1;

7: Recover HR patch feature: x = Dxz/‖Dxz‖2;
8: Recover HR image patch:

xp = (c× r) · x+m, (19)

where c is a constant;

9: Add xp to the corresponding pixels in X;

10: end for

11: Average multiple predictions on overlapping pixels of X;

12: output: HR image X .

its de-meaned and interpolated LR image patch. The proportional factor c is a constant greater than 1 3,

depending on the magnification scale, e.g., c = 1.2 for magnification factor of 2 is found from linear

regression. Therefore, we linearly scale x and add the mean value back in Eqn. (19) to recover the actual

HR image patch xp.

V. FAST IMAGE SUPER-RESOLUTION

The patch-wise sparse recovery approach can produce SR images of superior quality. However, the high

computational cost associated with this approach has limited its practical use in real applications, which

is the reason why most commercial photo editing softwares still prefer simple bicubic interpolation for

image upscaling. In our approach, to produce one SR image of moderate size, we need to do processing on

thousands of patches and each one involves a time-consuming � 1-norm minimization problem. Therefore,

reducing the number of patches to process and finding fast solver for �1-norm minimization problem are

the two directions for efficiency improvement. In this section, we significantly speed up our algorithm in

both directions without much compromise to SR performance: 1) selectively process LR image patches

3HR image patches have better contrast, and consequently have larger norms compared to their LR counterparts.
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based on natural image statistics; and 2) learn a neural network model for fast sparse representation

inference.

A. Selective Patch Processing

Natural images typically contain large smooth regions as well as strong discontinuities, such as edges

and corners. Although simple interpolation methods for image upscaling, e.g., bilinear and bicubic

interpolation, will result in noticeable artifacts along the edges and corners, such as ringing, jaggies

and blurring effects, they perform reasonably well on smooth regions. Figure 1 illustrates this fact, where

we upscale (×2) each image patch of “Lena” by bicubic interpolation and sparse recovery respectively for

RMSE comparison—“red” color denotes regions where our sparse recovery beats bicubic interpolation in

terms of RMSE; “blue” color denotes regions where bicubic interpolation is superior; and “gray” regions

means bicubic interpolation and sparse recovery are comparable. From this figure, we can conclude that

1) our sparse recovery algorithm performs overwhelmingly better than bicubic interpolation; 2) spare

recovery performs much better than bicubic interpolation in edge and highly textured regions; and 3)

sparse recovery and bicubic interpolation are comparable on large smooth regions. This observation

suggests that we can selectively process those highly textured regions using our “expensive” sparse

recovery technique and simply apply “cheap” bicubic interpolation for the rest smooth regions, which

will save a remarkable amount of computation. In this work, we select the edge and textured regions

by measuring the variance of image patch: if the variance of an image patch is larger than a threshold,

we process it using sparse recovery; otherwise, we simply apply bicubic interpolation as our HR image

patch estimation.

B. Fast Sparse Inference for Super-resolution

Instead of seeking the exact solution to the computationally expensive �1-norm minimization problem,

we find approximated solution can also yield very accurate SR recovery. Several recent works have

proposed to find the fast approximation of the sparse code by learning feed-forward neural network

models [26], [32], [33]. Given examples of input vectors (LR image patch features) paired with their

corresponding optimal sparse codes obtained by conventional optimization methods, the main idea of

these neural network models is to learn an efficient parameterized non-linear encoder function to predict

the optimal sparse codes. Although the predicted sparse codes from these neural network models have

shown to be both efficient and effective for various recognition tasks, they have not been explored for
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Fig. 1. Comparison of patch-wise SR reconstruction accuracy between sparse recovery and bicubic interpolation. “Red” color

denotes the patches where sparse recovery beats bicubic interpolation; “Blue” color denotes patches where bicubic interpolation

is superior; and “Gray” color indicates that the two perform on par with each other.

image restoration tasks. In this work, we employ the same network structure as in [26], while demanding

the predicted sparse representations reconstruct the corresponding HR image patches well.

The particular form and parameterizations of the neural network encoder in [26] is inspired by the

Iterative Shrinkage Thresholding Algorithm (ISTA) [34]. Given an input vector y, the ISTA iterates the

following recursive equation until convergence:

z(k + 1) = hθ(Wey + Sz(k)) z(0) = 0. (20)

The elements of the above equation are defined as

filter matrix : We =
1
LD

T
y (21)

inhibition matrix : S = I − 1
LD

T
y Dy (22)

shrinkage function : hθ(z) = sign(z)(|z| − θ)+, (23)

where L is a constant chosen to be larger than the largest eigenvalue of D T
y Dy, function hθ(z) is a

component-wise shrinkage function with vector threshold θ with its all elements set to be λ/L. Depending

on the overcompleteness of the dictionary, the ISTA may take tens of iterations to converge to the optimal

solution, which is too slow for practical applications where typically thousands of such optimizations

need to be solved. The basic idea of the algorithm in [26] is to employ a network structure which takes

the form of Eqn. (20), with only a fixed number of iterations T (e.g., T = 2). Instead of defining the

equation elements in Eqn. (21) as in ISTA, the algorithm learns the parameters W = (We, S, θ) from
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the training samples, which consists of input vectors and their paired optimal sparse codes, in order to

minimize the divergence between the predicted sparse codes and the optimal sparse codes. Specifically,

the neural network model is to minimize the following energy function:

L(W ) =
1

N

N∑
i=1

C(W,yi), (24)

with

C(W,yi) =
1

2
‖zi − fe(W,yi)‖22, (25)

where zi is the optimal sparse code of yi in terms of Dy, and fe(W,yi) is the transform defined by

repeating Eqn. (20) T iterations with the learned parameter W . Tailored to our super-resolution algorithm,

we can redefine the energy function as

C(W,yi,xi) =
1

2
‖zi − fe(W,yi)‖22 +

ν

2
‖Dxzi − xi‖22 (26)

to achieve better predictions for HR image patches. As in conventional neural networks, the learning

algorithm is again a simple stochastic gradient descent procedure, where the gradient can be derived

from back-propagation by applying the simple chain rule.

VI. EXPERIMENTAL EVALUATION

In this section, we apply our coupled dictionary learning method to single image super-resolution and

also evaluate the efficiency of our implementation of the algorithm. For training, we sampled 100, 000

HR/LR 5×5 image patch (feature) pairs for magnification factor of 2, and learned the coupled dictionaries

each of size K = 512 using stochastic gradient descent. With the learned coupled dictionary D y, we then

train our neural network model for fast inference. All the experiments are performed on a PC running a

single core of Intel Pentium 3.0GHz CPU. In the following, we first compare our results with the joint

dictionary training method for sparse recovery in [8], which is one of the state-of-the-art super-resolution

algorithms, both qualitatively and quantitatively. Then we discuss the computational efficiency of our

algorithm, and make extensive comparisons in terms of visual quality between the results of our method

and other recently proposed state-of-the-art approaches, e.g., [22], [24].

A. Comparison with Joint Dictionary Training

We use the joint dictionary training approach by Yang et al. [8] as the baseline for comparison with

our coupled training method. To ensure fair comparisons, we use the same training data for both methods,

and employ exactly the same procedure to recover the HR image patches. Furthermore, to better manifest
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Fig. 2. (a). Percentages of pixel-wise MSE reduced by our coupled training method compared with joint dictionary training

method. (b) Pixel-wise MSE of the recovered HR image patches (normalized and de-meaned) using our coupled dictionary

training method.

the advantages of our coupled training, we use the same D x learned by joint dictionary training as our

pre-defined dictionary for HR image patches (which is usually not the optimal choice, since D x can

be updated along with the optimization of Dy as in Section III), and then optimize Dy to ensure good

sparse recovery. The optimization converges very quickly, typically in less than 5 iterations.

1) Signal Recovery Accuracy: To validate the effectiveness of our coupled dictionary training, we first

compare the recovery accuracy of both dictionary training methods on a validation set, which includes

100, 000 normalized image patch pairs sampled independently from the training set. Note that here we

focus on evaluating the recovery accuracy for the de-meaned and normalized HR patch signals instead

of the actual HR image pixels, thus isolating the affect of any application-specific technical details (e.g.,

patch overlapping, contrast normalization, etc). Figure 2 (a) shows the pixel-wise mean square error

(MSE) improvement using our coupled dictionary training method over the previous joint dictionary

training method. It can be seen that our approach significantly reduces the recovery error in all pixel

locations, which verifies the effectiveness of our training approach for sparse signal recovery.

2) Super-Resolution Performance: For patch-based super-resolution algorithms, the common practice is

to recover each overlapping HR image patch independently, and then fuse the multiple pixel predictions

in overlapping regions by simple averaging or other more sophisticated operation. Such a strategy is

empirically supported by the error pattern observed in Figure 2 (b): large recovery errors are most likely

to occur at the corner and boundary pixels in a patch. Therefore, even with only one pixel overlapping

between adjacent patches, the inaccurate predictions or outliers are expected to be suppressed significantly.

However, such an improvement in accuracy is obtained at the cost of computation time, which increases

almost quadratically with the amount of overlapping. In Figure 4, the results of super-resolution by
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Fig. 3. The high resolution image patch dictionary trained.

magnification factor of 2 are compared on various real images between joint dictionary training and

our coupled dictionary training with different amount of patch overlapping between adjacent patches.

As shown, the results by our method are free of artifacts no matter how much overlapping is used;

on the contrary, the artifacts introduced by joint dictionary training are always visible even up to 2-

pixel overlapping. Actually, the artifacts of joint dictionary training will remain noticeable unless the

overlapping increases to 3 pixels (note that the patch size is only 5× 5).

Quantitatively, Figure 5 shows the changes of the recovery PSNRs on both “Lena” and “Flower” as

we increase the overlapping pixels between adjacent patches. For reference, we also show the PSNRs of

the bicubic interpolation for both images with horizontal dashed lines. Our method outperforms bicubic

notably even with 0-pixel patch overlapping, and continues to improve as overlapping increases. The

PSNRs for joint training are initially lower than bicubic, but increases substantially with more overlapping.

One interesting observation is that our method does not benefit from pixel overlapping as much as joint

dictionary training does; this is because our recovery is already close to the ground truth, and subsequently

taking the average can not improve the accuracy too much. However, overlapping seems critical for the

success of joint dictionary training for recovery. Another important observation is that the recovery

using our training method with 0-pixel patch overlapping can achieve approximately the same level of
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Fig. 4. Super-resolution results upscaled by factor 2, using joint dictionary training (top row) and our method (bottom row).

0/1/2-pixel overlapping between adjacent patches are used for the Flower/Lena/Street image, respectively.

performance as joint training with 3-pixel patch overlapping, with reduction in computation by more than

6 times. This advantage is crucial especially for real time applications and mobile devices.
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Fig. 5. The effects of pixel overlapping on PSNRs of the recovered images using different dictionary training methods. Our

training method with 0-pixel overlapping can achieve the same level of performance as joint training with 3-pixel overlapping.

B. Algorithm Efficiency

In this subsection, we first evaluate our algorithm’s efficiency with the two speeding up strategies

proposed in Section V—selective patch processing and neural network for fast sparse inference—and

then compare the visual qualities of our upscaled images with several recently proposed state-of-the-arts

algorithms.
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TABLE I

THRESHOLDING EFFECTS ON SR RECOVERY ACCURACY AND PROCESSING TIME WITH SPARSE CODES FOUND AS THE

EXACT SOLUTION OF �1-NORM MINIMIZATION, TESTED ON THREE IMAGES WITH DIFFERENT SIZE.

Threshold on σ 0 10 20 30 40 50

Lena
RMSE 4.71 4.71 4.73 4.76 4.81 4.87

128× 128 Time(s) 62.0 42.4 28.9 20.8 17.2 13.5

Flower
RMSE 4.20 4.21 4.22 4.24 4.27 4.32

106× 99 Time(s) 39.2 29.9 20.4 15.8 11.5 8.9

Face
RMSE 4.32 4.33 4.36 4.42 4.46 4.50

127× 129 Time(s) 60.1 48.8 30.1 16.6 10.3 6.7

1) Selective Patch Processing: We apply thresholding on the standard deviation σ of LR input image

patches to adaptively apply sparse recovery or bicubic interpolation: if the σ is larger than a pre-set

threshold, we process the patch by sparse recovery; otherwise, we simply use bicubic interpolation.

Table I shows the effects of the threshold on recovery accuracy and computation time for upscaling by

factor of 2, where the sparse recovery is based on the exact sparse code solution of the optimization

problem. For all the three images, the computation time drops significantly as the threshold increases,

while the increase in recovery RMSEs is marginal (only 3% ∼ 4%), which is imperceivable from visual

inspection. The results indicate that the test images contain a large portion of smooth regions that can

be skipped in processing, which is a phenomena one can expect on most generic natural images.

2) Neural Network for Fast Sparse Inference: Table II shows the effects of the threshold on recovery

accuracy and computation time for the neural network approximation. First, the same trends as in Table I

are observed: when the threshold increases, the recovery RMSEs increase slowly, but the computation

time drops remarkably. In addition, by collating the results in Table I and II, we can see the neural

network model significantly reduces the computation time for processing the same number of patches

(same threshold) compared with the original exact �1-norm minimization, only at the cost of marginal

increase in RMSE, which again is hardly perceivable in the visual quality. In Figure 6, we show the

visual quality of the zoomed “Face” images (×2) for both �1-norm minimization and neural network

approximation with different thresholds on σ. The differences between �1-norm minimization and neural

network approximation and between variant thresholds for both methods are visually unnoticeable, which

validates our strategies of selective patch processing and neural network for fast sparse inference.

Table III shows the results on more test images which have also been used in [22], [24], and the results
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TABLE II

THRESHOLDING EFFECTS ON SR RECOVERY ACCURACY AND PROCESSING TIME WITH SPARSE CODES FOUND VIA NEURAL

NETWORK INFERENCE, TESTED ON THREE IMAGES WITH DIFFERENT SIZE.

Threshold on σ 0 10 20 30 40 50

Lena
RMSE 4.79 4.79 4.80 4.83 4.87 4.92

128× 128 Time(s) 6.5 5.2 4.4 3.8 3.5 3.3

Flower
RMSE 4.32 4.32 4.33 4.34 4.36 4.39

106× 99 Time(s) 4.1 3.5 2.9 2.5 2.3 2.1

Face
RMSE 4.38 4.39 4.42 4.46 4.49 4.52

127× 129 Time(s) 6.2 5.6 4.4 3.5 3.0 2.8

Fig. 6. Image quality comparisons for different standard deviation thresholds. Top: �1-norm minimization; bottom: neural

network approximation. Thresholds from left to right: 0, 10, 20, 30.

are obtained using both speeding up strategies in our algorithm. These test images are magnified by factor

of 4, which is achieved by upscaling the image twice with a magnification factor of 2 in each step. We

set the variance threshold to be 20(30) and the patch overlap to be 3(2) pixels for the first(second) step.

In Matlab, our algorithm can upscale an image of moderate size (200 × 200) in less than 30 seconds,

and we expect it to be much faster with a dedicated C implementation. Compared to the exact � 1-norm

minimization without selective patch processing, our fast implementation is in general more than 20 times

faster.
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TABLE III

PROCESSING TIME OF SUPER-RESOLUTION BY MAGNIFICATION FACTOR OF 4 ON TEST IMAGES WITH DIFFERENT SIZES.

RESULT IMAGES CAN BE ACCESSED AT HTTP://WWW.IFP.ILLINOIS.EDU/ JYANG29/IMAGES.HTM.

Image Lena Girl Child Chip Wheel Koala

Size 128 × 128 151 × 225 128× 128 244× 200 207× 157 161× 241

Time(s) 10.0 19.6 10.7 24.0 20.2 26.9

Image Sculpture Can Street Kitchen Bird -

Size 200 × 200 311 × 200 234× 177 188× 188 241× 161 -

Time(s) 22.0 32.7 34.2 27.9 23.7 -

3) Visual Quality Comparisons with State-of-the-arts: In Figure 7, we compare the visual quality of

our upscaled images with the results produced by several recent state-of-the-art methods. For the “Child”

test image (first row, ×4 magnification), the method of Glasner et al. [22] generates very sharp edges,

but also a small amount of ringing and jaggies artifacts. Since their method aggressively enhances all

edge-like structures, including the regions with smooth illumination transition (boundary between the

face and the hat), the overall result does not look photorealistic. Freedman et al. [24] produces similar

output as ours in this case, although occasionally some small “hard” and unnatural edges or corners are

observed. For the “Statue” test image (second row, ×8 magnification), both Freedman’s and our results

look much better than that of Sun et al. [19]. However, Freedman’s approach generates again many “hard”

edges that are not photorealistic, and also some false structures inconsistent with the observation (note

the shape change between the upper lip and the moustache). For the “Wheel” test image (third row, ×4

magnification), Freedman’s algorithm can generate sharp edges, but loses the details that our approach

can recover, e.g., the texture details on the lower part of the dashboard behind the wheel. More results

and comparisons can be found at http://www.ifp.illinois.edu/∼jyang29/Images.htm.

VII. CONCLUSION AND FUTURE WORKS

In this paper, we propose a novel coupled dictionary training method for single image super-resolution

based on patch-wise sparse recovery. The coupled dictionary training enforces that the sparse represen-

tation derived from the low-resolution image patch in terms of the low-resolution dictionary can well

reconstruct its high-resolution counterpart with the high-resolution patch dictionary. Compared with the

previous joint dictionary training method, our algorithm improves the recovery accuracy notably, and at

the same time removes the recovery artifacts. Furthermore, aiming at practical applications, we propose

to adaptively process these image patches based on standard deviation thresholding and employ an neural
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network model for fast approximate inference. Quantitatively and qualitatively, our fast implementation

can achieve the same level of performance as the original exact algorithm, but at a much faster speed.

For future work, we will investigate potential applications of our coupled dictionary training method in

other recovery and vision problems, such as compressive sensing, texture transfer and intrinsic image

estimation.
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Fig. 7. Super-resolution result comparisons. Top (×4): nearest neighbor, Glasner et al. [22], Freedman et al. [24], and ours.

Middle (×8): nearest neighbor, Sun et al. [19], Freedman et al. [24], and ours. Bottom (×4): nearest neighbor, Shan et al. [35],

Freedman et al. [24], and ours. Images courtesy of Glasner et al. [22], Freedman et al. [24], and Sun et al. [19].
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