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Abstract
We study how protocol design for various functionalities within
a communication network architecture can be viewed as a distributed resource allocation problem. This involves understanding what
resources are, how to allocate them fairly, and perhaps most importantly, how to achieve this goal in a distributed and stable fashion. We
start with ideas of a centralized optimization framework and show how
congestion control, routing and scheduling in wired and wireless networks can be thought of as fair resource allocation. We then move to the
study of controllers that allow a decentralized solution of this problem.
These controllers are the analytical equivalent of protocols in use on
the Internet today, and we describe existing protocols as realizations
of such controllers. The Internet is a dynamic system with feedback
delays and ﬂows that arrive and depart, which means that stability of
the system cannot be taken for granted. We show how to incorporate
stability into protocols, and thus, prevent undesirable network behavior. Finally, we consider a futuristic scenario where users are aware of
the eﬀects of their actions and try to game the system. We will see that
the optimization framework is remarkably robust even to such gaming.
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1
Introduction

The Internet has been one of the most conspicuous successes of the
communications industry, and has permeated every aspect of our lives.
Indeed, it is a testimony to its relevance in modern lifestyle that Internet connectivity is now considered an essential service like electricity
and water supply. The idea that a best-effort data service could attain
such significance was perhaps difficult to imagine a couple of decades
ago. In fact, the Internet was initially envisioned as a decentralized
data transmission network for military use. The argument was that if
there were no centralized control, such as in a telephone network, and
if much of the intelligence was at the edges of the system, it would
make the network that much harder to destroy. Concurrent with the
indestructibility requirements of the military was the need of scientific
laboratories which required a network to exchange large data files of
experimental results with each other. They envisioned high-speed links
for transferring data between geographically distant data sources. The
two requirements, coupled with statistical multiplexing ideas that
illustrated the efficiency of using packetized data transmission gave
rise to the Internet.
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2 Introduction
As the network grew, it was clear that unrestricted data transfer
by many users over a shared resource, i.e., the Internet, could be bad
for the end users: excess load on the links leads to packet loss and
decreases the effective throughput. This kind of loss was experienced
at a significant level in the ’80s and was termed congestion collapse.
Thus, there was a need for a protocol to control the congestion in the
network, i.e., control the overloading of the network resources. It led
to the development of a congestion control algorithm for the Internet by Van Jacobson [1]. This congestion control algorithm was implemented within the protocol used by the end hosts for data transfer
called the Transmission Control Protocol (TCP). Even though TCP is
a lot more than just a congestion control algorithm, for the purposes
of this monograph, we will use the terms “TCP” and “TCP congestion
control algorithm” interchangeably.
Congestion control can also be viewed as a means of allocating the
available network resources in some fair manner among the competing
users. This idea was first noted by Chiu and Jain [2] who studied the
relationship between control mechanisms at the end-hosts which use
one-bit feedback from a link and the allocation of the available bandwidth at the link among the end-hosts. In fact, some of the details of
Jacobson’s congestion control algorithm for the Internet were partly
influenced by the analytical work in [2]. The resource allocation viewpoint was significantly generalized by Kelly et. al. [3] who presented
an optimization approach to understanding congestion control in networks with arbitrary topology, not just a single link. The purpose of
this monograph is to present a state-of-the-art view of this optimization
approach to network control. The material presented here is complementary to the book [4]. While the starting point is the same, i.e.,
the work in [3], this monograph focuses primarily on the developments
since the writing of [4]. The purpose of this monograph is to provide a
starting point for a mature reader with little background on the subject
of congestion control to understand the basic concepts underlying network resource allocation. While it would be useful to the reader to have
an understanding of optimization and control theory, we have tried to
make the monograph as self contained as possible to make it accessible to a large audience. We have made it a point to provide extensive
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references, and the interested reader could consult these to obtain a
deeper understanding of the topics covered. We hope that by providing
a foundation for understanding the analytical approach to congestion
control, the review will encourage both analysts and systems designers
to work in synergy while developing protocols for the future Internet.
The monograph is organized as follows. We state the resource allocation objective in Chapter 2 and present the optimization formulation
of the resource allocation problem. In Chapter 3, we will study decentralized, dynamic algorithms that solve the optimization problem. The
chapter explains the framework for the design of such algorithms and
proves the convergence of these algorithms. We then study current and
recently proposed congestion control protocols, and their relationship
to the optimization framework in Chapter 4. We the proceed to study
the question of network stability in Chapter 5. We study two concepts
of stability—that of convergence of algorithms to the fair allocation
in the presence of feedback delays, and the question of whether the
number of flows in the system would remain finite when flows arrive
and depart. Finally, in Chapter 6, we study resource allocation from a
game-theoretic viewpoint. In all the previous chapters, it was assumed
that the users cooperate to maximize network utility. In Chapter 6, we
study selfish users whose goal is to maximize their own utility and their
impact on the total network utility.

2
Network Utility Maximization

In this chapter we will study the problem of fair resource allocation in
networks. The material presented here is central to the design of optimal congestion control algorithms. Before we consider what resources
are available on the Internet, let us consider a simple example of resource allocation. Suppose that a central authority has a divisible good
of size C that is to be divided among N different users, as illustrated in
Figure 2.1. For example, suppose that the government has determined
that a fixed quantity of ground water may be pumped in a certain
region and would like to allocate quotas that may be pumped by different farms. One way of performing the allocation is to simply divide
the resource into N parts and allocate C/N to each player. But such
a scheme does not take into account the fact that each player might
value the good differently. In our example, based on the type of crops
being grown, the value of pumping a certain quantity water might be
different for different farms. We refer to the value or “utility” obtained
from an allocation x as U (x). This utility is measured in any denomination common to all the players such as dollars. So a farm growing
rice would have a higher utility for water than a farm growing wheat.
What would be the properties of a utility function? We would ex5
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Fig. 2.1 An example of a resource that can be divided among multiple players. How can it
be divided so as to maximize the social good?

pect that it would be increasing in the amount of resource obtained.
More water would imply that a larger quantity of land could be irrigated leading to a larger harvest. We might also expect that a law of
diminishing returns applies. In our example of water resources, the return obtained by increasing the quota from 10 units to 20 units would
make a large difference in the crop obtained, but an increase from 100
units to 110 units would not make such a significant difference. Such
a law of diminishing returns is modeled by specifying that the utility
function is a strictly concave function since the second derivative of a
strictly concave function is negative. Thus, the first derivative (which
is the rate at which the function increases) decreases.
The objective of the authority would be to maximize the “systemwide” utility. One commonly used measure of system-wide utility is the
sum of the utilities of all the players. Since the utility of each player
can be thought of the happiness that he/she obtains, the objective of
the central authority can be likened to maximizing the total happiness
in the system, subject to resource constraints. We illustrate the sumutility in Figure 2.2, with the utility functions of players 1 and 2, who
receive an allocation x1 and x2 respectively being 2 log(x1 ) and log(x2 ).
The marginals in the figure are strictly concave, which results in the
sum being strictly concave as well.

2.1. Utility Maximization in Networks
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U(x1,x2) = 2 log(x1) + log(x2)
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Fig. 2.2 Sum-utility of two strictly concave marginals.

2.1

Utility Maximization in Networks

We now consider the analog of the resource allocation problem in a
communication network such as the Internet. Suppose we have a network with a set of traffic sources S and a set of links L. Each link
l ∈ L has a finite fixed capacity cl . Each source in S is associated with
a route r ⊂ L along which it transmits at some rate xr . Note that
we can use the index r to indicate both a route and the source that
sends traffic along that route and we will follow this notation. Also
since multiple sources could use the same set of links as their routes,
there could be multiple indices r which denote the same subset of L.
The utility that the source obtains from transmitting data on route r
at rate xr is denoted by Ur (xr ). We assume that the utility function
is continuously differentiable, non-decreasing and strictly concave. As
mentioned before, the concavity assumption follows from the diminishing returns idea—a person downloading a file would feel the effect of
a rate increase from 1 kbps to 100 kbps much more than an increase
from 1 Mbps to 1.1 Mbps although the increase is the same in both
cases.
It is immediately clear that the scenario outlined is just a slightly
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more complicated version of the water resource management example
given earlier—instead of just one resource, multiple resources must be
allocated and the same amount of resource must be allocated on all
links constituting a route. It is straightforward to write down the problem as an optimization problem of the form
X
Ur (xr )
(2.1)
max
xr

subject to the constraints
X

r:l∈r

r∈S

xr ≤ cl , ∀l ∈ L,

(2.2)

xr ≥ 0, ∀r ∈ S.

(2.3)

The above inequalities state that the capacity constraints of the links
cannot be violated and that each source must be allocated a nonnegative rate of transmission. It is well known that a a strictly concave
function has a unique maximum over a closed and bounded set. The
above maximization problem satisfies the requirements as the utility
function is strictly concave, and the constraint set is closed (since we
can have aggregate rate on a link equal to its capacity) and bounded
(since the capacity of every link is finite). In addition, the constraint
set for the utility maximization problem is convex which allows us to
use the method of Lagrange multipliers and the Karush-Kuhn-Tucker
(KKT) theorem which we state below [5, 6].
Theorem 2.1. Consider the following optimization problem:
max f (x)
x

subject to
gi (x) ≤ 0,

∀i = 1, 2, . . . , m,

hj (x) = 0,

∀j = 1, 2, . . . , l,

and
where x ∈ ℜn , f is a concave function, gi are convex functions and hj
are affine functions. Let x∗ be a feasible point, i.e., a point that satisfies
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all the constraints. Suppose there exists constants λi ≥ 0 and µj such
that
X ∂gi
X ∂hj
∂f ∗
(x ) −
λi
(x∗ ) +
µj
(x∗ ) = 0,
∂xk
∂xk
∂xk
i

j

λi gi (x∗ ) = 0,

∀k,

(2.4)

∀i,

(2.5)

then x∗ is a global maximum. If f is strictly concave, then x∗ is also
the unique global maximum.
The constants λi and µj are called Lagrange multipliers. The KKT
conditions (2.4)-(2.5) can be interpreted as follows. Consider the Lagrangian
X
X
L(x, λ, µ) = f (x) −
λi gi (x) +
µj hj (x).
i

j

Condition (2.4) is the first-order necessary condition for the maximization problem maxx L(x, λ, µ). Further, it can be shown that the vector
of Lagrange multipliers (λ, µ) solves minλ,µ D(λ, µ) where D(λ, µ) =
maxx L(x, λ, µ) is called the Lagrange dual function.
Next, we consider an example of such a maximization problem in
a small network and show how one can solve the problem using the
above method of Lagrange multipliers.
Example 1. Consider the network in Figure 2.3 in which three sources
compete for resources in the core of the network. Links L1 , L3 and L5
have a capacity of 2 units per second, while links L2 and L4 have
capacity 1 unit per second. There are three flows and denote their data
rates by x0 , x1 and x2 .
In our problem, links L3 and L4 are not used, while L5 does not constrain source S2 . Assuming log utility functions, the resource allocation
problem is given by
max
x

3
X
i=0

log xi

(2.6)
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Fig. 2.3 Example illustrating network resource allocation. The large circles indicate routers
that route packets in the core network. We assume that links L1 , L3 and L5 have capacity
2, while L2 and L4 have capacity 1. The access links of the sources are unconstrained. There
are three flows in the system.

with constraints
x0 + x1 ≤ 2,

x0 + x2 ≤ 1,
x ≥ 0,

where x is the vector consisting of x0 , x1 and x2 . Now, since log x →
−∞ as x → 0, it means that the optimal resource allocation will not
yield a zero rate for any source, even if we remove the non-negativity
constraints. So the last constraint above is not active.
We define λ1 and λ2 to be the Lagrange multipliers corresponding
to the capacity constraints on links L1 and L2 , respectively, and let
λ denote the vector of Lagrange multipliers. Then, the Lagrangian is
given by
L(x, λ) = log x0 + log x1 + log x2 − λ1 (x0 + x1 ) − λ2 (x0 + x2 ).
Setting

∂L
∂xr

= 0 for each r gives
x0 =

1
,
λ1 + λ2

x1 =

1
,
λ1

x2 =

1
.
λ2

2.1. Utility Maximization in Networks
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Letting x0 + x1 = 2 and x0 + x2 = 1 (since we can always increase x2
or x3 until this is true) yields
√
√
3
λ1 = √
= 0.634,
λ2 = 3 = 1.732.
3+1
Note that (2.5) is automatically satisfied since x0 +x1 = 2 and x0 +x2 =
1. It is also possible to verify that the values of the Lagrange multipliers
actually are the minimizers of the dual function. Hence, we have the
final optimal allocation
√
√
3+1
3+1
1
√ = 0.422, x̂1 = √
= 1.577, x̂2 = √ = 0.577.
x̂0 =
3+2 3
3
3
A few facts are noteworthy in this simple network scenario:
• Note that x1 = 1/λ1 , and it does not depend on λ2 explicitly.
Similarly, x2 does not depend on λ1 explicitly. In general, the
optimal transmission rate for source r is only determined by
the Lagrange multipliers on its route. We will later see that
this feature is extremely useful in designing decentralized algorithms to reach the optimal solution.
• The value of xr is inversely proportional to the sum of the
Lagrange multipliers on its route. We will see later that, in
general, xr is a decreasing function of the Lagrange multipliers. Thus, the Lagrange multiplier associated with a link can
be thought of the price for using that link and the price of a
route can be thought of as the sum of the prices of its links.
If the price of a route increases, then the transmission rate
of a source using that route decreases.

In the above example, it was easy to solve the Lagrangian formulation of the problem since the network was small. In the Internet which
consists of thousands of links and possibly millions of users such an
approach is not possible. In the next chapter, we will see that there
are distributed solutions to the optimization problem which are easy
to implement in the Internet.
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2.2

Resource Allocation in Wireless Networks

In the previous section, we considered the case of resource allocation in
a wire-line network. Thus, we did not have to consider whether or not
a particular link would be available for transmission. This assumption
need not hold in a wireless network where scheduling one “link” for
transmission might mean that some other “link” is unavailable due
to interference. While the primary goal of this monograph is Internet
congestion control, we will briefly show how the models and methods
developed for the Internet can also be applied to wireless networks.
For ease of exposition, consider a simple model of a wireless network. We model the network as a graph with a link between two nodes
indicating that the nodes are communication range of each other. When
a link is scheduled, the transmitter can transmit at a fixed rate to the
receiver. Further, a transmission from a transmitter, call it transmitter
A, to a receiver is successful if there are no other transmitters (other
than A) within a pre-specified fixed radius around the receiver. There
may be other constraints as well depending upon the details of wireless
network protocols used.
We illustrate the model in Figure 2.4. There are three flows in
progress and two of the nodes act as destinations. Around each destination, we draw a circle that is called either the reception range or
interference region, depending on the context, associated with that destination. A transmitter has to lie within the reception range of a receiver
for the transmission to be successful. In addition, no other node in the
interference region can transmit if the receiver is to receive the transmitted data successfully. Thus, if node 2 is to successfully receive data,
either node 3 or node 1 may transmit, but not both at the same time.
In addition, many wireless networks employ an acknowledgment (ack)
protocol on each link: when a receiver successfully receives a packet,
it sends an ack back to the transmitter. Thus, for an ack to be successful, there cannot be any transmissions within the listening range of
the transmitter as well. A transmission is not considered successful till
the transmitter receives an ack from the receiver. In Figure 2.4, if node
3 is to receive a transmission from node 2 successfully, node 1 cannot
transmit since it would interfere with the successful reception of an ack
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Fig. 2.4 Wireless Interference Model. The dashed circles indicate the interference regions
of the two destination nodes. Due to interference, only one node can transmit at a time.
We have to schedule the fraction of time allocated to the two possible hops as well as the
rate allocated to each flow.

from node 3 to node 2. We assume that hops are of unit capacity, i.e.,
if scheduled, a hop could transfer packets at the rate of 1 packet per
time unit. The figure shows three flows that share the wireless network.
Clearly, we have a more constrained problem than we considered earlier, since we now have to consider both the scheduling of the links to
avoid interference as well as rate allocation to each flow.
We incorporate the interference constraint by introducing new variables which indicate the fraction of time that each link is scheduled. Let
Rij be the fraction of time that node i transmits to node j. Also, define
the vector R = [R12 , R23 , R32 ]T . Since nodes 1 and 2 cannot transmit
simultaneously, we have R12 + R23 + R32 ≤ 1. Thus, the network utility
maximization problem becomes

max
x

2
X
i=0

Ui (xi )
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x0 + x1 ≤ R12
x0 ≤ R23

x2 ≤ R32

R12 + R23 + R32 ≤ 1
x, R ≥ 0

We now use Lagrange multipliers to append the constraints to the
objective. Thus, we can write the dual as
max
x,R

2
X
i=0

Ui (xi ) − λ1 (x0 + x1 − R12 ) − λ2 (x0 − R23 ) − λ3 (x2 − R32 )
+

X
j

γj xj − ν(R12 + R23 + R32 − 1) +

X

βkl Rkl

(2.7)

kl

Observe (2.7) carefully. We see that there are no product terms involving x and R together. Hence we can decompose the problem into two
separate sub-problems. The first one which we call the utility maximization problem is of the form
max
x≥0

2
X
i=0

Ui (xi ) − λ1 (x0 + x1 ) − λ2 x0 − λ3 x2 ,

(2.8)

while the second one which we call the scheduling problem is
P

kl

max

Rkl ≤1,R≥0

λ1 R12 + λ2 R23 + λ3 R32 .

(2.9)

Note that in writing (2.8) and (2.9), we have chosen to write some of
the constraints explicitly rather than in the Lagrange multiplier form,
but these are equivalent to the Lagrange multiplier form and are easier
to grasp intuitively.
We have seen expressions like (2.8) in the wired network example,
but did not encounter link-scheduling issues. The expression in (2.9)
uses the Lagrange multipliers (λi ) as weights to determine the fractions
of time that a particular hop is scheduled. Such an algorithm to perform scheduling is called a maximum-weight algorithm, or max-weight
algorithm for short.

2.3. Node-Based Flow Conservation Constraints

2.3
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Node-Based Flow Conservation Constraints

So far, we have posed the resource allocation problem as one where the
goal is to maximize network utility subject to the constraint that the
total arrival rate on each link is less than or equal to the available capacity. There is an alternative way to express the resource constraints
in the network by noting that the total arrival rate into a node must
be less than or equal to the total service rate available at the node.
From a resource allocation point of view, both formulations are equivalent. However, there are subtle differences in the implementation and
analysis of decentralized algorithms required to solve the two formulations. These differences will be discussed in the next chapter. As we will
see in the next chapter, these differences seem to be more important
in wireless networks and therefore, we illustrate the idea for wireless
networks.
As we did in the previous section, we now consider the example with
3 flows that was shown in Figure 2.4. Again, let the rates associated
(d)
with sources S0 , S1 and S2 be x0 , x1 and x2 , respectively. Let Rij be
the fraction of time that link (i, j) is dedicated to a flow destined for
node d. The network utility maximization problem is

max

x,R≥0

2
X

Ui (xi )

i=0

(3)

x0 ≤ R12 (constraint at node 1 for destination node 3)
(2)

x1 ≤ R12 (constraint at node 1 for destination node 2)

(3)

(3)

R12 ≤ R23 (constraint at node 2 for destination node 3)
(2)

(3)

(2)

x2 ≤ R32 (constraint at node 3 for destination node 2)

(3)

(2)

R12 + R12 + R23 + R32 ≤ 1(interference and node capacity constraint).
The Lagrange dual associated with the above problem is simple to
write down, with one Lagrange multiplier λid at each node i for each
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destination d (only the non-zero λid are shown below):
2
X

max

x,R≥0

i=1

(3)

(2)

(3)

(2)

Ui (xi ) − λ13 (x0 − R12 ) − λ12 (x1 − R12 )
(3)

−λ23 (R12 − R23 ) − λ32 (x2 − R32 )

subject to

(3)

(2)

(3)

(2.10)

(2)

R12 + R12 + R23 + R32 ≤ 1.

Now, we see again that the maximization over x and R can be split up
into two separate maximization problems:
max
x≥0

2
X
i=0

max

Ui (xi ) − λ13 x0 − λ12 x1 − λ32 x2

d
d,i,j Rij ≤1

P

(2.11)

3
2
R12
(λ13 − λ23 ) + R12
(λ12 − 0)
2
3
(λ32 − 0)
(λ23 − 0) + R32
+R23

(2.12)

Note that the scheduling problem (2.12) now not only decides the
fraction of time that each hop is scheduled, but also determines the
fraction of time that a hop is dedicated to flows destined for a particular
destination. The scheduling algorithm is still a max-weight algorithm,
but the weight for each hop and each flow is now the difference in the
Lagrange multiplier at the transmitter and the Lagrange multiplier at
the receiver on the hop. This difference is called the back-pressure since
a link is not scheduled if the Lagrange multiplier at the receiver is larger
than the Lagrange multiplier at the transmitter of the hop. Thus, the
scheduling algorithm (2.12) is also called the back-pressure algorithm.

2.4

Fairness

In our discussion of the network utilization maximization, we have associated a utility function with each user. The utility function can be
viewed as a measure of satisfaction of the user when it gets a certain
data rate from the network. A different point of view is that a utility
function is assigned to each user in the network by a service provider
with the goal of achieving a certain type of resource allocation. For
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example, suppose U (xr ) = log xr , for all users r. Then, from a wellknown property of concave functions, the optimal rates which solve
the network utility maximization problem, {x̂r }, satisfy
X xr − x̂r
≤ 0,
x̂r
r

where {xr } is any other set of feasible rates. The left-hand side of the
above expression is nothing but the inner product of the gradient vector
at the optimal allocation and the vector of deviations from the optimal
allocation. This inner product is non-positive for concave functions.
For log utility functions, this property states that, under any other
allocation, the sum of proportional changes in the users’ utilities will
be non-positive. Thus, if some User A’s rate increases, then there will
be at least one other user whose rate will decrease and further, the
proportion by which it decreases will be larger than the proportion by
which the rate increases for User A. Therefore, such an allocation is
called proportionally fair. If the utilities are chosen such that Ur (xr ) =
wr log xr , where wr is some weight, then the resulting allocation is said
to be weighted proportionally fair.
Another widely used fairness criterion in communication networks
is called max-min fairness. An allocation {x̂r } is called max-min fair if
it satisfies the following property: if there is any other allocation {xr }
such a user s’s rate increases, i.e., xs > x̂s , then there has to be another
user u with the property
xu < x̂u

x̂u ≤ x̂s .

and

In other words, if we attempt to increase the rate for one user, then
the rate for a less-fortunate user will suffer. The definition of max-min
fairness implies that
min x̂r ≥ min xr ,
r

r

for any other allocation {xr }. To see why this is true, suppose that
exists an allocation such that
min x̂r < min xr .
r

r

(2.13)

This implies that, for any s such that minr x̂r = x̂s , the following holds:
x̂s < xs . Otherwise, our assumption (2.13) cannot hold. However, this
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implies that if we switch the allocation from {x̂r } to {xr }, then we
have increased the allocation for s without affecting a less-fortunate
user (since there is no less-fortunate user than s under {x̂r }). Thus,
the max-min fair resource allocation attempts to first satisfy the needs
of the user who gets the least amount of resources from the network. In
fact, this property continues to hold if we remove all the users whose
rates are the smallest under max-min fair allocation, reduce the link
capacities by the amounts used by these users and consider the resource
allocation for the rest of the users. The same argument as above applies.
Thus, max-min is a very egalitarian notion of fairness.
Yet another form of fairness that has been discussed in the literature is called minimum potential delay fairness. Under this form of
fairness, user r is associated with the utility function −1/xr . The goal
of maximizing the sum of the user utilities is equivalent to minimizing
P
r 1/xr . The term 1/xr can be interpreted as follows: suppose user r
needs to transfer a file of unit size. Then, 1/xr is the delay in associated with completing this file transfer since the delay is simply the file
size divided by the rate allocated to user r. Hence, the name minimum
potential delay fairness.
All of the above notions of fairness can be captured by using utility
functions of the form
x1−α
(2.14)
Ur (xr ) = r ,
1−α
for some αr > 0. Resource allocation using the above utility function
is called α-fair. Different values of α yield different ideas of fairness.
First consider α = 2. This immediately yields minimum potential delay
fairness. Next, consider the case α = 1. Clearly, the utility function
is not well-defined at this point. But it is instructive to consider the
1−α
r
limit α → 1. Notice that maximizing the sum of x1−α
yields the same
optimum as maximizing the sum of
x1−α
−1
r
.
1−α
Now, by applying L’Hospital’s rule, we get
x1−α
−1
r
= log xr ,
α→1 1 − α
lim
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thus yielding proportional fairness in the limit as α → 1. Next, we
argue that the limit α → ∞ gives max-min fairness. Let x̂r (α) be the
α-fair allocation. Then, by the property of concave functions mentioned
at the beginning of this section,
X xr − x̂r
r

x̂αr

≤ 0.

Considering an arbitrary flow s, the above expression can be rewritten
as
X
X
x̂α
x̂α
(xi − x̂i ) sα ≤ 0.
(xr − x̂r ) αs + (xs − x̂s ) +
x̂r
x̂i
r:x̂r ≤x̂s

i:x̂i >x̂s

If α is very large, one would expect the third in the above expression
to be negligible. Thus, if xs > x̂s , then the allocation for at least one
user whose rate satisfies x̂r ≤ x̂s will decrease.

2.5

Notes

In this chapter we studied the utility maximization framework applied
to network resource allocation. When network protocols were being developed, the relationship between congestion control and fair resource
allocation was not fully understood. The idea that the congestion control is not just a means to prevent buffer overflows, but has the deeper
interpretation of allocating link bandwidths in a way that system utility
is maximized was presented in papers by Kelly et. al. [3,7–9]. The utility
maximization framework for wireless networks has been developed by
Neely et. al., Lin and Shroff, Stolyar, and Eryilmaz and Srikant [10–14].
The reader is referred to [15, 16] for more detailed surveys of the optimization approach to wireless network resource allocation.
Many notions of fairness in communication networks have been proposed over the years. In particular, max-min farness has been studied
extensively in [17,18]. Max-min fairness was originally developed in the
context of political philosophy by Rawls [19]. Proportional fairness was
introduced for communication networks in [3]. Nash studied this concept as a bargaining solution for players bargaining over the allocation
of a common resource [20]. Hence, it is called the Nash bargaining solution in economics. Minimum potential delay fairness was introduced
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in [21]. The concept of α-fairness as a common framework to study
many notions of fairness was proposed by Mo and Walrand in [22, 23].
In the following chapter, we will present decentralized algorithms
that converge to the solution of the network utility maximization problem.

3
Utility Maximization Algorithms

In our solution to the network utility maximization problem for a simple
network in the previous chapter, we assumed the existence of a central
authority that has complete information about all the routes and link
capacities of the network. This information was used to fairly allocate
rates to the different sources. Clearly, such a centralized solution does
not scale well when the number of sources or the number of nodes
in the network becomes large. We would like to design algorithms in
which the sources themselves perform calculations to determine their
fair rate based on some feedback from the network. We would also
like the algorithms to be such that the sources do not need very much
information about the network. How would one go about designing
such algorithms?
In this chapter we will study three such algorithms called the Primal, Dual and Primal-Dual algorithms, which derive their names from
the formulation of the optimization problem that they are associated
with. We will show how all three approaches would result in a stable
and fair allocation with simple feedback form the network. We assume
in this chapter that there are no feedback delays in the system; we
will study the effect of delays in Chapter 5. We start with the Primal
21
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controller, which will also serve to illustrate some basic optimization
concepts.

3.1

Primal Formulation

We relax the optimization problem in several ways so as to make algorithm design tractable. The first relaxation is that instead of directly
maximizing the sum of utilities constrained by link capacities, we associate a cost with overshooting the link capacity and maximize the sum
of utilities minus the cost. In other words, we now try to maximize
!
X
X
X
V (x) =
Ur (xr ) −
Bl
xs ,
(3.1)
r∈S

l∈L

s:l∈s

where x is the vector of rates of all sources and Bl (.) is either a “barrier”
associated with link l which increases to infinity when the arrival rate
on a link l approaches the link capacity cl or a “penalty” function which
penalizes the arrival rate for exceeding the link capacity. By appropriate
choice of the function Bl , one can solve the exact utility optimization
problem posed in the previous chapter; for example, choose Bl (y) to be
zero if y ≤ cl and equal to ∞ if y ≥ cl . However, such a solution may
not be desirable or required. For example, the design principle may be
such that one requires the delays on all links to be small. In this case,
one may wish to heavily penalize the system if the arrival rate is larger
than say 90% of the link capacity. Losing a small fraction of the link
capacity may be considered to be quite reasonable if it improves the
quality of service seen by the users of the network since increasing the
link capacity is quite inexpensive in today’s Internet.
Another relaxation that we make is that we don’t require that
the solution of the utility maximization problem be achieved instantaneously. We will allow the design of dynamic algorithms that asymptotically (in time) approach the required maximum.
Now let us try to design an algorithm that would satisfy the above
requirements. Let us first consider the penalty function Bl (.) that appears in 3.1 above. It is reasonable to require that Bl is a convex function since we would like the penalty function to increase rapidly as we
approach or exceed the capacity. Further, assume that Bl is continu-
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ously differentiable. Then, we can equivalently require that
! Z P
X
s:l∈s xs
fl (y)dy,
xs =
Bl
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(3.2)

0

s:l∈s

where fl (.) is an increasing, continuous function. We call fl (y) the congestion price function, or simply the price function, associated with
link l, since it associates a price with the level of congestion on the
link. It is straightforward to see that Bl defined in the above fashion
is convex, since integrating an increasing function results in a convex
function. If fl is differentiable, it is easy to check the convexity of Bl
since the second derivative of Bl would be positive since fl is an increasing function.
Since Ur is strictly concave and Bl is convex, V (x) is strictly concave. Further, we assume that Ur and fl are such that the maximization
of (3.1) results in a solution with xr ≥ 0 ∀r ∈ S. Now, the condition
that must be satisfied by the maximizer of (3.1) is obtained by differentiation and is given by
!
X
X
′
r ∈ S.
(3.3)
xs = 0,
Ur (xr ) −
fl
l:l∈r

s:l∈s

We require an algorithm that would drive x towards the solution of
(3.3). A natural candidate for such an algorithm is the gradient ascent
algorithm from optimization theory.
The idea here is that if we want to maximize a function of the from
g(x), then we progressively change x so that g(x(t + δ)) > g(x(t)).
We do this by finding the direction in which a change in x produces
the greatest increase in g(x). This direction is given by the gradient of
g(x) with regard to x. In one dimension, we merely choose the update
algorithm for x as
x(t + δ) = x(t) + k(t)

dg(x)
δ,
dx

where k(t) is a scaling parameter which controls the amount of change
in the direction of the gradient. Letting δ → 0
ẋ = k(t)

dg(x)
.
dx

(3.4)
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The idea is illustrated in Figure 3.1 at some selected time instants.
The value of x changes smoothly, with g(x) increasing at each time

g(x)=c

1

g(x)=c > c
2

g(x)=c > c
3

1

2

Fig. 3.1 Gradient ascent to reach the maximum value of a function g(x). The gradient
ascent algorithm progressively climbs up the gradient so as to reach the maximum value.

instant, until it hits the maximum value.
Let us try to design a similar algorithm for the network utility
maximization problem. Consider the algorithm
!!
X
X
xs
ẋr = kr (xr ) Ur′ (xr ) −
fl
,
(3.5)
l:l∈r

s:l∈s

where kr (.) is non-negative, increasing and continuous. We have obtained the above by differentiating (3.1) with respect to xr to find the
direction of ascent, and used it along with a scaling function kr (.) to
construct an algorithm of the form shown in (3.4). Clearly, the stationary point of the above algorithm satisfies (3.3) and hence maximizes
(3.1). The controller is called a primal algorithm since it arises from
the primal formulation of the utility maximization problem. Note that
the primal algorithm has many intuitive properties that one would expect from a resource allocation/congestion control algorithm. When
P
P
the route price qr = l:l∈r fl ( s:l∈s xs ) is large, then the congestion
controller decreases its transmission rate. Further, if xr is large, then
U ′ (xr ) is small (since Ur (xr ) is concave) and thus the rate of increase is
small as one would expect from a resource allocation algorithm which
attempts to maximize the sum of the user utilities.
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We must now answer two questions regarding the performance of
the primal congestion control algorithm:
• What information is required at each source in order to implement the algorithm?
• Does the algorithm actually converge to the desired stationary point?
Below we consider the answer to the first question and develop a framework for answering the second. The precise answer to the convergence
question will be presented in the next sub-section.
The question of information required is easily answered by studying
(3.5). It is clear that all that the source r needs to know in order to
reach the optimal solution is the sum of the prices of each link on its
route. How would the source be appraised of the link prices? The answer
is to use a feedback mechanism—each packet generated by the source
collects the price of each link that it traverses. When the destination
receives the packet, it sends this price information in a small packet
(called the acknowledgment packet or ack packet) that it sends back
to the source.
To visualize this feedback control system, we introduce a matrix R
which is called the routing matrix of the network. The (l, r) element of
this matrix is given by

1 if route r uses link l
Rlr =
0 else
Let us define
yl =

X

xs ,

(3.6)

s:l∈s

which is the load on link l. Using the elements of the routing matrix
and recalling the notation of Section 2.1, yl can also be written as
X
Rls xs .
yl =
s:l∈s

Letting y be the vector of all yl (l ∈ L), we have
y = Rx

(3.7)

26 Utility Maximization Algorithms
Let pl (t) denote the price of link l at time t, i.e.,
!
X
pl (t) = fl
xs
s:l∈s

= fl (yl (t)).

(3.8)

Then the price of a route is just the sum of link prices pl of all the links
in the route. So we define the price of route r to be
X
qr =
pl (t).
(3.9)
l:l∈r

Also let p be the vector of all link prices and q be the vector of all route
prices. We thus have
q = RT p

(3.10)

The above is more than just an intellectual exercise, since the expressions (3.7) and (3.10) provide linear relationships between the control
at the sources and the control at the links that will help us later in
analyzing the system further. The relationships derived above can be
made clear using the block diagram in Figure 3.2.
R
y

x
sources

links

Source

Link

Control

Control

q

T

p

R

Fig. 3.2 A block diagram view of the congestion control algorithm. The controller at the
source uses congestion feedback from the link to perform its action.

To answer the question of whether or not our controller actually
achieves the desired allocation, we have to study the properties of the
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controller dynamics. For this purpose, we next introduce the concept
of a Lyapunov function, which is widely used in control theory.
3.1.1

Stability Notions for Dynamical Systems

We first give an intuitive interpretation of a Lyapunov function. Consider a surface such as that shown in Figure 3.3. Suppose we took a
marble, placed it at any point on the concave side of the surface and
let go. It would roll down due to gravity, would oscillate a few times,
gradually lose energy due to friction, and finally settle in the state of
lowest energy in the trough of the surface. Notice that in this example, the marble would rest in the trough regardless of the point from
which it was released. The idea behind Lyapunov functions is similar.

50
45
40

2

25

V(x,y)=x + y
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2

35

20
15
10
5
0
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5
0
0

y

−5

−5
x

Fig. 3.3 Illustrating the nature of a Lyapunov function

A Lyapunov function can be thought of as a scalar characterization of a
system similar to the energy of a system. If we can show that the energy
is continuously decreasing, the system would finally settle down into
the lowest-energy state. If we are able to find such a Lyapunov function
for a control system with the lowest state being the equilibrium point,
we would then be able to show that the system eventually settles at
the equilibrium point. In this case, we say that the system is asymptotically stable. In some instances, the equilibrium point might be reached
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only if the initial condition is in a particular set; we call such a set the
basin of attraction. If the basin of attraction is the entire state space,
then we say that the system is globally asymptotically stable. We now
formalize these intuitive ideas. Although we state the theorems under
the assumption that the equilibrium point is at zero, the results apply
even when the equilibrium is non-zero by simply shifting the coordinate
axes.
Consider a dynamical system represented by
ẋ = g(x),

x(0) = x0 ,

(3.11)

where it is assumed that g(x) = 0 has a unique solution. Call this
solution 0. Here x and 0 can be vectors.
Definition 3.1. The equilibrium point 0 of (3.11) is said to be
• stable if, for each ε > 0, there is a δ = δ(ε) > 0, such that
kx(t)k ≤ ε,

∀t ≥ 0,

if kx0 k ≤ δ.

• asymptotically stable if there exists a δ > 0 such that
lim kx(t)k = 0

t→∞

for all kx0 k ≤ δ.
• globally, asymptotically stable if
lim kx(t)k = 0

t→∞

for all initial conditions x0 .
We now state Lyapunov’s theorem which uses the Lyapunov function to test for the stability of a dynamical system [24].
Theorem 3.1. Let x = 0 be an equilibrium point for ẋ = f (x) and
D ⊂ Rn be a domain containing 0. Let V : D → R be a continuously
differentiable function such that
V (x) > 0,

∀x 6= 0

and V (0) = 0. Now we have the following conditions for the various
notions of stability.
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(1) If V̇ (x) ≤ 0 ∀x, then the equilibrium point is stable.
(2) In addition, if V̇ (x) < 0, ∀x 6= 0, then the equilibrium point
is asymptotically stable.
(3) In addition to (1) and (2) above, if V is radially unbounded,
i.e.,
V (x) → ∞,
when kxk → ∞,
then the equilibrium point is globally asymptotically stable.

Note that the above theorem also holds if the equilibrium point is
some x̂ 6= 0. In this case, consider a system with state vector y = x − x̂
and the results immediately apply.
3.1.2

Global Asymptotic Stability of the Primal Controller

We show that the primal controller of (3.5) is globally asymptotically
stable by using the Lyapunov function idea described above. Recall that
V (x) as defined in 3.1 is a strictly concave function. Let x̂ be its unique
maximum. Then, V (x̂) − V (x) is non-negative and is equal to zero only
at x = x̂. Thus, V (x̂) − V (x) is a natural candidate Lyapunov function
for the system (3.5). We use this Lyapunov function in the following
theorem.
Theorem 3.2. Consider a network in which all sources follow the primal control algorithm (3.5). Assume that the functions Ur (.), kr (.) and
fl (.) are such that W (x) = V (x̂) − V (x) is such that W (x) → ∞ as
||x|| → ∞, x̂i > 0 for all i, and V (x) is as defined in (3.1). Then, the
controller in (3.5) is globally asymptotically stable and the equilibrium
value maximizes (3.1).
Proof. Differentiating W (.), we get
X ∂V
X
2
Ẇ = −
ẋr = −
kr (xr ) Ur′ (xr ) − qr < 0, ∀x 6= x̂, (3.12)
∂xr
r∈S

r∈S

and Ẇ = ∀x = x̂. Thus, all the conditions of the Lyapunov theorem
are satisfied and we have proved that the system state converges to x̂.
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In the proof of the above theorem, we have assumed that utility,
price and scaling functions are such that W (x) has some desired properties. It is very easy to find functions that satisfy these properties.
For example, if Ur (xr ) = wr log(xr ), and kr (xr ) = xr , then the primal
congestion control algorithm for source r becomes
X
fl (yl ),
ẋr = wr − xr
l:l∈r

P
and thus the unique equilibrium point is wr /xr = l:l∈r fl (yl ). If fl (.)
is any polynomial function, then V (x) goes to −∞ as ||x|| → ∞ and
thus, W (x) → ∞ as ||x|| → ∞.
3.1.3

Price Functions and Congestion Feedback

We had earlier argued that collecting the price information from the
network is simple. If there is a field in the packet header to store price
information, then each link on the route of a packet simply adds its
price to this field, which is then echoed back to source by the receiver
in the acknowledgment packet. However, packet headers in the Internet
are already crowded with a lot of other information, so Internet practitioners do not like to add many bits in the packet header to collect
congestion information. Let us consider the extreme case where there is
only one bit available in the packet header to collect congestion information. How could we use this bit to collect the price of route? Suppose
that each packet is marked with probability 1 − e−pl when the packet
passes through link l. Marking simply means that a bit in the packet
header is flipped from a 0 to a 1 to indicate congestion. Then, along a
route r, a packet is marked with probability
P

1−e

l:l∈r

pl

.

If the acknowledgment for each packet contains one bit of information
to indicate if a packet is marked or not, then by computing the fraction
P
of marked packets, the source can compute the route price l:l∈r pl .
The assumption here is that the congestion control occurs at a slower
time-scale than the packet dynamics in the network so that pl remains
roughly a constant over many packets.
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Price functions were assumed to be functions of the arrival rate at
a link. However, in practice, it is quite common to indicate congestion
based on the queue length at a link. For example, consider the following congestion notification mechanism. Whenever the queue length at
a node exceeds a threshold B at the time of a packet arrival, then the
packet is marked. For the moment assume that there is only one link in
the network. Further, again suppose that the congestion controller acts
at a slower time compared to the queue length dynamics. For example,
the congestion controller may react to the fraction of packets marked
over a time interval. In this case, one can roughly view the price function for the link as the fraction of marked packets. To compute the
fraction of marked packets, one needs a model for the packet arrival
process at the link which could, in general, be a stochastic process. For
simplicity, assume that the arrival process is a Poisson process of rate yl
which remains constant compared to the time-scale of the congestion
control process. Further, suppose that packet sizes are exponentially
distributed. Then, the fraction of marked packets is simply the probability that the number of packets in an M/M/1/ queue exceeds B,
which is given by pl = fl (yl ) = (yl /cl )B if yl < cl and is equal to 1
otherwise [18]. If there is only one bit in the packet header to indicate
congestion, then a packet is marked if it is marked on any one of the
links on its route. Thus, the packet marking probability on a route r is
Q
given by 1− l:l∈r (1−pl ). If the pl are small, then one can approximate
P
the above by l∈r pl , which is consistent with the primal formulation
of the problem.
Instead of simply marking packets when the queue length exceeds a
threshold, other price functions have been suggested in the literature as
well. A well-known such mechanism is RED (random early detection)
scheme. Let bl be the number of packets in the buffer at link l. Then,
the RED packet marking scheme is given by

if bl ≤ Bmin
 0,
g(bl ) =
(3.13)
K(bl − Bmin ), if Bmin < bav ≤ Bmax ,

1,
if bav > Bmax

where K is constant, and Bmin and Bmax are fixed thresholds. This
price function also lies strictly in [0, 1] and is illustrated in Figure 3.4.
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Marking Probability

Again, if the packet-level dynamics in the queue are faster than the

1

B

min

B

max

Queue Length
Fig. 3.4 The RED marking scheme, where the probability of marking a packet is a function
of the queue size.

congestion-control dynamics, then one can convert the above marking
scheme into a price function that depends on the link rate. Under the
M/M/1 assumption as before, the probability that there are n packets
in the buffer is given by
rn = ρl (1 − ρl )n ,
where ρl = yl /cl . Then, the equivalent price function for the RED
scheme is given by
∞
X
rn g(n)
fl (yl ) =
n=0

if ρl < 1 and is equal to 1 if ρl ≥ 1. In general, given any queue-based
marking function gl (bl ), one can obtain an equivalent rate-based price
function by computing E(gl (bl )) where bl is the steady-state queue
length of a queueing model with arrival rate yl and service rate cl . In
the above calculations, we have assumed that the queueing model is
an M/M/1 model, but one can use other, more complicated models
as well. A queue-based marking scheme is also called an active queue
management or AQM scheme.
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Another price function of interest is found by considering packet
dropping instead of packet marking. If packets are dropped due to the
fact that a link buffer is full when a packet arrives at the link, then such
a dropping mechanism is called a Droptail scheme. Assuming Poisson
arrivals and exponentially distributed file sizes, the probability that a
packet is dropped when the buffer size is B is given by
1−ρ B
ρ ,
1 − ρB+1
P

x

where ρ = r:l∈cl r r . As the number of users of the Internet increases,
one might conceivably increase the buffer sizes as well in proportion,
thus maintaining a constant maximum delay at each link. In this case,
B → ∞ would be a reasonable approximation. We then have
(
0,
if ρ < 1,
1−ρ B
lim
ρ =
1
B+1
1 − ρ , if ρ ≥ 1.
B→∞ 1 − ρ
+

Thus, an approximation for the drop probability is 1 − ρ1 , which is
P
non-zero only if r:l∈ r xr is larger than cl . When packets are dropped
at a link for source r, then the arrival rate from source r at the next
link on the link would be smaller due to the fact that dropped packets
cannot arrive at the next link. Thus, the arrival rate is “thinned” as
we traverse the route. However, this is very difficult to model in our
optimization framework. Thus, the optimization is valid only if the
drop probability is small. Further, the end-to-end drop probability on
a route can be approximated by the sum of the drop probabilities on
the links along the route if the drop probability at each link is small.
We now move on to another class of resource allocation algorithms
called Dual Algorithms. All the tools we have developed for studying
primal algorithms will be used in the dual formulation as well.

3.2

Dual Formulation

In the previous section, we studied how to design a stable and simple
control mechanism to asymptotically solve the relaxed utility maximization problem. We also mentioned that by using an appropriate
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barrier function, one could obtain the exact value of the optimal solution. In this section we consider a different kind of controller based
on the dual formulation of the utility maximization problem that naturally produces the optimal solution without any relaxation. Consider
the resource allocation problem that we would like to solve
X
Ur (xr )
(3.14)
max
xr

subject to the constraints
X

r:l∈r

r∈S

xr ≤ cl , ∀l ∈ L,

(3.15)

xr ≥ 0, ∀r ∈ S.

(3.16)

The Lagrange dual of the above problem is obtained by incorporating
the constraints into the maximization by means of Lagrange multipliers
as follows:
!
X
X
X
(3.17)
xs − cl
D(p) = max
pl
Ur (xr ) −
{xr >0}

r

l

s:l∈s

Here the pl s are the Lagrange multipliers that we saw in the previous
chapter. The dual problem may then be stated as
min D(p).
p≥0

As in the case of the primal problem, we would like to design an
algorithm that causes all the rates to converge to the optimal solution.
Notice that in this case we are looking for a gradient descent (rather
than a gradient ascent that we saw in the primal formulation), since
we would like to minimize D(p). To find the direction of the gradient,
we need to know ∂D
∂pl .
We first observe that in order to achieve the maximum in (3.17), xr
must satisfy
Ur′ (xr ) = qr ,

(3.18)

or equivalently,
xr = Ur′

−1

(qr ),

(3.19)
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where, as usual, qr =
since

P

l:l∈r
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pr , is the price of a particular route r. Now,

X ∂D ∂qr
∂D
=
,
∂pl
∂qr ∂pl
r:l∈r

we have from (3.19) and (3.17) that
X ∂Ur (xr )
X ∂yi
∂D
=
− (yl − cl ) −
pi
,
∂pl
∂pl
∂pl

(3.20)

i

r:l∈r

where the xr above is the optimizing xr in (3.17). In order to evaluate
the above, we first compute ∂xr /∂pl . Differentiating (3.18) with respect
to pl yields
Ur′′ (xr )
⇒

dxr
dpl
∂xr
∂pl

= 1
1

=

Ur′′ (xr )

Substituting the above in (3.20) yields
X U ′ (xr )
X X
∂D
1
r
=
−
(y
−
c
)
−
pi
l
l
∂pl
Ur′′ (xr )
Ur′′ (xr )
i

r:l∈r

(3.21)

r:l∈r

= c l − yl ,

(3.22)

where we have interchanged the last two summations in (3.21) and used
P
the facts Ur′ (xr ) = qr and qr = l∈r pl . The above is the gradient of
the Lagrange dual, i.e., the direction in which it increases. We are now
ready to design our controller. Recalling that we need to descend down
the gradient, from (3.19) and (3.22), we have the following dual control
algorithm:
xr = Ur′

−1

(qr )

ṗl = hl (yl −

and

cl )+
pl ,

(3.23)
(3.24)

where, hl > 0 is a constant and (g(x))+
y denotes

g(x),
y > 0,
(g(x))+
y =
max(g(x), 0), y = 0,
We use this modification to ensure that pl never goes negative since we
know from the KKT conditions that the optimal price is non-negative.
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Note that, if hl = 1, the price update above has the same dynamics
as the dynamics of the queue at link l. The price increases when the
arrival rate is larger than the capacity and decreases when the arrival
rate is less than the capacity. Moreover, the price can never become
negative. These are exactly the same dynamics that govern the queue
size at link l. Thus, one doesn’t even have to explicitly keep track of
the price in the dual formulation; the queue length naturally provides
this information. However, there is a caveat. We have assumed that the
arrivals from a source arrive to all queues on the path simultaneously.
In reality the packets must go through the queue at one link before
arriving at the queue at the next link. There are two ways to deal with
this issue:

• Assume that the capacity cl is not the true capacity of a link,
but is a fictitious capacity which is slightly less than the true
capacity. Then, ql will be the length of this virtual queue
with the virtual capacity cl . A separate counter must then
be maintained to keep track of the virtual queue size, which
is the price of the link. Note that this price must be fed back
to the sources. Since the congestion control algorithm reacts
to the virtual queue size, the arrival rate at the link will be
at most cl and thus will be less than the true capacity. As a
result, the real queue size at the link would be negligible. In
this case, one can reasonably assume that packets move from
link to link without experiencing significant queueing delays.
• Once can modify the queueing dynamics to take into account
the route traversal of the packets. We will do so in a later
section on the primal-dual algorithm. This modification may
be more important in wireless networks where interference
among various links necessitates scheduling of links and thus,
a link may not be scheduled for a certain amount of time.
Therefore, packets will have to wait in a queue till they are
scheduled and thus, we will model the queueing phenomena
precisely.

3.2. Dual Formulation
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Stability of the Dual Algorithm

Since we designed the dual controller in much the same way as the
primal controller and they both are gradient algorithms (ascent in one
case and descent in the other), we would expect that the dual algorithm
too will converge to the optimal solution. We show using Lyapunov
theory that this is indeed the case.
We first understand the properties of the solution of the original
network utility maximization problem (2.1). Due to the same concavity
arguments used earlier, we know that the maximizer of (2.1) which we
denote by x̂ is unique. Suppose also that in the dual formulation (3.17)
given q, there exists a unique p such that q = RT p (i.e., R has full row
rank), where R is the routing matrix. At the optimal solution
q̂ = RT p̂,
and the KKT conditions imply that, at each link l, either
ŷl = cl
if the constraint is active or
ŷl < cl

and p̂l = 0

if the link is not a fully utilized. Note that under the full row rank
assumption on R, p̂ is also unique.
Theorem 3.3. Under the assumption that given q, there exists a
unique p such that q = RT p, the dual algorithm is globally asymptotically stable.
Proof. Consider the Lyapunov function
V (p) =

X
l∈L

(cl − ŷl )pl +

XZ
r∈S

qr

q̂r

(x̂r − (Ur′ )−1 (σ))dσ.
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Then we have
dV
dt

=

X
l

(cl − ŷl )ṗl +
T

X
r

(x̂r − (Ur′ )−1 (qr ))q̇r

= (c − ŷ) ṗ + (x̂ − x)T q̇

= (c − ŷ)T ṗ + (x̂ − x)T RT ṗ
= (c − ŷ)T ṗ + (ŷ − y)T ṗ

= (c − y)T ṗ
X
=
hl (cl − yl )(yl − cl )+
pl
l

≤ 0.

Also, V̇ = 0 only when each link satisfies either yl = cl or yl < cl
with pl = 0. Further, since Ur′ (xr ) = qr at each time instant, thus all
the KKT conditions are satisfied. The system converges to the unique
optimal solution of (2.1).

3.3

Extension to Multi-path Routing

The approaches considered in this chapter can be extended to account
for the fact that there could be multiple routes between each sourcedestination pair. The existing protocols on the Internet today do not
allow the use of multiple routes, but it is not hard to envisage a situation
in the future where smart routers or overlay routers would allow such
routing. Our goal is to find an implementable, decentralized congestion
control algorithm for such a network with multi-path routing. Figure
3.5 indicates a simple scenario where this might be possible.
As before, the set of sources is called S. Each source s ∈ S identifies
a unique source-destination pair. Also, each source may use several
routes. If source s is allowed to use route r, we say r ∈ s. Similarly,
if a route r uses link j, we say j ∈ r. For each route r we let s(r)
be the unique source such that r ∈ s(r). We call the set of routes
R. As in single-path routing, note that two paths in the network that
are otherwise identical can be associated with two different indices
r ∈ R, if their sources are different. For instance, in Figure 3.5 suppose
there were two sources s1 and s3 between the node pair (N1 , N3 ). Let
s1 subscribe to the multi-path service. Then the collection of routes
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S2
N2

Ingress

L2

L1
L5

S1

Ingress

Egress

N1

L3

Destination
N3

L4

Fig. 3.5 In this example, two sources S1 and S2 are transferring data to a single destination
using two paths each.

available to s1 is {r1 , r2 }, where r1 uses L1 and L2 , and r2 uses L3
and L4 . Also s(r1 ) = s(r2 ) = s1 . On the other hand let s3 subscribe to
only a single path service. Then s3 is allowed to use only r3 , which uses
L1 and L2 and s(r3 ) = s3 . We emphasize that although r1 and r3 use
the same links and are between the same node pair, they are indexed
differently since they belong to the path-sets of different users.
We consider the primal formulation in this section. The utility function must also be appropriately modified in order to take into account
the fact that the throughput of each source is now the sum rates obtained along each route. We seek a primal formulation of the problem
and hence consider the (relaxed) system utility (using log utility for
exposition) given by
!
!
X
X
X
U(x) =
ws log
xr + ε
log(xr )
s

−

XZ
l

P

k:l∈k

r∈s
xk

fl (y) dy.

r∈s

(3.25)

0

Here we denote the transmission rate on route r by xr , and ws is a
weighting constant for all routes associated with source s. Also fl (y)
is the price associated with link l, when the arrival rate to the link is
y, which may be considered to be the cost associated with congestion
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on the link y. Note that we have added a term containing ε to ensure
that the net utility function is strictly concave and hence has a unique
maximum. The presence of the ε term also ensures that a non-zero rate
is used on all paths allowing us automatically to probe the price on all
paths. Otherwise, an additional probing protocol would be required to
probe each high-price path to know when its price drops significantly
to allow transmission on the path.
We then consider the following controller, which is a natural generalization of the earlier single-path controller to control the flow on
route r:




X
ẋr (t) = κr xr wr − 
xm (t) qr (t)
m∈s(r)

+κr ε

X

xm (t),

(3.26)

m∈s(r)

where wr = ws for all routes r associated with source s. The term qr (t)
is the estimate of the route price at time t. This price is the sum of the
individual link prices pl on that route. The link price in turn is some
function fl of the arrival rate at the link. The fact that the controller
is globally asymptotically stable can be shown as we did in the primal
formulation using U(x̂) − U(x) as the Lyapunov function. The proof is
identical to the one presented earlier and hence will not be repeated
here.
So far, we have seen two types of controllers for the wired Internet,
corresponding to the primal and dual approaches to constrained optimization. We will now study a combination of both controllers called
the primal-dual controller in the more general setting of a wireless
network. The wireless setting is more general since the case of the Internet is a special case where there are no interference constraints. It
is becoming increasingly clear that significant portions of the Internet are evolving towards wireless components; examples include data
access through cellular phones, wireless LANs and multi-hop wireless
networks which are widely prevalent in military, law enforcement and
emergency response networks, and which are expected to become common in the civilian domain at least in certain niche markets such as
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viewing replays during football games, concerts, etc. As mentioned in
the previous chapter, our goal here is not to provide a comprehensive
introduction to resource allocation in wireless networks. Our purpose
here is to point out that the simple fluid model approach that we have
taken so far extends to wireless networks at least in establishing the
stability of congestion control algorithms. On the other hand, detailed
scheduling decisions require more detailed models which we do not consider here.

3.4

Primal-Dual Algorithm for Wireless Networks

In the discussion thus far, we saw that both controllers use rate-update
functions at the source side, and price-update functions on each of
the links. The exact form of the updates were different in the two
cases. It is possible to combine the two controllers by using the rateupdate from the primal and the price-update from the dual. Such a
controller is called a primal-dual controller. While we could illustrate
such a controller in the same wired-network setting as above, we will
do so for a wireless network in this section.
Let N be the set of nodes and L be the set of permissible hops. Let
F be the set of flows in the system. We do not associate flows with
fixed routes, but routes would also be decided by the resource allocation algorithm. In principle, all flows could potentially use all nodes
in the system as part of their routes. Of course, the results also apply to the special case where a route is associated with a flow. Each
flow f has a beginning node b(f ) and an ending node e(f ). We assume
that each node maintains a separate queue for each source-destination
pair. Let rij be the rate at which transmission takes place from node
i to node j. Due to interference, the rates between the various nodes
are inter-related. We consider a simple model to describe this interference although the results can be generalized significantly. Let {Am }
m = 1, 2, . . . , M be a collection of subsets of L. The set Am is a set
of hops that can be scheduled simultaneously given some interference
constraints. Each Am is called a feasible schedule and M is the number
of possible feasible schedules. If schedule Am is used, then rij = 1 if
(i, j) ∈ Am , and rij = 0 otherwise. Thus, all the scheduled links can
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transmit at rate 1 while the unscheduled hops remain silent. The network has a choice of implementing any one of the schedules at each
time instant. Suppose that πm is the fraction of time that the network
chooses to use schedule m. Then, the average rate allocated to hop
(i, j) is given by

X

Rij =

πm .

m:(i,j)∈Am

In this section, we will use the node-based resource constraint formulation used in Section 2.3. Thus, at each node, we keep track of the
rate at which traffic arrives and leaves for a particular destination, and
impose the constraint that the arrival rate is less than the departure
rate. The reason we choose this formulation is that we will maintain a
separate queue for each destination at each node, and the constraints
ensure that each of the per-destination queues is stable. We will see
that, under this formulation, one does not have to assume that arrivals
occur to each queue along a path simultaneously as in the previous section. To formulate the node-based constraints, denote the inflow rate
d
allocated for destination d at node i by Rin(i)
and the outflow rate
d
Rout(i)
. Thus, at each node i,

X
d

d
Rin(i)
=

X

Rji

and

j

X

d
Rout(i)
=

d

X

Rik .

k

For simplicity, we will only consider the case where Ur (xr ) =
wr log xr . Thus, the optimization problem for the resource allocation
problem is given by

max

x,π,R≥0

X
f

wf log xf ,
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subject to the following constraints:
X
d
d
Rin(i)
+
xf ≤ Rout(i)
,

∀ nodes i, d 6= i (3.27)

f :b(f )=i,e(f )=d

d
Rin(i)
=

X

d
Rji
,

∀i, j, d 6= i

(3.28)

d
Rij
,

∀i, j, d 6= i

(3.29)

j

d
Rout(i)
=

X
j

X

d
Rij

= Rij ,

Rij

=

d

∀i, j, d 6= i

X

πm ,

m:(i,j)∈Am
M
X

43

∀i, j

πm = 1.

(3.30)
(3.31)

(3.32)

m=1

Let the Lagrange multiplier corresponding to constraint (3.27) be
denoted by pid . Appending the constraints (3.27) to the objective, we
get


X
X
XX
.
xf − Rd
wf log xf −
pid Rd +
max
x,π,R≥0

in(i)

i

f

d6=i

out(i)

f :b(f )=d

By manipulating the summations, the above expression can be rewritten as




X
X
XX
d
d
wf log xf −
pib(f ) xf + max 
pid (Rout(i)
− Rin(i)
) .
max 
x≥0

f

π,R≥0

f

i

d6=i

If the optimal values of the Lagrange multipliers are known, then we
have to solve two problems: the congestion control problem


X
X
max 
wf log xf −
pib(f ) xf  ,
x≥0

f

f

and the scheduling problem


XX
d
d
max 
pid (Rout(i)
− Rin(i)
) ,
π,R≥0

i

d6=i

(3.33)
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where the scheduling problem is subject to the constraints (3.28)-(3.32).
To solve the congestion control problem, we use the primal algorithm
at each source f :
wr
ẋf (t) =
− pb(f )e(f ) ,
(3.34)
xr
and the dual algorithm for price update at each node i, for each destination d:

+
X
d
d
 .
ṗid (t) = 
xf (t) + Rin(i)
(t) − Rout(i)
(3.35)
f :b(f )=i,e(f )=d

pnd

d
d
In the price-update algorithm, the rates Rin(i)
and Rout(i)
are calculated
at each time instant by solving (3.33). If the optimal solution to (3.33)
is not unique, any one of the optima can be used.
To show convergence of the algorithm, we will use a theorem similar to the Lyapunov theorem that we saw earlier in the chapter. The
theorem is designed for situations where the time-derivative of a Lyapunov function is zero at more than one point. Consider the differential
equation ẏ = f (y(t)). Then we have the following theorem [24]:

Theorem 3.4. (LaSalle’s Invariance Principle). Let W : D → R be a
radially unbounded (i.e., lim||y||→∞ W (y) = ∞, y ∈ D), continuously
differentiable, positive definite function such that Ẇ (y) ≤ 0 for all
y ∈ D. Let E be the set of points in D where Ẇ (y) = 0. Let M be
the largest invariant set in E (i.e., M ⊆ E and if y(0) ∈ M, then
y(t) ∈ M ∀ t ≥ 0). Then, every solution starting in D approaches M
as t → ∞.
In order to study the convergence of the controller, we need to
construct an appropriate Lyapunov function. We will use the following
Lyapunov function:
1X
1 XX
W (x, q) ,
(xf − x̂f )2 +
(pid − p̂nd )2 ,
(3.36)
2
2
f ∈F

i

d6=i

where the quantities with hats are the solutions to the network utility
maximization problem. There can be multiple values of the Lagrange
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multipliers that satisfy the KKT conditions; in that case, one can pick
any one of them to construct the Lyapunov function. From now on, in
double summations involving a node i and destination d, for ease of
notation, we will assume that d 6= i without explicitly stating it. We
are now ready to prove the following theorem:
Theorem 3.5. Starting from any x(0) and q(0), the rate vector x(t)
converges to x̂ as t → ∞ and
pb(f )e(f ) = p̂b(f )e(f ) = wf /x̂f ∀ f.
Further, the queue length vector p(t) approaches the bounded set






X
X
d
d
p≥0:
(pid − p̂id ) Rout(i)
− Rin(i)
+
(xf − x̂f ) = 0 .


i,d

f :b(f )=i,e(f )=d

Proof. Differentiating the Lyapunov function with respect to time we
obtain


X
1
Ẇ =
(xf − x̂f )
− pb(f )e(f )
xf
f

+
X
X
d
d
(3.37)
+
(pid − p̂id ) 
xf + Rin(i)
− Rout(i)
i,d

f :b(f )=i,e(f )=d

X
1
− pb(f )e(f ) )
≤
(xf − x̂f )(
xf
f

X
X
+
(pid − p̂id ) 
i,d

f :b(f )=i,e(f )=d

pid



d
d
(3.38)
xf + Rin(i)
− Rout(i)
.

The last inequality follows by noting that (3.38) and (3.37) are equal
if the projection in (3.37) is inactive and if the projection is active, the
expression in (3.37) is zero, while the expression in (3.38) is positive
due to the fact that pid = 0 and the term inside the parenthesis is
negative (otherwise, the projection will not be active). Using the fact
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wf /x̂f = p̂b(f )e(f ) and adding and subtracting terms, we get


X
1
1
Ẇ =
(xf − x̂f )
−
+ p̂b(f )e(f ) − pb(f )e(f )
xf
x̂f
f


X
X
X
xf −
x̂f 
+
(pid − p̂id ) 
i,d

f :b(f )=i,e(f )=d



X
+
(pid − p̂id ) 
i,d

Noting that
X
(pid −p̂id )
i,d

X

X

f :b(f )=i,e(f )=d

(xf −x̂f ) = −

f :b(f )=i,e(f )=d

X
f

f :b(f )=i



d
d
.
x̂f + Rin(i)
− Rout(i)

(xf −x̂f )(p̂b(f )e(f ) −pb(f )e(f ) ),

we get
Ẇ

=

1
1
−
)
xf
x̂f
f

X
X
+
(pid − p̂id ) 
X

(xf − x̂f )(

i,d

f :b(f )=i,e(f )=d



d
d
.
x̂f + Rin(i)
− Rout(i)

Let us now examine each of the terms in the right-hand side of the
above equation. It is easy to see that
(xf − x̂f )(
From constraint (3.27),
X

f :b(f )=i,e(f )=d

1
1
−
) ≤ 0.
xf
x̂f

d
d
x̂f ≤ R̂out(i)
− R̂in(i)
,

where we recall that the quantities with hats are the optimal solution
to the network utility maximization problem. Thus,


X
X
d
d
 ≤ 0,
pid 
x̂f + Rin(i)
− Rout(i)
i,d

f :b(f )=i,e(f )=d
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d
d
d
d
since the rates Rin(i)
and Rout(i)
solve (3.33) and R̂out(i)
and R̂in(i)
are feasible solutions to the outflow and inflow rates at node i, for
destination d. From the KKT conditions


X
d
d
 = 0.
pid R̂in(i)
+
x̂f − R̂out(i)
f :b(f )=i,e(f )=d

Thus,

−
=−

X
i,d

X
i,d



X

p̂id 

f :b(f )=i,e(f )=d



p̂id 

X

f :b(f )=i,e(f )=d



d
d

x̂f + Rin(i)
− Rout(i)



d
d
d
d
 ≤ 0,
R̂out(i)
− R̂in(i)
− Rout(i)
+ Rin(i)

since the R̂’s solve the scheduling problem with p̂’s as the weights in
the scheduling algorithm. Thus, Ẇ ≤ 0. To apply LaSalle’s invariance
principle, let us consider the set of points E, where Ẇ = 0. The set E
is given by the set of points (x, p) that satisfy






X
X
d
d


x̂f + Rin(i) − Rout(i) = 0 .
(pid − p̂id )
x = x̂f ,

 f
i,d

f :b(f )=i,e(f )=d

We claim that the largest invariant set M ⊆ E is further characterized
by pb(f )e(f ) = wf /x̂f . To see this, note that if this condition is violated,
then the congestion controller (3.34) will change the rate from x̂f and
hence the system will move outside E. Thus, LaSalle’s invariance principle applies and the theorem is proved.
We will now examine the scheduling problem (3.33) carefully with
the goal of simplifying it. By rearranging the summation and using the
d
d
definitions of Rin(i)
from (3.28) and Rout(i)
from (3.29), (3.33) can be
rewritten as
XX
d
(pid − pkd ).
max
Rik
i,k

Using the fact that

d

d
d Rik

P

= Rik , the scheduling problem becomes
X
max
Rik max(pid − pkd ).
i,k

d
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Using (3.31) and (3.32), the scheduling problem further reduces to
X
πm max (pid − pkd )
(3.39)
P max
m

πm =1

= P max
m

d

i,k,m:(i,k)∈Am

πm =1

X

πm

m

X

(i,k)∈Am

= max
m

X

(i,k)∈Am

max (pid − pkd )
d

max (pid − pkd ).
d

(3.40)

Thus, the scheduling problem becomes one of finding a schedule with
the maximum weight, where the weight of a link is given by
max (pid − pkd ).
d

This is called the back-pressure algorithm.
Let us examine the price-update equation (3.35). This equation
closely resembles the queue dynamics in the queue holding packets for
destination d at packet i. However, notice that the arrival rate into the
queue includes the term
X
d
d
Rin(i)
=
Rji
,
j

which is not the true arrival rate at the queue, but it is the potential
rate at which packets could arrive from other nodes to node i. This rate
may not be realizable if some of the other nodes have empty queues.
d = 0 if
However, note from the back-pressure algorithm (3.40) that Rji
pjd = 0. Thus, hop (i, j) is not scheduled if pjd = 0. Hence, one can
indeed interpret the price as the queue length at node i for packets
destined for node d. One can then simply use the lengths of the perdestination queues as the prices, and no price computation is necessary.
It may seem a little surprising at first that the congestion controller
(3.34) for flow f uses only the ingress queue length to regulate the
flow’s arrival rate. After all, congestion could occur anywhere in the
interior of the network. To understand how congestion is managed in
the interior of the network, consider a wireless network with just one
flow and three hops, where the interference constraint dictates that
either hopes 1 and 3 or 2 may be scheduled in a time slot (see Figure 3.6). Suppose that the queue at the third hop is large initially, then
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the back-pressure algorithm will schedule this hop first (along with the
first hop since it satisfies the scheduling constraint). The queue length
at the second hop will increase, and eventually, the congestion controller will start throttling the rate which packets are injected into the
first queue. Hops are scheduled depending upon the values of the backpressures at these hops. In particular, at some point in time, the first
hop will be scheduled. At this time, the queue length at the first hop
will decrease and the source can increase its transmission rate. Thus,
the back-pressure algorithm pushes the congestion towards the source
node. This is illustrated in Figure 3.6.
Source
x

Destination
R1

1

2

3

4
Hop 3 Scheduled

Hop 1 Scheduled
x

1

R1

2

3

4

3

4

Hop 2 Scheduled

x

1

R1

2

Congestion at Source
Fig. 3.6 Node based constraints yield the back-pressure algorithm that causes congestion
effects to be progressively transferred towards the source.

3.5

Notes

Gradient algorithms are well known in optimization, but recognizing
that the gradient algorithm for network utility maximization leads to
distributed algorithms for congestion control is a relatively new development. The primal and dual algorithms for solving the network utility
maximization problem were presented by Kelly et. al. in [7]. The version of the dual algorithm presented in this chapter is a continuous-time
version of the algorithms proposed by Low and Lapsley [25], and Yaiche
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et. al. in [26]. The Lyapunov proof we have used to show stability of
the dual algorithm is an adaptation of a proof by Paganini [27]. The
multi-path algorithm was also proposed in [7], while the minor addition
of the ǫ term was proposed in Han et. al. in [28]. A dual version of the
multi-path congestion control algorithm was proposed by Low in [29]
and its convergence was proved by Lin and Shroff [30].
The primal-dual algorithm for Internet congestion control was introduced by Kunniyur and Srikant in [31] and its convergence was proved
in [32] although the algorithm at the nodes to compute the Lagrange
multipliers is different from the one presented in this paper. The version of the primal-dual algorithm presented here is due to Wen and
Arcak [33] and Alpcan and Başar [34]. The block diagram in Figure
3.2 that summarizes the relationships between the primal and dual
variables is from [35]. The extension of the utility maximization approach to wireless networks is more recent and appears in [10–14]. The
proof presented in this chapter is due to Eryilmaz and Srikant [14].
The results presented in this chapter can also be extended to deal with
multi-rate, multicast flows; see [36–38].
We also note that the special case of distributed algorithms to
achieve max-min fairness was considered by Fulton et al. [39], Lee and
de Veciana [40].
We note that the models in this monograph assume that the flows in
the network are elastic, i.e., they are able to adapt their rates. However,
many real networks also have a large number of flows that request a
fixed data rate from the network, also known as inelastic flows. When
an inelastic flow arrives, the network first checks to see if it is has
enough spare capacity to accommodate the data rate request of an
inelastic flow and the flow is admitted if there is sufficient available
capacity. Once admitted, these flows are typically given higher priority
compared to elastic flows. Thus, the elastic flows would be subjected to
variable link capacities due to the arrivals and departures of inelastic
flows. Such fluctuations can be incorporated into the stochastic models
in [11–14]. The resource constraints in our model in this chapter and
the previous one can be viewed as average capacity constraints where
the averaging is done over a long time-scale.
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One bit feedback for congestion control was proposed in Ramakrishnan et. al. in [41] and Chiu and Jain in [2]. The RED scheme was
proposed by Floyd and Jacobson [42,43]. The idea of using exponential
functions to convert price information to one-bit information is due to
Lapsley and Low [44]. The use of time-scale separation assumption to
convert queue-based marking functions to rate-based marking functions
was suggested by Kelly in [8] and a proof of this result was provided
by Deb and Srikant in [45, 46]. The price function for the DropTail
algorithm was proposed in Kunniyur and Srikant in [31]. A discussion
of appropriate models of congestion control under different network
conditions can be found in the paper by Raina and Wischik [47].
The optimization framework not only provides an algorithm for resource allocation but also reveals where computational functionalities
required for resource allocation must reside in the network. For example, it tells us that the sources should adapt rates based on congestion
signals from the network and suggests simple mechanisms for the resources (nodes and links) in the network to provide these congestion
signals. In fact, communication networks are designed in this manner
today. On the other hand, the optimization approach also reveals that
certain traditional methods of designing networks may not be optimal.
For example, in the primal-dual model with interference constraints,
we showed that it is optimal for the network to implement scheduling
and routing jointly using the back-pressure algorithm. However, in today’s networks, routing and scheduling are done by different protocols,
independently of each other. While the back-pressure algorithm is optimal, it is not implementable due to the fact that it requires a central
authority with knowledge of the entire network state to solve the optimization problem. Thus, one may want to consider different architectures to strike a balance between optimality and implementability. The
architectural implications of optimization-based design are discussed in
detail in [48].
In the next chapter, we will study the relationship between the resource allocation framework that we have developed and the protocols
used in the Internet today. We will see how the primal and the dual approaches bear strong resemblance to existing and proposed congestioncontrol protocols for the Internet.

4
Congestion Control Protocols

We have seen in the previous chapters how resource allocation may be
achieved in a decentralized fashion in a fair and stable manner. We
emphasized that the algorithms could be in networks that are enabled
with some kind of feedback that indicates congestion levels to users
of each link. In this chapter, we explore the relationship between the
algorithms discussed in the previous chapters and the protocols used
in the Internet today. It is important to note that Internet congestion
control protocols were not designed using the optimization formulation
of the resource allocation problem that we have seen in the previous
two chapters. The predominant concern while designing these protocols
was to minimize the risk of congestion collapse, i.e., large-scale buffer
overflows, and hence they tended to be rather conservative in their
behavior. Even though the current Internet protocols were not designed
with clearly-defined fairness and stability ideas in mind, they bear a
strong resemblance to the ideas of fair resource allocation that we have
discussed so far. In fact, the utility maximization methods presented
earlier provide a solid framework for understanding the operation of
these congestion control algorithms. Further, going forward, the utility
maximization approach seems like a natural candidate framework to
53
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modify existing protocols to adapt to the evolution of the Internet as
it continues to grow faster.
As mentioned in the first chapter, the congestion control algorithm
used in today’s Internet is implemented within the Transmission Control Protocol (TCP). There are several different flavors of TCP congestion control, each of which operates somewhat differently. But all
versions of TCP are window-based protocols. The idea is that each user
maintains a number called a window size, which is the number of unacknowledged packets that it is allowed to send into the network. Any
new packet can be sent only when an acknowledgment for one of the
previous sent packets is received by the sender. TCP adapts the window
size in response to congestion information. An illustration is presented
in Figure 4.1. The window size is increased if the sender determines
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Fig. 4.1 An example of a window flow control. The sender’s congestion window determines
the number of packets in flight. The destination receives the packets sent and responds to
them with acknowledgements. It takes one RTT for the source to be aware of a successful
transmission and to change the window size. Note that this is a considerably simplified
interpretation of TCP.

that there is excess capacity present in the route, and decreased if the
sender determines that the current number of in-flight packets exceeds
the capacity of the route. In the figure, the source has chosen to increase
the window size from 3 to 4 packets. The amount of time that elapses
between the sending of a packet and the reception of feedback from
the destination is called the Round-Trip Time (RTT). We denote the
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RTT by T . A decision on whether to send a new packet, and whether
the window is to be increased or decreased, is taken upon reception
of the acknowledgement packet. This means that the decision-making
process has no periodicity that is decided by a clock of fixed frequency.
TCP is therefore called self-clocking. The nearest approximation to a
clock is the round-trip time T , which could potentially vary during the
lifetime of a flow. The exact means of determining whether to increase
or decrease the window size is what determines the difference between
the congestion control mechanism of different TCP flavors which we
discuss in the rest of this chapter.

4.1

TCP-Reno

The most commonly used TCP flavors used for congestion control in
the Internet today are Reno and NewReno. Both of them are updates of
the TCP-Tahoe, which was introduced in 1988. Although they vary significantly in many regards, the basic approach to congestion control is
similar. The idea is to use successful reception packets as an indication
of available capacity and dropped packets as an indication of congestion. We consider a simplified model for the purpose of exposition. Each
time the destination receives a packet, it sends and acknowledgement
(also called ack ) asking for the next packet in sequence. For example,
when packet 1 is received, the acknowledgement takes the form of a
request for packet 2. If, instead of the expected packet 2, the destination receives packet 3, the acknowledgement still requests packet 2.
Reception of three duplicated acknowledgments or dupacks (i.e., four
successive identical acks) is taken as an indication that packet 2 has
been lost due to congestion. The source then proceeds to cut down the
window size and also to re-transmit lost packets. In case the source
does not receive any acknowledgements for a finite time, it assumes
that all its packets have been lost and times out.
When a non-duplicate acknowledgment is received, the protocol increases its window size. The amount by which the window size is increases depends upon the TCP transmission phase. TCP operates in
two distinct phases. When file transfer begins, the window size is 1,
but the source rapidly increases its transmission window size so as to
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reach the available capacity quickly. Let us denote the window size W .
The algorithm increases the window size by 1 each time an acknowledgement indicating success is received, i.e., W ← W + 1. This is called
the slow-start phase. Since one would receive acknowledgements corresponding to one window’s worth of packets in an RTT, and we increase
the window size by one for each successful packet transmission, this
also means that (if all transmissions are successful) the window would
double in each RTT, so we have an exponential increase in rate as
time proceeds. Slow-start refers to the fact that the window size is still
small in this phase, but the rate at which the window is increases is
quite rapid. When the window size either hits a threshold, called the
slow-start threshold or ssthresh or the transmission suffers a loss (immediately leading to a halving of window size), the algorithm shifts to
a more conservative approach called the congestion avoidance phase.
When in the congestion-avoidance phase, the algorithm increases the
window size by 1/W every time feedback of a successful packet transmission is received, so we now have W ← W + 1/W . When a packet
loss is detected by the receipt of three dupacks, the slow-start threshold
(ssthresh) is set to W and TCP Reno cuts its window size by half, i.e.,
W ← W/2. Thus, in each RTT, the window increases by one packet—
a linear increase in rate. Protocols of this sort where increment is by
a constant amount, but the decrement is by a multiplicative factor
are called additive-increase multiplicative-decrease (AIMD) protocols.
When packet loss is detected by a time-out, the window size is reset to
1 and TCP enters the slow-start phase. We illustrate the operation of
TCP-Reno in terms of rate of transmission in Figure 4.2.
Now, the slow-start phase of a flow is relatively insignificant if the
flow consists of a large number of packets. So we will consider only the
congestion-avoidance phase. Let us call the congestion window at time
t as W (t). This means that the number of packets in-flight is W(t). The
time taken by each of these packets to reach the destination, and for
the corresponding acknowledgement to be received is T. The RTT is a
combination of propagation delay and queueing delay. In our modeling,
we assume that the RTT is constant, equal to the propagation delay
plus the maximum queueing delay. If one observes the medium between
the source and destination for an interval [t, t + T ], and there are no
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Time

Fig. 4.2 Operation of TCP-Reno. There is an exponential increase in rate during the slowstart phase and a linear increase or a halving of rate in the congestion avoidance phase. If
loss is experienced during slow start, the algorithm halves the sending rate and switches to
congestion avoidance.

dropped packets, then the number of packets seen is W (t) since the
window size changes rather slowly in one RTT. Thus, the average rate
of transmission x(t) is just the window size divided by T , i.e., x(t) =
W (t)/T. Let us now write down what we have just seen about TCP
Reno’s behavior in terms of the differential equation models that we
have become familiar with over the past few chapters.
Consider a flow r. As defined above, let Wr (t) denote the window
size and Tr its RTT. Earlier we had the concept of the price of a route
r being qr (t). We now use the same notation to denote the probability
that a packet will be lost at time t. Notice that the loss of packets is
the price paid by flow r for using the links that constitute the route it
uses. We can model the congestion avoidance phase of TCP-Reno as
Ẇr (t) =

xr (t − Tr )(1 − qr (t))
− βxr (t − Tr )qr (t)Wr (t).
Wr (t)

(4.1)

The above equation can be derived as follows:
• The rate at which the source obtains acknowledgements is
xr (t − Tr )(1 − qr (t)). Since each acknowledgement leads to
an increase by 1/W (t), the rate at which the transmission
rate increases is given by the first term on the right side.
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• The rate at which packets are lost is xr (t − Tr )qr (t). Such
events would cause the rate of transmission to be decreased
by a factor that we call β. This is the second term on the
right side. Considering the fact that there is a halving of
window size due to loss of packets, β would naturally taken
to be 1/2. However, studies show that a more precise value of
β when making a continuous-time approximation of TCP’s
behavior is close to 2/3.
To compare the TCP formulation above to the resource allocation
framework, we write Wr (t) in terms of xr (t) which yields
ẋr =

xr (t − Tr )(1 − qr (t))
− βxr (t − Tr )qr (t)xr (t).
Tr2 xr

(4.2)

The equilibrium value of xr is found by setting ẋr = 0, and is seen to
be
s
1 − q̂ 1
,
x̂r =
β q̂ Tr
where q̂r is the equilibrium loss probability. For small values of q̂r (which
is what one desires in the Internet),
p
x̂r ∝ 1/Tr q̂r .

This result is well-known and widely used in the performance analysis
of TCP.

4.2

Relationship with Primal Algorithm

Now, consider the controller (4.2) again. Suppose that there were no
feedback delay, but the equation is otherwise unchanged. So Tr2 that
appears in (4.2) is just some constant now. Also, let qr (t) be small, i.e.,
the probability of losing a packet is not too large. Then the controller
reduces to
1
− βx2r qr
Tr2


1
2
− qr .
= βxr
βTr2 x2r

ẋr =
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Comparing with (3.5), we find that the utility function of the source r
satisfies
1
.
Ur′ (xr ) =
βTr2 x2r
We can find the source utility (up to an additive constant) by integrating the above, which yields
Ur (xr ) = −

1
.
βTr2 xr

Thus, TCP can be approximately viewed as a control algorithm that
attempts to achieve weighted minimum potential delay fairness.
If we do not assume that qr is small, the delay-free differential equation is given by
1 − qr
− βx2r qr
Tr2

2
2
= (βxr + 1/Tr )

ẋr =


1
− qr ,
βTr2 x2r + 1

Thus,
Ur′ (xr )

1
=
βTr2 x2r + 1

⇒

p

1
−1
√
tan
βTr xr ,
Ur (xr ) =
Tr β

where the utility function is determined up to an additive constant.

4.3

A Generalization of TCP-Reno

Instead of increasing the window size by 1/W for each ack and decreasing the window by 1/2 upon detecting a loss, one could consider other increase-decrease choices as well. Consider a protocol where
W ← W + a W n when an acknowledgement is received, while a
loss triggers a window decrease given by W ← W − b W m . Setting
a = 1, n = −1, b = 0.5, and m = 1 would yield TCP-Reno type
behavior. The equivalent rate-based equation describing the dynamics
of such a protocol would be
ẋr =

xr (t − Tr )
(a(xr (t) Tr )n (1 − qr (t)) − b(xr (t) Tr )m qr (t)) . (4.3)
Tr
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Ignoring the feedback delay in obtaining the congestion information,
the above differential equation becomes
ẋr =

xr (t)
(a(xr (t) Tr )n (1 − qr (t)) b(xr (t) Tr )m qr (t)) ,
Tr

which can be rewritten as


b
n+1 n−1
m−n
ẋr = (axr (t)
Tr ) 1 + (xr (t)Tr )
a
Note that

1
− qr
b
1 + a (xr (t)Tr )m−n

!

1
1+

b
m−n
a (xr (t)Tr )

is a decreasing function (thus, its derivative will be negative) if m > n
and hence one can view the above differential equation as the congestion
controller for a source r with a concave utility function
Z xr (t)
1
dx.
b
1 + a (xTr )m−n
0
A special case of the above congestion control algorithm called ScalableTCP which uses the parameters a = 0.01, n = 0, b = 0.125, and m = 1
has been proposed for high-bandwidth environments.

4.4

TCP-Vegas: A Delay Based Algorithm

We now consider another variation of TCP called TCP-Vegas. TCPVegas uses queueing delay to infer congestion in the network. The idea
is to first identify the propagation delay of the route by assuming that
it is equal to the smallest RTT seen by the source. This is a reasonable
assumption if we assume that queues empty occasionally in which case
the only delay is the propagation delay. Let us denote the estimated
propagation delay by Tp . Any excess delay above this amount would
be queueing delay and we denote it Tq . The objective of the algorithm
is to calculate the value of window size such that there is no queueing
delay. When this occurs, the rate of generation of packets is equal to
the available capacity on the route. We now study the details of this
algorithm.

.
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If there is no queueing delay, the throughput would be approximately given by
W
,
e=
Tp
where W is the window size. However, the actual throughput is the
number of packets that make it successfully to the destination in a
fixed amount of time. To calculate this quantity, the source sends a
marked packet and waits for it to be acknowledged. The duration of
time that it takes for this event to occur is the round-trip time Tp + Tq .
Suppose during this time, the source receives S acknowledgments, then
the actual throughput is estimated as
a=

S
.
Tp + Tq

Whenever we receive the acknowledgment for a marked packet at
some time t, we have two values—the expected throughput e(t) and
the actual throughput a(t). If a(t) is less than e(t), it means that our
transmission rate is too high, so we should cut down the window size.
On the other hand, if a(t) is greater than e(t), it means that the estimate of the available rate is too low and we should increase the window
size. Formally, we define constants α and β, with α ≤ β and proceed
as follows:
• if α ≤ (e(t)−a(t)) ≤ β, then do nothing. This means that our
estimate of the throughput is fairly accurate, and everything
is as it should be.
• if (e(t) − a(t)) > β, decrease the window size by 1 for the
next RTT. This means that our estimate is too high and the
window size must be reduced.
• if (e(t) − a(t)) < α, increase the window size by 1 for the
next RTT. This means that our estimate is too low and the
network can support more than we think.
Note that both the increase and decrease of window size are linear in
nature. Also, the algorithm uses the usual slow start mechanism, with
exponential growth initially. The behavior of TCP-Vegas under ideal
conditions would look something like Figure 4.3.

Rate
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Fig. 4.3 Operation of TCP-Vegas. It preserves the slow-start phase of TCP-Reno, but
switches to Vegas mode once it passes the slow start threshold (or a loss occurs). Both the
window increase and decrease are linear. Ideally, the algorithm should converge to a stable
window size.

4.5

TCP-Vegas as a Resource Allocation Algorithm

In this section, we interpret TCP-Vegas as a resource allocation algorithm in the utility maximization framework. We assume α = β and the
propagation delay is estimated accurately, i.e., for source r, Tpr (t) ≡ Tpr
for all t.
At equilibrium, the estimated throughput is the same as the actual
throughput, with the window size and the number of acknowledgements
received in an RTT being the same. If we denote the equilibrium window size and queueing delay of source r by Ŵr and T̂qr respectively
(and by assumption, the propagation delay Tpr is correctly estimated),
then
Ŵr
Ŵr
−
= α.
(4.4)
Tpr
Tpr + T̂qr
At equilibrium, the transmission rate x̂ is approximately
x̂r = Ŵr /(Tpr + T̂qr ),
which means that (4.4) can be simplified to
αTpr
= T̂qr .
x̂r

(4.5)
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Now that we know what the equilibrium transmission rate looks like,
let us study what the equilibrium queueing delay T̂qr would look like. If
the queue length at equilibrium is denoted by b̂l , then the equilibrium
queueing delay at link l is b̂l /cl (where cl is the capacity of link l). So
we have
T̂qr =

X b̂l
.
cl

(4.6)

l:l∈r

Also, if
X

x̂k < cl ,

k:l∈k

then there is no queueing delay, i.e., b̂l = 0 in this case. Note that
since the aggregate equilibrium transmission rate of all flows using link
l cannot exceed the link capacity, we cannot possibly have that
X
x̂k > cl .
k:l∈k

Thus, if b̂l 6= 0, it means that
X

x̂k = cl .

k:l∈k

Thus, we have from the above and (4.5), that the equilibrium conditions are
X b̂l
αTpr
=
,
x̂r
cl
l:l∈r

with

b̂l
cl

X

k:l∈k

x̂k − cl

!

= 0 ∀ l.

However, these are the Karush-Kuhn-Tucker conditions for the utility maximization problem
max αTpr log xr ,
{xr }

subject to
X

r:l∈r

xr ≤ cl ,

∀l

(4.7)
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and xr ≥ 0, ∀r. Thus, TCP-Vegas is weighted-proportionally fair. If we
let each flow have a different value of α, i.e., we associate αr with route
P
r, , then the equilibrium rates will maximize r αr Tpr log xr .

4.6

Relation to Dual Algorithms and Extensions

We now consider the relationship between TCP-Vegas and dual algorithms. A weighted proportionally fair dual algorithm would use the
controller obtained by substituting wr log(xr ) as the utility function in
(3.23) and (3.24), which yields
wr
and
pr
= hl (yl − cl )+
pl ,

xr =

(4.8)

ṗl

(4.9)

To avoid confusion, we note that wr is the weight assigned to source r
and is unrelated to the window size Wr (t). If we choose hl = c1l , then
the price function of a link becomes the queueing delay experienced by
packets using that link, which, when added to a constant propagation
delay, is the feedback that is used in the Vegas algorithm.
Let us study the source rates used in Vegas more closely to create
a fluid model equivalent. From the algorithm description (with α = β)
we have that the Vegas algorithm updates the window Wr (t) based on
whether
Wr (t)
Wr (t)
−
<α
Tpr
Tpr + Tqr (t)

or

Using the approximation xr (t) =
tions as
xr (t) Tqr (t) < αTpr

Wr (t)
Wr (t)
−
> α, (4.10)
Tpr
Tpr + Tqr (t)
Wr (t)
Tpr +Tqr (t) ,

we can rewrite the condi-

or xr (t) Tqr (t) > αTpr .

(4.11)

As in (4.6), we also have
Tqr =

X bl (t)
X
=
pl (t),
cl

l:l∈r

(4.12)

l:l∈r

where bl (t) is the queue length at link l at time t, and we have used
pl (t) to denote the queueing delay at link l, which acts as the price

4.6. Relation to Dual Algorithms and Extensions

65

function for Vegas. Combining the above expressions, the condition for
increase/decrease becomes
X
X
xr (t)
pl (t) < αTpr or xr (t)
pl (t) > αTpr ,
(4.13)
l:l∈r

l:l∈r

So the window control algorithm can be written as

Wr (t + 1) = Wr (t) +

+
1
, (4.14)
sgn (αTpr − xr (t) Tqr )
Tpr + Tqr (t)
Wr

where sgn(z)= −1 if z < 0 and sgn(z)= 1 if z > 0. Thus, we can
now write down the differential equations describing the TCP-Vegas
algorithm as
1
(yl − cl )+
pl
cl
+

1
sgn (αTpr − xr (t) Tqr (t))
Ẇr (t) =
Tpr + Tqr (t)
Wr
ṗl (t) =

xr (t) =

Wr (t)
,
Tpr + Tqr (t)

(4.15)
(4.16)
(4.17)

P
with Tqr (t) = l:l∈r pl (t). The above is not the same as the dual algorithm that we derived in the previous chapter. However, the price
update dynamics are the same as the price update for the dual algorithm. Further, at the source, by attempting to increase or decrease
the rate based on whether xr is less than or greater than αTpr /Tqr , it
is clear the source attempts to drive the system towards
xr =

αTpr
αTpr
,
=P
Tqr
l∈r pl

which is the desired source behavior for a dual congestion controller.
Thus, one can interpret TCP-Vegas as an algorithm that approximates
the dual congestion control algorithm.
A modification of TCP-Vegas called FAST-TCP has been suggested
for very high-speed networks. In FAST-TCP, the window size is increased or decreased depending upon how far the window size is from
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a desired equilibrium point. The fluid model describing the protocol is
1
(yl − cl )+
(4.18)
ṗl (t) =
pl
cl
(4.19)
Ẇr (t) = γr (αr − xr (t) Tqr )+
Wr

Wr (t)
,
(4.20)
Tpr + Tqr (t)
where αr determines the desired equilibrium point and γr is a scaling
constant. Replacing the sgn function in TCP-Vegas with the difference
between the current operating point and the desired equilibrium allows
FAST-TCP to rapidly approach the desired equilibrium point.
xr (t) =

4.7

Notes

In this chapter we studied how Internet congestion control protocols can
be viewed as decentralized resource allocation algorithms. TCP-Reno,
NewReno and SACK are improvements on TCP-Tahoe proposed by
Jacobson [1]. Details of the protocols studied are available in [49–51].
The differential equation for TCP without time delays was introduced
by Kunniyur and Srikant in [31, 52] who also noted the connection to
minimum potential delay fairness while a delay differential equation
model was introduced by Misra et. al. in [53]. The choice of the arctan
utility function for TCP was proposed by Kelly [9]. The differential
equations models are approximations of stochastic, discrete models and
the regimes under which a differential equation approximation hold
have been explored in Baccelli et. al. [54], Shakkottai and Srikant [55,56]
and Tinnakornsrisuphap and Makowski [57]. The model for Scalable
TCP was proposed by Vinnicombe [58] and implemented by Tom Kelly
[59]. TCP-Vegas was proposed by Bramko and Peterson in [60], while
the analytical study was presented by Low et. al in [61]. A comparison
of the throughput that TCP-Vegas and TCP-Reno sources achieve in a
network may be found in [62] by Mo et. al. A description of how Vegas
was modified to create FAST-TCP was presented by Wei et. al. in [63],
and implementation details of FAST TCP are provided in [64]. The fluid
models for TCP capture the behavior of TCP reasonably well in large
networks with a large number of users. However, in some instances,
one needs more detailed modeling of the window size evolution of TCP.
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Models to capture the window size behavior in more detail can be found
in the works of Baccelli and Hong [65], Wirth et al [66] and Kherani
et al. [67]. Some of these models present properties of TCP resource
sharing that are not always observable using the coarser differential
equation models. Examples of protocols that are designed using these
finer models are H-TCP [68] and TCP-Illinois [69].
One aspect of resource allocation algorithms that we have not considered so far is the impact of feedback delay on their convergence.
Another aspect to be considered while studying real-life networks is
the fact that the flows are not persistent. In fact, a user arrives with a
file to be transferred over the network and departs when the file transfer is complete. We have not yet considered the question of whether
the system would be stable in such a scenario. In the next chapter, we
expand our models to incorporate delays and file arrivals and departures.

5
Network Stability

In the previous chapters, we have studied networks with a fixed number
of flows and assumed that packets traverse from one node to the next
instantaneously. An exception was our discussion on TCP modeling,
where we explicitly incorporated delay in the model. However, we did
not discuss the impact of delay on network stability. In this chapter,
we will explicitly consider the impact of delays and flow arrivals and
departures on network stability. The two effects that we will study are
shown in Figure 5.1. We motivate the two stability issues below, and
consider their impact on network stability in the sections to follow.
In most of the models used in the previous chapters, flows receive
feedback instantaneously. However, in real life there is always a delay
between sending a packet and receiving the corresponding acknowledgment. We call this the Round Trip Time (RTT). The delay consists of
both queueing and propagation delays. For example, the coast-to-coast
distance of the United States is about 5000 kilometers. Since the speed
of light in optical fiber is 1.5 × 108 m/s, the round trip propagation
delay is about 60 msecs. Propagation delays can get even larger when
packets have to traverse the globe. The queueing delay is a function
of the load on the system, and with good design can be kept within
69
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Fig. 5.1 Two separate phenomena in a network. Flows in progress compete with each other
for bandwidth and keep the link filled. If their transfer rates converge, we say that the system
is stable at a small time scale. Flows arrive bringing a file of fixed size to be transferred
and leave when the transfer is complete. We say that the system is stable at a large time
scale if the number of flows in progress is finite at all times.

limits. The RTT is considerably larger than the amount of time that
it takes for a high-speed router to process a packet. For example, the
size of an Internet packet is approximately 10, 000 bits and when it
goes through a 1 Gbps router, the processing time is 105 /109 secs. or
0.1 msecs. Thus, one has to worry about the impact of a source reacting to congestion that happened some time ago. In particular, one has
to make sure that the system parameters are designed to ensure the
stability of a system of delay-differential equations.
Another effect that we need to include in our model is the fact that
the flows in the system do not stay forever. Flows arrive with a file to be
transferred, and leave once the transfer is complete. So if, on average,
there were 2 flows arriving per second, each with a file transfer of size 10
MB, then the average load on the system would be 160 Mbps. If there
is only one link in the network and the link’s capacity is larger than 160
Mbps, then most reasonable resource allocation algorithms will ensure
that the number of files in the network is bounded in some appropriate
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stochastic sense. On the other hand, if the network comprises of many
links and different flows have different sets of links on their route, then
the interaction among the flows could be complex and the allocation of
resources in one part of the network would have an impact on flows in
another part of the network. In this case, the stability of the network is
not obvious even if the total load on each link is less than its capacity.
We will show that, under reasonable assumptions, the network is stable
if one uses the optimization approach to resource allocation.
We note that there are two forms of stability that we consider in
this chapter and these are quite different:
(1) We first consider a fixed number of flows which exercise congestion control, but where the congestion feedback is obtained by the sources with some delay. In this case, we say
that the system is stable if the set of arrival rates converges
to the solution of the network utility maximization problem.
(2) Next, we consider flow arrivals and departures and assume
that the network uses the network utility maximization
framework to allocate the resources. In this case, we say that
the system is stable if the number of flows in the network
stays bounded when the traffic load on each link is less than
its capacity.
Let us first study the stability of the resource allocation algorithm
in the presence of feedback delays.

5.1

Stability of the Primal Algorithm with Delays

We consider the primal algorithm with multi-path routing as we did in
Section 3.3. We recall the notation introduced earlier for the reader’s
convenience. As before, let the set of links be L and the set of sources
be S. Each source s ∈ S identifies a unique source-destination pair.
Also, each source has a collection of routes that it may use. If source
s transmits on route r, we say r ∈ s. Similarly, if a route r uses link
j, we say j ∈ r. For each route r we let s(r) be the unique source
such that r ∈ s(r). We call the set of routes R. Note that two paths
in the network that are otherwise identical can be associated with two
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different indices r ∈ R, if their sources are different, i.e., two sources
that have the same origin and destination would have different indices
for their routes, even if the physical paths they use are the same.
Trj

j

Destination

Source

Tjr
Fig. 5.2 The RTT is composed of two elements—the delay for a packet to get to an intermediate link, and the delay for feedback from that link back to the source.

In what follows, we will assume that queueing delays are negligible.
We can also think of the queueing delays as constant, i.e., the sum of
queueing and propagation delay is counted as the feedback delay. While
it can be argued that the queueing delay is not constant with time, if
we ensure that it remains bounded, we can take the maximum delay
as the worst-case situation that the controller faces. This is only an
approximation but it provides good qualitative insight into the design
of congestion control algorithms. We let Trj be the amount of time
that it takes for a packet from source r to reach link j. We denote the
feedback delay from link j to source r by Tjr . An illustration of these
two delays is provided in Figure 5.2. The sum Trj + Tjr = Tr , which is
the RTT of the route r. Note that Tr = Trj + Tjr ∀j.
The problem of deriving conditions for global asymptotic stability
for this scenario is not straightforward and, at the time of writing
this monograph, is still an open problem. We will linearize the system
around its equilibrium point and obtain conditions for local asymptotic
stability. Simulations suggest that the linearized stability conditions
serve as good guidelines for designing stable congestion controllers.
Once we linearize a system, we can bring into force tools from linear
control theory in order to analyze it. In particular, we can use Laplace
transforms and study the system in the complex domain. We will make
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use of the Nyquist stability criterion which provides conditions for the
stability of linear systems. In the next subsection, we will provide a brief
introduction to the Nyquist criterion and use it to study our network
in the following subsection.
5.1.1

Nyquist Stability Criterion

The stability of a linear system can be determined by studying the
poles of the transfer function associated with it. If the poles lie in the
left half of the complex plane, then the system is stable. While it is possible to compute the poles if the transfer function has an analytically
tractable form, one has to resort to other tools to verify stability indirectly without calculating the poles. The mapping theorem (see [70])
given below is one such tool.
Theorem 5.1. Consider a Laplace transform G(s). Let C be a closed
contour in the complex plane such that no poles or zeroes of G(s) lie on
C. Let Z and P denote the number of poles and zeroes, respectively, of
G(s) that lie inside C. Then, the number of times that G(s) encircles
the origin in the clockwise direction, as s traces out the entire contour
C in the clockwise direction, is equal to Z − P.

x(s)

+

P(s)

y(s)

−

Q(s)

Fig. 5.3 A negative feedback loop. The return ratio is P (s) Q(s).

Suppose we have an input-output system as shown in Figure 5.3.
We would like to know if the system is stable. It is straightforward to
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show that the transfer function L(s) of the system after taking Laplace
transforms is
P (s)
y(s)
=
.
x(s)
1 + P (s) Q(s)

(5.1)

Imaginary

x

Real

x

Fig. 5.4 Nyquist stability criterion. Zeroes are shown by an ’o’ and poles by an ’x’. The
zeroes of 1 + P (s) Q(s) must lie in the left half plane. Also shown is the Nyquist contour
used, which spans the right half of the plane with infinitesimal detours to take into account
the zeroes on the imaginary axis.

Stability would be assured if the poles of the system were in the
left half of the complex plane. Assuming that there are no pole-zero
cancelations in the numerator and denominator of L(s), the poles of
L(s) are the roots of
1 + P (s)Q(s) = 0.
Thus, instead of checking if the poles of L(s) lies in the left-half plane,
we can check if the zeroes of G(s) = 1 + P (s)Q(s) lie in the left-half
plane. To apply the mapping theorem, consider a contour shown in
Figure 5.5. The contour traverses the imaginary axis from −i∞ to +i∞
and maps out the semi-circle at ∞. Since we are not allowed to have
any poles or zeroes of G(s) on the contour itself, if there are any poles
of G(s) on the imaginary axis, we use infinitesimally small semi-circles
to go around them as shown in Figure 5.5.
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with T = 10 for θ ∈ [0, ∞]. The point −1 + i0 is
Fig. 5.5 A plot of the function iθ(iθ+T
)
also shown. We see that the function has no zeroes to the left of this point.
−iθ

A special case that is often encountered is one in which G(s) has
no poles in the right-half of the plane. In this case, in terms of the
Theorem 5.1, we want Z = 0, where Z is the number of zeroes of
1 + P (s) Q(s) in the complex right-half plane. Applying the mapping theorem, the stability of the system is then equivalent to the
condition that there are no encirclements of the origin by the plot of
1 + P (iθ)Q(iθ) as θ is varied from −∞ to ∞. Also notice that saying
1 + P (iθ)Q(iθ) does not encircle origin, is equivalent to saying that
P (iθ)Q(iθ) does not encircle −1 + i0. The product of P (s) and Q(s) is
called the return ratio. If our original feedback loop given in(5.1) controller is stable, then the plot of its return ratio might look like Figure
5.5. Hence, given a return ratio function if we know that it has no poles
in the right half plane, if its locus is such that all intersections with
the real axis are to the right of −1 + i0, the system would be stable. In
the case of multiple-input, multiple-output systems, such as a communication network, we have to consider the eigen-loci of the return ratio
matrix as shown in [71]. We will do so in the next subsection to derive
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linear stability conditions for the primal congestion control algorithms.
The application of the mapping theorem to test for the stability of a
linear system is called the Nyquist criterion.
5.1.2

Network Stability

We now have the tools required to tackle the question of multi-path
linearized stability. The controller that we use in this section is as
follows:
!+
qr (t)
d
xr (t) = κr xr (t) 1 − ′
(5.2)
dt
Us(r) (zs(r) (t))
xr (t)

where
qr (t) =

X
j∈r

pj (t − Tr )

(5.3)

and
pj (t) = fj (yj (t)),

yj (t) =

X

r:j∈r

xr (t − Tr )

(5.4)

and
zs (t) =

X
r∈s

xr (t − Tr )

(5.5)

The controller is slightly different from the one we saw in Section 3.3.
In the absence of delay, it is easy to see that it is a gradient algorithm
to maximize the following objective:
!
P
X Z k:l∈k xk
X
X
xr −
fl (y) dy.
(5.6)
U(x) =
w s Us
s

r∈s

l

0

Even if Us (.) is strictly concave and fl is a non-decreasing function,
the above objective function need not be strictly concave in x. Thus, it
may not have a unique maximum. On the other hand, the formulation
in Section 3.3 would ensure strict concavity, but the resulting stability
conditions are more complicated. So we assume the formulation in (5.6)
but assume that the maximum is unique. We also assume that the
optimal rates are non-zero along all paths.
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Notice that (5.5) implies that the source must keep the rates it
used one RTT ago in its memory. This can be easily implemented by
putting the current rate in the header of each packet and echoing this
rate back in the acknowledgments. Thus, by reading off the rate in the
ack, a source knows that rate that it used on a particular path one
RTT ago.
To motivate the stability result, consider a differential equation
dx
= f (x),
dt
and assume that it is stable. Now, consider a delay-differential equation
dz
= κf (z(t − T )).
dt
Rescale time as τ = Kt and define y(τ ) = z(τ /K). Straightforward
differentiation using the fact that
dy(τ )
dz(t) dt
=
dτ
dt dτ
yields the following delay-differential equation for y in the τ timescale:
dy
= f (y(τ − κT )).
dτ
If κT = 0, then this is the same as the differential equation for x.
Thus, it seems reasonable to expect the delay-differential equation to
be stable if κT is small. We will show that one can indeed derive such
a stability condition for the network. Specifically, it will be shown that
the following conditions are sufficient for linear stability:


X
π
κr Tr 
′′
(5.7)
−Ûs(r)
ẑs(r) +
ŷj fˆj′  < ,
q̂r
2
j∈r

where we have used the notation ˆ to indicate equilibrium points.
We will prove the result by first linearizing the controller around its
equilibrium, taking Laplace transforms and studying the spectrum of
the return ratio in the complex domain using the Nyquist condition.
The equilibrium condition of the controller is given by


!
X
X
X
′
Ûs(r)
x̂r =
fˆj 
x̂a 
(5.8)
r:r∈s

a:j∈a

78 Network Stability
for each r. Let xr (t) = x̂r + ur (t), zs (t) = ẑs + vs (t), and yj (t) =
ŷj + wj (t). Then linearizing the controller about the equilibrium yields


X
κr x̂r 
d
′′
−Ûs(r)
vs(t) (t) +
fˆj′ wj (t − Tjr ) , (5.9)
ur (t) = −
dt
q̂r
j∈r
X
vs (t) =
ur (t − Tr ),
(5.10)
r:r∈s

wj (t) =

X

r:j∈r

ur (t − Tj ).

(5.11)

We now proceed to take Laplace transforms of the above linear
system. The fact that we are now working in the complex domain
is shown by t being replaced by s̃ for all the variables. We use s̃ to
represent the Laplace domain variable to avoid any confusion with the
source variable s.


X
κr x̂r 
′′
s̃ur (s̃) = −
−Ûs(r)
vs (s̃) +
fˆj′ e−s̃Tjr wj (s̃) , (5.12)
qr
j∈r
X
−s̃Tr
ur (s̃),
(5.13)
vs (s̃) =
e
r:r∈s

wj (s̃) =

X

e−s̃Trj ur (s̃).

(5.14)

r:j∈r

The above equations can be compactly written as




v(s̃)
v(s̃)
−1
T
= F R(−s̃) X(s̃)R(s̃)F
,
w(s̃)
w(s̃)

(5.15)

where X(w) is an |R| × |R| diagonal matrix, with entries Xrr (s̃) =
e−s̃Tr /s̃Tr and F is a |S| + |L| × |S| + |L| diagonal matrix whose entries
1
are Fss = 1, Fjj = (fˆj′ ) 2 , and R(s̃) is a |R| × (|S| + |L|) matrix with


Rrs (s̃) =

κr x̂r
′′
−Us(r)
Tr
q̂r

−s̃Tjr

Rrj (s̃) = e

and all other entries are 0.



1

κr x̂r ˆ′
Tr fj
q̂r

2

, r∈s

1

2

,j ∈ r
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The matrix F −1 R(−s̃)T X(s̃)R(s̃)F that appears in (5.15) is the
return ratio of the controller, and we would like to study the eigenvalues
of this matrix to see if they lie to the right of −1 + i0. Let λ be an
eigenvalue of the above matrix. Then we have
λy = R(iθ)⋆ X(iθ) R(iθ) y,
where ⋆ is used to indicate the matrix conjugate transpose. Thus we
have
λ = y ⋆ R(iθ)⋆ X(iθ) R(iθ) y.
If d = R(iθ)y, then since X is a diagonal matrix
λ=

X
r

|dr |2 Xrr (iθ) =

X
r

|dr |2

e−iθTr
.
iθTr

So we can write λ = Kζ, where K = ||R(iθ)y||2 and ζ lies in the convex
hull of
 −iθTr

e
: r ∈ s, s ∈ S .
iθTr
Now, as shown in Figure 5.6, the convex hull includes the point −2/π
on its boundary, but has no point to the left of this on the real axis.
This means that if λ is real, then λ ≥ (−2/π)K.
It remains now to find a bound on K. Let P be the |S|+|L|×|S|+|L|
q
p
diagonal matrix taking the values Pss = zs −Û ′′ and Pjj = yj fˆ′ .
j

We let ρ(.) denote the spectral radius and ||.||∞ the maximum row sum
matrix norm. So we now have
K = y ⋆ R(iθ)⋆ R(iθ)y
≤ ρ(R(iθ)⋆ R(iθ))

= ρ(P −1 R(iθ)⋆ R(iθ) P )

≤ ||P −1 R(iθ)⋆ R(iθ) P ||∞
π
<
,
2
where the last inequality follows form our choice made in (5.7). This
means that any real eigenvalue λ must lie to the right of −1 and the
Nyquist condition, as outlined earlier is satisfied. Thus, the multi-path
controller is stable around its equilibrium point with our choice of κr .
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Fig. 5.6 A plot of the function

θe−iθTr
iθTr

with Tr = 2 for θ ∈ [0, ∞]. The function has no

zeroes to the left of (− π2 , 0).

5.2

Stability Under Flow Arrivals and Departures

We will now consider stability under file arrivals and departures. We
will consider single-path routing only, not multi-path routing as in the
previous section although the results can be extended more generally.
Assume that files (also known as connections) for route r arrive according to a Poisson process of rate λr and a file of type r. File sizes are
independently and exponentially distributed, with the mean file size
of a type r file denoted by 1/µr . Each file type r is associated with a
collection of links known as its route, and we use the notation l ∈ r to
indicate that a link belongs to the route of a file of type r. A file of type
r generates data packets according to a (time-inhomogeneous) Poisson
process of rate xr (t), where xr (t) depends on the algorithm used by
the network to allocate resources. To facilitate a simple Markov chain
description, we assume that packet sizes are exponentially distributed
with mean 1. The capacity of link l in the network is denoted by cl and
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we assume the following stability condition:
X λr
< cl , ∀l,
µr
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(5.16)

r:l∈r

i.e., we assume that the load on each link is less than the link capacity. The goal is to show that the number of files in the network stays
bounded. The reason for providing the reader with a stochastic description of the system is to let the reader know the model for which the
results of this section applies. However, in keeping with the spirit of
the rest of this monograph, we ignore the stochastic dynamics of the
system and consider a heuristic deterministic differential equation description of the system and use a Lyapunov function method to show
the boundedness of this system. In the next section, we will refer the
interested reader to papers that provide the details of the proof of
stochastic stability.
At each time instant t, there are nr users on route r. We assume that
all users in the network use the α-fair utility function, with possibility
different weights for different routes, i.e.,
Ur (xr ) = wr

x1−α
.
1−α

At each time instant, the network attempts to solve the utility maximization problem using the dual algorithm described in Section 3.2.
Accordingly, the transmission rate xr of a type r source, satisfies
wr
= qr ,
xαr
where qr is price of route r and is given by
X
qr =
pl .
l:l∈r

To ensure boundedness of xr when qr = 0, we modify the rate-update
equation as
wr
xr = max{( )1/α , M },
qr
where M is some large constant. The price pl is computed using
ṗl = (yl − cl )+
pl ,

(5.17)
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where the arrival rate at each link is given by
yl =

X

ns xs .

s:l∈s

Now, we describe the dynamics of the number of files in the network.
Files on route r arrive at rate r. Since the average file size is 1/µr and
xr is the total rate assigned to a user on route r, the instantaneous rate
at which a file is processed is xr µr . Since there are nr files on route r,
the total rate at which they are processed is µr nr xr . Thus, we get the
following differential equation for nr (t) :
ṅr = λr − µr nr xr .

(5.18)

Consider the Lyapunov function
V (n, p) =

1X
1 X
K1r n1+α
+
K2l p2l ,
r
1+α r
2
l

where the constants K1r and K2l will be chosen later. Note that
X
X
dV
=
K1r nαr (λr − µr nr xr ) +
K2l pl (yl − cl ),
dt
r
l

where we have used the fact pl (yl −cl ) = pl (yl −cl )+
pl . From the stability
condition, there exists an ǫ > 0 such that
νl (1 + ǫ) ≤ cl ,
where
νl =

X

s:l∈s

ρs ,

ρs =

λs
.
µs
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Choose such an ǫ, define δ = ǫ/2 and rewrite V̇ as follows:
X
X
V̇ = −δ
K1r nαr λr +
K1r nαr µr (ρr (1 + δ) − nr xr )
r

+

X
l

= −δ

r

K2l pl (yl − cl )

X

K1r nαr λr

r


1
1
−
+
K1r µr nr (ρr (1 + δ))
(ρr (1 + δ)/nr )α xαr
r


ρr (1 + δ)
×
− xr Inr >0
nr


X
(ρr (1 + δ))α ρr (1 + δ)
+
K1r µr nr
− xr Inr >0
xαr
nr
r
X
+
K2l pl (yl − cl )
X

α



l

≤ −δ
+

X

K1r nαr λr +

r

X
l

X

K1r µr

r

K2l pl (yl − cl ) +

X

(ρr (1 + δ))α qr
(ρr (1 + δ) − nr xr )
wr

K1r µr

r

(ρr (1 + δ))α
ρr (1 + δ),
Mα

where the last inequality follows from the fact that 1/xαr is a decreasing
function and qr = wr /xαr if qr 6= 0 and xr = M if qr = 0. Now, choose
K2l = 1 and K1r µr (ρr (1 + δ))α /wr = 1. Then,
X
X
X
V̇ ≤ −δ
K1r nαr λr +
qr (ρr (1 + δ) − nr xr ) +
pl (yl − cl ) + K3 ,
r

where K3 =

r

K1r µr (ρr M α ρr (1 + δ). Noting that
X
X
X
X
qr ρr =
pl νl and
qr nr xr =
p l yl ,
r

r

we have

l

(1+δ))α

P

l

V̇ ≤ −δ

X
r

r

K1r nαr λr − δ

l

X

pl νl + K3 .

l

From the above equation, it is clear that we can find a bounded set B
such that if (n, p) ∈ B, V (t) decreases. Thus, (n, p) will be ultimately
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bounded. One can translate this conclusion into an appropriate notion
of stochastic boundedness.

5.3

Notes

Linear stability results for the primal controller were obtained by Vinnicombe [58,72], for the dual controller by Paganini et. al. [73], and for
the primal-dual-type controllers by Kunniyur and Srikant [74] and by
Liu et. al. [75]. Stability conditions for the primal multi-path controller
were obtained by Han et. al. in [28] and by Kelly and Voice in [76]. The
results in this chapter follow the derivation by Kelly and Voice. Global
stability results for congestion controllers are available only for certain
limited scenarios and are not treated in this chapter. For the interested
readers, we provide some references here. Conditions for single-link stability were derived by Hollot and Chait for TCP-type controllers [77],
by Deb and Srikant for proportionally-fair primal controllers [78], and
by Wang and Paganini for dual controllers [79]. Global stability for a
network of primal controllers were derived by Ying et. al. in [80–82]
and for dual controllers by Papachristodoulou [83]. Independent of the
utility maximization framework, stability results for delay-differential
equation models of TCP and AQM schemes were obtained by Misra
et. al. [53], Hollot et. al. [84] and Kunniyur and Srikant [85].
The flow-level model for congestion controllers for a fixed number of sources, but where the sources alternate between ON and OFF
states were introduced by Heyman et. al. [86]. A single link version of
the model considered in this chapter, but where the congestion control is assumed to operate instantaneously was considered by Das and
Srikant [87]. The general network assuming congestion control operates
instantaneously compared to the time-scale of file arrivals and departures was introduced by Roberts and Massoulie in [88]. The stability of
this network was proved by de Veciana et. al. in [89] for max-min congestion controllers and by Bonald and Massoulie in [90]. A stochastic
version of the stability proof of [90] is presented in [91] using an extension of Lyapunov’s theorem for Markov chains (see [92], for example).
The stability of a model without the time-scale separation between flow
dynamics and congestion control dynamics was shown by Lin, Shroff
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and Srikant [93–95]. All of these results assume that the file sizes are
exponentially distributed. This assumption has been relaxed by Massoulie [96] and Bramson [97] for proportionally-fair and max-min controllers under the time-scale separation. For general α-fair controllers,
partial stability results for a fraction of the possible capacity region
have been reported by Chiang et. al. [98].
We now move away from the question of network stability and
present a different take on network utility maximization. In the next
chapter, we consider a network of rational, selfish users who are capable
of modifying their protocols to some extent, and study their impact on
system performance.

6
Game Theory and Resource Allocation

In this chapter, we consider an alternative interpretation of the utility
maximization problem that we considered earlier in Chapters 2 and 3.
Consider a network planner who is interested in allocating resources to
users with the goal of maximizing the sum of the user’s utilities. The
network planner can do this only if he knows the utility functions of all
the users in the network, or if there is an incentive for the users to reveal
their utility functions truthfully. In this chapter, we will first discuss
an incentive mechanism called the Vickrey-Clarke-Groves (VCG) which
makes it profitable for the users to reveal their true utilities to the central network planner. However, the amount of information that needs
to be conveyed by the users and the amount of computation required
on the part of the network planner make it difficult to implement the
VCG mechanism. One can design a mechanism based on the resource
allocation algorithms in Chapters 2 and 3 under which truth-telling is
optimal. We call this the Kelly mechanism. However, this mechanism
is truth-revealing only under the assumption that the network is very
large so that it is difficult for each user to estimate its impact on the
price decided by the network. Users that are unaware of their effect on
the price are called price taking. On the other hand, in a small network
87
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such as a single link, a user may be able to assess its impact on the
network price. In such a case, the user may act strategically, i.e., act in
such a manner that influences the price to maximize its own benefit.
We will review recent results that show that, the inefficiency of the
Kelly mechanism with strategic users is bounded by 25%, i.e.,the Kelly
mechanism loses at the most a factor of 1/4 compared the maximum
possible network utility.

6.1

VCG Mechanism

Consider the problem of dividing a fixed resource among different users.
Consider a network planner who wants to solve the utility maximization
considered in Chapter 3, where each user is associated with a route:
X
max
Ur (xr )
x≥0

r

subject to
X

r:l∈r

xr ≤ cl , ∀l.

Here, xr is the rate allocated to user r, who has a utility function given
by Ur and cl is the capacity of link l.
Suppose that the network planner asks each user to reveal their
utilities and user r reveals its utility function as Ũr (xr ), which may or
may not be the same as Ur (xr ). Users may choose to lie about their
utility function to get a higher rate than they would get by revealing
their true utility function. Let suppose that the network solves the
maximization problem
X
max
Ũr (xr )
x≥0

r

subject to

X

r:l∈r

xr ≤ cl , ∀l

and allocates the resulting optimal solution x̃r to user r. In return for
allocating this rate to user r, the network charges a certain price pr .
The price is calculated as follows. The network planner calculates the
reduction in the sum of the utilities obtained by other users in the
network due to the presence of user r, and collects this amount as the
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price from user r. Specifically, the network planner first obtains the
optimal solution {x̄s } to the following problem:
X
max
Ũs (xs )
x≥0

s6=r

subject to
X

s6=r:l∈s

xs ≤ cl , ∀l.

In other words, the network planner first solves the utility maximization
problem without including user r. The price pr is then computed as
X
X
pr =
Ũ (x̄s ) −
Ũ (x̃s ),
s6=r

s6=r

which is the difference of sum utilities of all other users without ({x̄})
and with ({x̃}) the presence of user r. The network planner announces
this mechanism to the users of the network, i.e., the network planner
states that once the users reveal their utilities, it will allocate resources
by solving the utility maximization problem and will charge a price pr
to user r. Now the question for the users is the following: what utility
function should user r announce to maximize its payoff ? The payoff is
the utility minus the price:
Ur (x̃r ) − pr .
We will now see that an optimal strategy for each user is to truthfully
reveal its utility function. We will show this by proving that announcing
a false utility function can only result in reduction in the payoff for user
r.
Suppose user r reveals its utility function truthfully, while the other
users may or may not. In this case, the payoff for user r is given by


X
X
U t = Ur (x̃tr ) − 
Ũs (x̄ts ) −
Ũs (x̃ts ) ,
s6=r

s6=r

where {x̃ts } is the allocation given to the users by the network planner
and {x̄ts } is the solution of the network utility maximization problem
when user r is excluded from the network. The superscript t indicates
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that user r has revealed its utility function truthfully. Next, suppose
that user r lies about its utility function and denote the network planner’s allocation by x̃l . The superscript l indicates that user r has lied.
Now, the payoff for user r is given by


X
X
Ũs (x̃ls ) .
U l = Ur (x̃lr ) − 
Ũs (x̄ts ) −
s6=r

s6=r

If truth-telling were not optimal, U l > U t . If this were true, by comparing the two expressions for U t and U l , we get
X
X
Ũs (x̃ts ),
Ũs (x̃ls ) > Ur (x̃tr ) +
Ur (x̃lr ) +
s6=r

s6=r

which contradicts the fact that x̃t is the optimal solution to
X
Ũs (xs )
max Ur (xr ) +
x≥0

s6=r

subject to the capacity constraints. Thus, truth-telling is optimal under the VCG mechanism. Note that truth-telling is optimal for user r
independent of the strategies of the other users. A strategy which is
optimal for a user independent of the strategies of other users is called
a dominant strategy in game theory. Thus, truth-telling is a dominant
strategy under the VCG mechanism.
In the above discussion, note that x̄ is somewhat irrelevant to the
pricing mechanism. One could have chosen any x̄ that is a function
of the strategies of all users other than r in computing the price for
user r, and the result would still hold, i.e., truth-telling would still be a
dominant strategy. The reason for this is that the expression for U t −U l
is independent of x̄ since the computation of x̄ does not use either
Ur (.) or Ũr (.). Another point to note is that truth-telling is an optimal
strategy. Given the strategies of all the other users, there may be other
strategies for user r that are optimal as well. Such user strategies may
result in allocations that are not optimal from the point of view of the
network planner.
We have now established that truth-telling is optimal under a VCG
mechanism. However, the VCG mechanism is not used used in networks. The reason for this is two-fold:
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• Each user is asked to reveal its utility function. Thus, an entire function has to be revealed by each user which imposes a
significant communication complexity in the information exchange required between the users and the network planner.
• The network planner has to solve many maximization problems: one to compute the resource allocation and one for
user to compute the user’s price. Each of these optimization
problems can be computationally quite expensive to solve in
a centralized manner.
In the next section, we show how one can design a mechanism using
the theory developed in Chapters 2 and 3.

6.2

Kelly Mechanism

One simple method to reduce the communication burden required to
exchange information between the users and the network planner is
to ask the users to submit bids which are amounts that the users are
willing to pay for the resource, i.e., the link capacities in the network.
We will show that if the users do not anticipate the effects of their
bids on the unit price of the resource, then the controllers discussed in
Chapter 3 follow as a rational consequence of users trying to maximize
their payoffs. In other words, the schemes that we studied are not only
optimal, they are also incentive compatible. We refer to the mechanism
of submitting bids for resource in the context of network resource allocation as the Kelly mechanism. We will describe the Kelly mechanism
only for the case of a single link with capacity c.
Let the bid of user r be denoted by wr . Given the bids, suppose
that the network computes a price per unit amount of the resource as
q,

P

k

c

wk

.

(6.1)

and allocates an amount of resource xr to user r according to xr =
wr /q. This is a weighted proportionally-fair allocation since it is equivP
alent to maximizing r wr log xr subject to the resource constraint.
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The payoff that the user obtains is given by
 
wr
Ur
− wr
q

(6.2)

Since the user is rational, it would try to maximize the payoff. We
assume that users are price-taking and hence are unaware of the effect
that their bids have on the price per unit resource. As far as they know,
the central authority is selling them a resource at a price q, regardless
of what their bid might be.
What would a user bid given that the price per unit resource is q?
Clearly, the user would try to maximize the payoff and tries to solve
the problem
wr
max Ur ( ) − wr .
wr ≥0
q
Assuming, as we did earlier, that Ur (xr ) → −∞ as xr → 0, the optimal
value of wr is strictly greater than zero and is given by
wr
Ur′ ( ) = q.
(6.3)
q
Since we know that xr = wr /q, the above equation can be equivalently
written in two other forms:
q = Ur′ (xr )

(6.4)

wr = xr Ur′ (xr ).

(6.5)

and
Now the utility maximization problem that the network planner
wants to solve is given by
X
Ur (xr ),
max
x≥0

r

P

subject to r xr ≤ c. The solution to the problem satisfies the KKT
optimality conditions given by
X
Ur′ (xr ) = q,
xr = c
(6.6)
r

The weighted proportionally-fair mechanism ensures that (6.6) is satisfied (we do not allocate more resource than is available). Also, we have
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just seen that coupled with rational price taking users, the mechanism
results in an allocation that satisfies (6.4), which is identical to(6.6).
Thus, there exists a solution to the system of price taking users that we
call xT , q T (using T to denote “taking”) that achieves the desired utility
maximization by using the weighted proportionally fair mechanism.
6.2.1

Relation to Decentralized Utility Maximization

Now, suppose that the network wants to reduce its computational burden. Then, it can compute the price according to the dual algorithm:
X
q̇ = (
xr − c)+
q .
r

Clearly, this is not the optimal. The system merely responds to resource usage by giving back a price, it increases or decreases the price
depending on whether the resource is over-utilized or under-utilized,
respectively. User r is then allocated a rate wr /q in proportion to its
bid wr . Given the price, we have already seen that the user r’s rational
bid wr assuming that it is a price-taking user is given by
Ur′ (

wr
) = q,
q

which is the same as U ′ (xr ) = q. We have already seen that the dual
price-update along with such a user response converges to the optimal
solution of the network utility maximization problem. Thus, the decentralized algorithms studied in earlier chapters can be thought of as a
decentralized implementation of the Kelly mechanism. Thus, the Lagrange multiplier is a pricing incentive for users to behave in a socially
responsible manner assuming that they are price-taking.

6.3

Strategic or Price-Anticipating Users

In the price-anticipating paradigm, the users are aware of the effect
that their bid has on the price of the resource. In this case the problem
faced by the users is a game in which they attempt to maximize their
individual payoffs anticipating the price change that their bid would
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cause. Each user strategically tries to maximize its payoff given by


(
Ur Pwrwk c − wr if wr > 0
k
(6.7)
Pr (wr ; w−r ) =
Ur (0)
if wr = 0,
where w−r is the vector of all bids, except wr .
Our game is a system wherein there are R users and each user r
can make a bid wr ∈ R+ ∪ {0},i.e., the game consists of deciding a
non-negative real number. A strategy is a rule by which a user would
make his bid. In our case, the strategy that users might use could be
Sr =“set the bid wr = wrS ”, where wrS ∈ R+ ∪ {0} is some constant.
Since the strategy recommends playing the same bid all the time, it is
called a pure strategy. A strategy profile is an element of the productspace of strategy spaces of each user denoted by S. We denote the
strategy profile corresponding to all users using the strategy of setting
their bids based on the vector wG by S ∈ S. We would like to know
if a particular strategy profile is stable in some sense. For example,
we might be interested in knowing if everyone knows everyone else’
strategy, would they want to change in some way. The concept of the
Nash equilibrium formally defines one kind of stability.
Definition 6.1. A pure strategy Nash equilibrium is a strategy profile
from which no user has a unilateral incentive to change his strategy.
Note the term “unilateral”. This means that users do not collude
with each other—they are interested solely in their own payoffs. If
they find that there is no point changing from the strategy that they
are currently using, they would continue to use it and so remain at
equilibrium. How do we tell if the strategy profile S defined above is
actually a Nash equilibrium? The answer is to check the payoff obtained
by using it. We denote the bid recommended by strategy Sr to user r as
wrS and similarly the bid recommended by any other strategy G by wrG .
So the users would not unilaterally deviate from the strategy profile S
if
S
S
Pr (wrS ; w−r
) ≥ Pr (wrG ; w−r
),

(6.8)

which would imply that the strategy profile S is a Nash equilibrium.
We would like to know if there exists a vector wS such that strategy
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profile S that recommends would be a Nash equilibrium, i.e., whether
there exists wS that satisfies (6.8). We first find the conditions that
need to be satisfied by the desired wS and then show that there indeed
exists a unique such vector.
Now, our first observation is that wS must have at least two positive
components. On the one hand, if there were exactly one user with a
positive bid, it would want to decrease the bid towards zero and yet
have the whole resource to itself (so there can’t be exactly one positive
bid). On the other hand, if there were no users with a positive bid, there
would be an incentive for all users to increase their bids to some nonzero value to capture the resource. The next observation is that since
P
wS has at least two positive components and since wr /( k6=r wk + wr )
is strictly increasing in wr if there are, the payoff function is strictly
concave in wr . Assuming that the utility functions are continuously
differentiable, so this means that for each user k, the maximizer wS of
(6.7) satisfies the conditions
Ur′



wS
P Sc
k wk


 P S
w
wrS
1 − P S = k k , if wkS > 0
c
k wk
P S
w
′
Ur (0) ≤ k k , if wkS = 0,
c

(6.9)
(6.10)

which are obtained by simply differentiating (6.7) and setting to 0 (or
P
≤ 0 if wrS = 0) and multiplying by k wkS /c.
We now have the set of conditions (6.9)-(6.10) that must be satisfied
by the bids that the Nash strategy profile suggests. But we don’t know
yet if there actually exists any such vector wS that would satisfy the
conditions. How do we go about showing that such a vector actually
exists? Consider the conditions again. They look just like the KKT
first-order conditions of a constrained optimization problem. Perhaps
we could construct the equivalent optimization problem to which these
are indeed the KKT conditions? Then if the optimization problem has
a unique solution, the solution would be the desired vector of bids wS .
Consider the constrained optimization problem of maximizing
X
Ûk (xk ),
(6.11)
k
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subject to the constraints
X
xk ≤ c, xk ≥ 0 ∀k = 1, 2, 3..., R

(6.12)

k

where the utility function Û (.) is defined as

 x   1 Z xk

xk 
k
Uk (xk ) +
Uk (z)dz .
Ûk (xk ) = 1 −
c
c
xk 0

(6.13)

It easy to see that Û (.) is concave and increasing in 0 ≤ xk ≤ c by
differentiating it, which yields Ûk′ (xk ) = Uk′ (xk )(1 − xk /c). SinceUk (.)
is concave and strictly increasing, we know that Uk′ (xk ) > 0, and that
Uk′ (.) is non-increasing. Hence, we conclude that Ûk′ (xk ) is nonnegative
and strictly decreasing in k over the region 0 ≤ xk ≤ c as required.
We verify that the KKT first-order conditions are identical in form
to the conditions (6.9)-(6.10). Directly from the optimization problem
above, we have that there exists a unique vector w and a scalar (the
Lagrange multiplier) λ such that

xk 
Ur′ (xk ) 1 −
= λ,
if xk > 0
(6.14)
c
Uk′ (0) ≤ λ,
if xk = 0
(6.15)
X
xk = c
(6.16)
k

We check that at least two components of x above are positive. We
have from (6.16), at least one of the xk > 0. If only a single component
xr > 0 with all others being 0, then from (6.14) we have λ = 0, which in
turn means from (6.15) that Uk′ (0) ≤ 0 for some k. This is impossible
since Uk (.) was assumed to be concave, strictly increasing for all k.
Then we see that as desired, the above conditions are identical to the
P
P
Nash conditions with λ = k wkS /c and xk = cwk / k wk . Thus, we
see that even in the case of price-anticipating users, there exists unique
solution. We will denote the resulting allocation xS , the S being used
to denote “strategy”.
Notice that the solution found applies to an optimization problem
that is different to the one in the price-taking case, so we would expect
that in terms of utility maximization, the price-anticipating solution
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would probably be worse than the price taking case. We will show how
to bound the worst case performance of the price-anticipating case in
the next section. Since in the price-anticipating case, all users play
strategically with complete knowledge, and what the central authority
does is to allocate resources in a weighted proportionally fair manner,
the system can be likened to anarchy with users operating with minimal
control. We refer to the inefficiency in such a system as the price of
anarchy.
We now examine the impact of price-anticipating users on the network utility, i.e., the sum of the utilities of all the users in the network.
We use the superscript T to denote solution to the network utility maximization problem (we use T since the optimal network utility is also
the network utility assuming price-taking users), and the superscript
S to denote the solution for the case of price-anticipating users. It will
be shown that
X
3X
Ur (xTr ).
(6.17)
Ur (xSr ) ≥
4
r
r
So the price of playing a game versus the optimal solution is no greater
than 1/4 of the optimal solution. The proof of this theorem consists of
two steps:
• Showing that the worst-case scenario for the priceanticipating paradigm is when the utility functions Ur are
all linear.
• Minimizing the value of the game under the above condition.
Step 1
Using concavity of Ur (.) for any user k we have for the general
P
allocation vector z with k zk ≤ c, that Ur (xTk ) ≤ Uk (zr )+Uk′ (zk )(xTk −
zk ). This means that
P
P
P
U (z )
(Ur (zr ) − Ur′ (zr )zr ) + r Ur′ (zr )zr
P r r Tr
P
≥ Pr
′
′
T
r Ur (xr )
r (Ur (zr ) − Ur (zr )zr ) +
r Ur (zr )xr
P T
P ′
T
Since we know that
k xk = c, we know that
k Uk (zk )xk ≤
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(maxk Ur′ (zk ))c. Using this fact in the above equation, we obtain
P
P
P
(Uk (zk ) − Uk′ (zk )zk ) + k Uk′ (zk )zk
Uk (zk )
k
k
P
≥ P
′
′
T
k Uk (xr )
k (Uk (zk ) − Uk (zk )zk ) + (maxk Uk (zk ))c
P
The term k (Uk (zk ) − Uk′ (zk )zk ) is non-negative by concavity of Uk
which means that
P ′
P
k Uk (zk )zk
k Uk (zk )
P
≥
(6.18)
T
(maxk Uk′ (zk ))c
k Uk (xk )

The above inequality is of interest as it compares the utility function
with its linear equivalent. If we substitute z = xS in (6.18), we obtain
P
P ′ S S
S
k Uk (xk )
k Uk (xk )xk
P
(6.19)
≥
T
(maxk Uk′ (xSk ))c
k Uk (xk )

Now, we notice that the left-hand side of the expression above is the
price of anarchy that we are interested in, while the right-hand side
of the expression looks like the price of anarchy for the case where
the utility function is linear, i.e., when Ur (xr ) = Ur′ (xSr )xr , Ūr (xr ).
We verify this observation by noting that since the conditions in
(6.14)–(6.16) are linear, the numerator is the aggregate utility with
price-anticipating users when the utility function is Ū (.). Also, the
denominator is the maximum aggregate that can be achieved with the
utility function Ū (.), which means that it corresponds to the price
taking case for utility Ū (.). Thus, we see that the linear utility function
of the sort described above necessarily has a lower total utility than
any other type of utility function.
Step 2
Since the worst-case scenario is for linear utility functions, we may
take Ur (xr ) = αr xr . From Step 1, the price of anarchy, i.e., the ratio
of aggregate utility at the Nash equilibrium to the aggregate utility at
social optimum is then given by
P
S
k αk xk
.
(6.20)
{maxk αk }c
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Without loss of generality, we may take the maxk αk = 1 and c = 1.
Since this means that the denominator of the above expression is 1, to
find the worst-case ratio we need to find α2 , α3 , ..., αR such that the
numerator is minimized. This would directly give the price of anarchy.
So the objective is to
R
X

αr xSr

(6.21)

subject to αk (1 − xSk ) = 1 − xS1 , if xSk > 0

(6.22)

=0

(6.23)

=1

(6.24)

0 ≤ αk ≤ 1, k = 2, ...R

(6.25)

minimize xS1 +

r=2

αk ≤ 1 −

xSk

xS1 ,

if xS
X k
xSk
k

≥ 0, k = 1, ..., R

(6.26)

Notice that the constraints on the above optimization problem ensure
that xS is a allocation vector that a Nash strategy profile would suggest.
Since only the users with non-zero allocations contribute to the utility,
we can consider the system with N ≤ R users, with every user getting a
non-zero allocation. Equivalently we could just assume that all R users
get a non-zero allocation and observe what happens as R increases.
Then αk (1 − xSk ) = 1 − xS1 holds for all users in the new system, which
implies αk = (1 − xS1 )/(1 − xSk ). Let us fix xS1 for now, and minimize
over the remaining xSr . Then we have
minimize xS1 +

xSk (1 − xS1 )
1 − xSk

(6.27)

RxSr = 1 − xS1

(6.28)

k = 2, ..., R

(6.29)

X
k=2

subject to
0≤

X

k=2
S
xk ≤ xS1 ,

R

The above problem is well defined only if xS1 ≥ 1/R (otherwise the
last constraint will be violated upon minimization). If we assume this
condition, by symmetry, the minimum value occurs for all users 2, ..., R
getting the same allocation equal to 1 − 1 − xS1 /(R − 1). Substituting
this value into the problem, we only have to minimize over xS1 , i.e., the
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problem is now given by
minimize

xS1

+ (1 −

xS1 )2



(1 − xS1 )
1−
R−1

subject to 0 ≤ xS1 ≤ 1.

(6.30)
(6.31)

The objective above is decreasing in R and so the lowest value would
occur as R → ∞. So we finally have very simple problem to solve,
namely
minimize xS1 + (1 − xS1 )2
subject to 0 ≤

xS1

≤1

(6.32)
(6.33)

By differentiation we can easily see that the solution to the above problem is for dS1 = 1/2, which yields a worst case aggregate of 3/4. Thus
we see that the aggregate utility falls by no more than 25% when the
users are price anticipating.

6.4

Notes

The VCG mechanism was developed by Clarke [99] and Groves [100]
as a generalization of an auction called the second-price auction due to
Vickrey [101]. The Kelly mechanism is due to Kelly [3]. The price of
anarchy for strategic users using the Kelly mechanism was computed
by Johari and Tsitsiklis in [102]. Our interest in the Kelly mechanism
is due to the fact that it has a simple decentralized implementation
when the users are price-taking. If one is more generally interested in
truth-revealing mechanisms using one-dimensional bids, then there is
recent work on the design of such mechanisms: the interested reader
is referred to the works of Maheswaran and Basar [103], Yang and
Hajek [104] and Johari and Tsitsiklis [105].

Conclusions

In this monograph we have attempted to present the essence of network
resource allocation through utility maximization. We started with the
basic ideas of what the resource is and how allocations could be made.
As we mentioned earlier, the concept that bandwidth is a divisible good
that must be shared equitably is a concept that only recently has found
favor in the research community. We explained how such allocations
could be achieved in a decentralized fashion—an aim that is central
to the idea of the Internet. In particular, we went into details of how
network algorithms can be thought of as consisting of two controllers—
the rate-update at source and price-update at links. We studied several
different ways in which these two controllers could be chosen based on
the type of formulation of the optimization problem. We also studied
multiple different meanings of fairness.
Perhaps the most important part of our study was the relationship between congestion control protocols and the utility maximization framework. Although the details of the protocols cannot always
be mapped to a congestion control algorithm derived from utility maximization, it certainly shows how the goals of the protocols are precisely
what we seek to do by decentralized optimization. We also saw how
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more recent developments in the protocol arena make use of this connection in order to design protocols with specific operating conditions
and fairness ideals in mind.
Another important section of our study dealt with system stability.
We showed how control parameters should be chosen to ensure stability
in the presence of delays. We also emphasized the fact that a network
system is dynamic, with flows arriving and departing. We showed that
the utility maximization is robust to these fluctuations in the sense that
the number of users in the network stays bounded despite fluctuations
in flow arrivals and departures.
The Internet continues to grow as these words are being written.
That the system has scaled so well is testament to the vision of its
designers. Much has changed since the first links were laid between
laboratories. Bandwidths are much higher than conceived at the time.
Quite often it is not the bandwidth of the links, but the line-rate and
memory access speeds of the hardware using these links that become
the bottle neck. As the Internet spreads geographically wide, distances
to be traversed by packets are no longer insignificant, even at the speed
of light. RTTs of the order of a couple of hundred milliseconds are not
uncommon. Much work remains to be done to design protocols that
would operate in such high bandwidth-delay product environments.
To add to the question of how to harness new technology, there is
also the question of the economics of the system. Bandwidth allocation auctions are not uncommon today, and there may come a time
when users might have to bid for the resources they want. We demonstrated the inefficiencies that creep into the system when users become
self-aware, and a major challenge as the Internet becomes increasingly
corporatized would be to design schemes that use the fact that endusers might be intelligent to achieve efficient allocation.
In keeping with our objective of presenting only the fundamental
principles, we tried to keep the material as simple as possible, so as to
not bog down the reader in fine details and multiple extensions of a
basic idea. We also focussed extensively on the fluid model approach,
which, although an approximation, provides a clear insight into the
workings of the real system which may have other discrete-event and
stochastic components.
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Some of the audience for this work would be from the network controls community. For them, this monograph might serve as a refresher
or repository of basic results and proofs. However, we hope that interested audience of this monograph also includes those working actively
in protocol development in both the wired and wireless networks. We
have endeavored to answer questions like what goals are feasible? What
should a good algorithm look like? What does stability of the system
mean? We hope that we have succeeded in providing guidelines on how
to answer these questions to a systems designer besides serving the
needs of analysts.
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